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| Preface

SNN
Adaptive Intelligence

There is an enormous difference in behaviour between humans and computers. People can manage many
intelligent tasks, like recognition of images and sounds, even when they are obscured by noise and can plan
|actions
Preface
in the absence of complete knowledge. Computers are very poor at these tasks, but outperform
humans on pure number crunching.
SNN’s research program on adaptive intelligence addresses the question how we can incorporate learning
mechanisms in modern computers. Improving our understanding of effective and efficient learning methods
is important to 1) better understand the functioning of the brain and 2) has a technological spin-off in numerous
artificial intelligence applications, such as robotic systems, expert systems, artificial vision, agents and data
mining. In order to achieve intelligent behaviour in machines, novel methods for learning must be developed
and these methods must be assessed in concrete applications.
These methods are of great practical importance for industry. Information processes in companies and public
organisations become more and more complex and problems arise to manage these processes in an efficient
and effective manner. At the same time, due to the advances in information technology, much more data is
available which could in principle be used to improve business processes.
The meeting Learning Solutions presents an overview of Dutch research on adaptive intelligence. Learning
Solutions was previously organized in 2000, 2002 and 2003 and is becoming the national meeting point of
researchers, practitioners and users of adaptive intelligence.

Bert Kappen
Director SNN
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SNN is a national consortium of 6 university research groups in the field of adaptive intelligence and is
coordinated from Nijmegen. Criteria for membership are scientific excellence and proven transfer of research to industry.
SNN is a non-for-profit foundation that was founded in 1989 as one of the SPIN (Department of Economic
Affairs) initiatives. The statutes of SNN define the goal of SNN as follows: 1) to improve the level of knowledge
in the field of neural networks in the Netherlands and 2) to stimulate the transfer of knowledge from university
to business and government. SNN is one of the recognized leading institutions in this field world-wide.
The following research groups participate in SNN:
Intelligent Autonomous Systems Group

University of Amsterdam

Laboratory for Biophysics

Radboud University of Nijmegen

Algorithmics and Program Methodology

Leiden University

Pattern Recognition Group

Delft University of Technology

Institute for Knowledge and Agent Technology

Universtiy of Maastricht

Evolutionary Systems and Applied Algorithmics

CWI Amsterdam

Board
G. Hiemstra

Van der Meer & van Tilburg

Zeist

M. Boasson

University of Amsterdam

Borculo

W. Segeth

STW

Utrecht

P. Timmermans

Radboud University Nijmegen Nijmegen

J. Uylings

Senter

St. Michielgestel

Dr.ir. P. Zuidema

CMG

Wassenaar
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SNN had collaborations with the following
companies and organisations in 2005

SNN had contact with the following companies:
ABN-AMRO
ABP
Advanced Medical Diagnostics, Brussel, Belgie
Almende
AMC
Autoliv, Linkoping, Zweden
Belastingdienst
Bison software
Bohn Stafleu en van Lochem
Cap Gemini
Catharina Ziekenhuis
Centurion Security BV
CTR, Villach, Oostenrijk
De Beers, Johannesburg, Zuid Afrika
DSM
Eagle Vision
Elsevier Publishers
Geodelft
Group4Falck
IBM
ING
Keygene
KLPD
KPN Research
Learnworks
Logista Portugal S.A.

LUMC
Media
Naval Reseach Laboratory
NLR
NS
Noldus, Wageningen
Nutreco
ORTEC
Philips Medical Systems Best
Philips Research
Plant Research International, Wageningen
Post-Kogeko Logistics
PrimeVision, Delft
ProRail
Rijkswaterstaat
Siemens CAD
SKF
Sound Intelligence
Syngenta
Telegraaf
Thales
TNO/FEL -TNO/ICT - TNO/TPD
Unilever Research, Vlaardingen
Vitatron
Vodafone
VOS Logistics

SNN Research is funded in part by:
Pattern Analysis, Statistical modelling and ComputAtional Learning (PASCAL)
- a Network of Excellence under Framework 6.
Technology Foundation (STW, NWO)
Interactive Collaborative Information Systems (ICIS, Decis, SENTER)
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Contact person
Dr. ir. B.J.A. Kröse
krose@science.uva.nl
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Intelligent Autonomous Systems Group
University of Amsterdam

The IAS group at the University of Amsterdam focuses on learning and probabilistic reasoning methods for
intelligent systems operating in a real world. One line of research focusses on intelligent environments which
observe humans and analyze their behaviour. Probabilistic techiques like Dynamic Bayesian Networks are
used for modeling and approximate inference methods for real time and scalable performance. Applications
come from the field of public safety and from the field of elderly care. A patent in this field is pending and
industrial collaboration is strong. Another line of research concerns ‘cognitive devices’ for intelligent environments. With top partners in Europe in the field of autonomous robots and cognition we started a 6th framework
Integrated Project ‘Cogniron’ in which a cognitive robotic assistant is developed. Observation of humans and
interaction are central issues. Apart from collaborating with large research institutes as Philips and TNO the
group collaborates with SME’s like Eagle Vision, Noldus, Quo Vadis

The Philips iCat is used as cognitive interface
The IAS group also studies the problem of (multi-)agent planning under uncertainty. Here the framework of
coordination graphs is used which allows for a tractable approach when the number of agents is large.
Applications come from distributed control, robotic soccer.
There is collaboration with TNO, Thales and Giant Leap Technologies.
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6
Adaptive Intelligence
Radboud University Nijmegen

Contactperson
Prof.dr. H.J. Kappen
b.kappen@science.ru.nl

The group at SNN Nijmegen is engaged in algorithm development and applications of Bayesian methods,
machine learning and neural networks. Computing with probabilities is intractable, which means that memory
requirement and cpu times scale exponentially with the problem size. Therefore, for practical applications,
efficient approximations are needed. The most successful methods are Monte Carlo sampling methods,
mean field methods and message passing methods. The methods are implemented in public domain and
commercial software.

Left) Message passing is an accurate method to compute probabilities in large networks.
Right) Promedas assists doctors during medical diagnosis

Applications are expert systems for medical diagnosis and other knowledge domains (together with SKF,
Geodelft and Vitatron), genetic linkage analysis, time-series forecasting and distributed control systems.
The research has led to the spin-off company SMART Research and is in the process of starting a second
company on medical diagnosis (Promedas).
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Contactpersons
Prof.dr. J.N. Kok
joost@liacs.nl
Prof.dr. T. Baeck
baeck@liacs.nl
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Algorithmics and Program Methodology
Leiden University

The Algorithms group from Leiden University has a broad research interest, including topics from Semantics,
Artificial Intelligence and Data mining. There is a strong emphasis on methods inspired by nature, more
generally referred to as natural computing; among these methods we find neural networks, DNA computing,
evolutionary computation in general and genetic programming. We concentrates on the following topics:

Â

Data Mining. Data Mining looks for hidden patterns in large amounts of data. Our focus is on mining for
structures (http://hms.liacs.nl/) like sequences, trees, graphs, ... combined with techniques from the area of
Natural Computation.

Â Optimization. Many problems can be described as an optimization problem in which, within certain
constraints, optimal values have to be found for the variables. The techniques that are used are stemming
from Simulated Evolution, in particular from Evolutionary Computation. Research is being done on the
development of new algorithms, on the applicability on benchmark problems and on concrete “real-life” cases.
Â

Bioinformatics. The application of computer science technology for solving problems in biochemistry and
genomics. The expertise in molecular biology, medicinal chemistry and computer science with particular aspects
on data mining and adaptive search and optimisation comes together in a way that allows for the exploitation
of interdisciplinary synergies between these disciplines. We use molecular biology to implement evolutionary
algorithms (Evolutionary DNA Computing), use data mining techniques for drug design (intelligent data analysis
for drug design), and use evolutionary optimisation methods to support the drug design process (optimisation
of drug structures).
Currently, there are 22 PhD students within the Algorithms Cluster.
The techniques have been applied to a wide range of practical problems, originating from, e.g., insurance
companies, retailers and biochemical research.
As particular topics we mention association rules, discrete tomography and multi-objective optimization.
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Pattern Recognition Research
University Delft

Contactperson
Dr. ir. R.P.W. Duin
r.p.w.duin@ewi.tudelft.nl

A typical human ability is the recognition of patterns in the world around us. It constitutes the basis of each
natural science: the laws of physics, the description of species in biology, or the analysis of human behavior;
they are all based on seeing patterns. Also in daily life pattern recognition plays an important role: reading
texts, identifying people, retrieving objects, or finding the way in a city. Once patterns are established, learned
from some examples or from a teacher, we are able to classify new objects or phenomena into a class of
known patterns.
The study of automatic pattern recognition has two sides, one purely fundamentally scientific and one applied.
By trying to build a system with pattern recognition capabilities more will become clear about the human
ability to learn, recognize and classify. At the same time, systems are constructed that may be applied in
various areas of science as well as in many places in society to assist human decision making.
In the Delft pattern recognition research, both aspects are treated. There are a few projects focusing on the
foundations of pattern recognition: representation and generalisation, in which new ways of describing objects
and learning from examples are studied. Examples are the representation of objects by (possibly non-

Euclidean) distances, the design of one-class classifiers and the process of active learning, which minimizes
the user intervention in the learning procedure. In addition, there are several applied projects focusing on the
recognition of spectra. Like images and time signals, spectra constitute a pattern domain with an unsolved
problem: how to represent patterns in their entirety, when only a set of samples (pixels or bins) is available.
In the recent years the above research was sponsored by NWO, STW, Unilever and De Beers Mining. In
addition the group cooperates with many other companies applying pattern recognition techniques in their
production or development. Each year several courses are given on pattern recognition procedures for
industrial applications.
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Contactpersons
Prof. H.J. van den Herik
Herik@cs.unimaas.nl
Prof. E.O. Postma
Postma@CS.unimaas.nl
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Institute for Knowledge and Agent Technology
Universtiy of Maastricht

The Institute for Knowledge and Agent Technology (IKAT) focuses on adaptive artificial intelligence, search &
games, and (multi-)agent systems. IKAT performs fundamental and applied research on adaptive robots,
models of active vision, machine learning for image analysis, intelligent search techniques, adaptive multiagent systems, and artificial intelligence for commercial computer games.
An example of an application-oriented project is the RICH (Reading Images for the Cultural Heritage) project,
which is part of the NWO programme CATCH (Continuous Access To the Cultural Heritage). The RICH
research team is developing image-based applications to support archeologists in the identification and
classification of archeological finds. The right figure is an illustration of a query-by-example system that is
being developed by the RICH team. The system retrieves drawings of archeological objects given an image
query, i.e., a photograph or drawing of an object.
Recently, IKAT launched a new research line on bio-informatics and related medical applications. The bioinformatics research is bundled in the BIOMICC research group that focuses on text mining for genomics,
machine learning for the analysis of DNA, agent-based solutions for dealing with interoperability problems in
biological databases, and data analysis for medical applications.
An example of a fundamental project is the study of active models of image analysis. The left figure shows an
example of such a model in which a local region of an image is selected (“fixated”), analyzed, and mapped
both onto an estimate of the category (e.g., “female”) and on a future fixation location. The model is actively
scanning the image in order to establish the category with sufficient certainty.
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Evolutionary Systems and Applied Algorithmics
CWI Amsterdam

Contactperson
Prof.dr. J.A. La Poutré
Han.La.Poutre@cwi.nl

In the CWI group Computational Intelligence and Multi-Agent Games, headed by Prof. Dr. Han La Poutré,
competitive agents is the key word: research focuses on intelligent and adaptive multi-agent systems where
parts of the systems may be owned by competing stakeholders (agents), and with potentially many such
stakeholders.
Systems comprising of agents with competing interests spring up for instance when computational intelligence
is merged with the field of E-business and economics: each participant in an economic setting tries to
extract the most utility for itself from the e- commerce system, and the design and rules of the system must be
so that as a whole, the system remains useful even when the participating agents behave selfish.
A key observation is that if participants let themselves be represented in a multi-agent system by smart
autonomous software, or software agents, intelligent behavior of the agents is paramount. Intelligent behavior
of the agents here is intelligent behavior from their own point of view (‘bounded rationality’) and reactive on
their dynamic environment. Research in the group concerns the different levels of abstraction, from
microscopic behavior (the learning software of an agent, by e.g. evolutionary algorithms or neural networks)
to macroscopic behavior (the functioning of markets consisting of adaptive agents).
The knowledge base of the group in competitive multi-agent systems is further broadened by many
collaboration projects with industry and other academic partners: the ASTA project (Autonomous Systems of
Trade Agents in E-Commerce) was a collaboration with ING, (then still) KPN Research and TNO to develop
methods for dynamically pricing information for clients (with ING) and methods for personalized
recommendation, with both applications based on agent systems.
The current DEAL project (Distributed Engine for Advanced Logistics) focuses on strategies to increase the
effectiveness of logistical decision-making, with partners like Vos Logistics, Post Kogeko and Almende. An
example of work done within the DEAL project is the dynamic (re-)scheduling of trucking routes and truck
loads. A dynamic spot market was developed where a software agent in each truck continually participates
in auctions to increase, change and augment the loads the truck carries. To facilitate this, bidding strategies
were developed for repeated auctions where the software agents compute which combination of loads they
can acquire most profitably.
The MIA project (Medical Information Agents) takes a slightly different direction. In this NWO TOKEN project
the problem of patient treatment scheduling in hospitals is studied. Scheduling the complex treatment plans
of patients requires coordination between all the different autonomous departments involved. Due to the
dynamic nature of a hospital, any approach must be efficient, online, and flexible. In cooperation with medical
experts we are investigating the use of autonomous software agents negotiating with each other in order to
make (or reschedule) appointments for patient treatment.
Systems where many self-interested stakeholders interact pervade our society, and neglecting the strong
incentive these stakeholders have to be selfish can be catastrophic for the functioning of any system that
tries to bring these parties together electronically. At the same time this is also a great opportunity, since
when we can rely on individual agents to maximize their own utility we can design the system such that this
individual intelligent behavior improves the workings of the system as a whole. Extracting the most from this
opportunity is the challenge the group has set for itself.
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| Maximum likelihood haplotyping on general pedigrees

Kees Albers, Bert Kappen
Dept. of Biophysics, Radboud University Nijmegen
Geert Grooteplein 21, 6123 AA Nijmegen, The Netherlands
K.Albers@science.ru.nl, B.Kappen@science.ru.nl

Keywords:
Haplotyping
Cluster Variation Method

Haplotyping is an important tool for mapping disease-susceptibility genes, especially of complex diseases.
As genotyping methods become increasingly cheaper, efficient and accurate algorithms for inferring haplotypes
are desirable. A haplotype is a sequence of alleles transmitted from parent to child. Thus a haplotype
corresponds to the alleles of a single chromosome, which is inherited from either the father or the mother. A
genotype corresponds to a pair of alleles: one allele that is inherited from the father (paternal allele) and one
allele that is inherited from the mother (maternal allele). The pair of alleles that make up a genotype is
unordered; in the process of determining genotypes from DNA-material the chromosome is cut into small
fragments by enzymes and the information of parental source of a allele for a given marker is lost. The goal
of haplotyping is to reconstruct the correct ordering of the genotypes. In maximum likelihood haplotyping one
seeks to find haplotypes that maximize the posterior probability conditional on the data, given a statistical
model. The statistical model takes fully into account marker distances as well as prior distributions on gene
frequencies.
Method
Our algorithm for maximum likelihood haplotyping is based on the Cluster Variation Method (CVM) (Morita,
1990). CVM is a tool for approximate inference in general probabilistic graphical models. We use a Bayesian
network to represent the probability distribution associated with the problem of haplotyping.
The idea of the Cluster Variation Method is to approximate an intractable probability distribution in terms of
marginal distributions on overlapping subsets of variables. It requires specification of the set of clusters B =
{α1; α2;…..}: a collection of overlapping subsets of variables, chosen such that the corresponding marginal
distributions Qα (Xα) are tractable.
We use the approximate marginal distributions obtained with a CVM approximation (Heskes et al., 2003) to
determine the most likely allele and source of an allele (i.e., paternal or maternal) for the genotypes of each
gene of each individual. Since it is not possible to determine all alleles at once, we propose to iteratively fix a
subset of the alleles.
Results
We have applied our method to a challenging real-world problem. Here the pedigree consists of 368 individuals of which 258 have been genotyped for 4 closely linked SNP markers. This data set is taken from a quantitative
trait mapping study in a chicken population. The complex inbred pedigree is shown in simplified form in the
figure.
On this data set, all inter marker spacings are 0.01 cM and equal allele frequencies were assumed. Under
these conditions we can compare our algorithm to the integer linear programming (ILP) algorithm of the
program PEDPHASE. The corresponding Bayesian network has a tree-width in the order of 60, consequently
exact computation with SUPERLINK (Fishelson and Geiger, 2002) is impossible. After 48 hours, PEDPHASE still
had not produced a result. In 5 independent runs of 15 hours, the best result obtained with the state of the art
program SIMWALK2 was a log-likelihood of -357:76 (11 recombination events). Our algorithm found a solution
References:
1] Fishelson J, Geiger D (2002) Exact Genetic Linkage Computations for General Pedigrees. Bioinform 18 S189-S198
2] Lange K, Sobel E (1996) Descent graphs in pedigree analysis: application to haplotyping, location
scores, and marker-sharing statistics. Am J Hum Genet 58:1323-1337
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in only 20 minutes with clusters spanning 3 loci. The log-likelihood of the solution was -341:76. The number of
recombination events associated with this solution was 7, which from biological considerations appears to be
a much better solution than the one found by SIMWALK2.
Acknowledgments
We thank Addie Vereijken from Nutreco in Boxmeer, the Netherlands for providing the data set.

3] Morita T (1990) Cluster Variation Method and Moebius inversion formula. J Stat Phys 59:819-825
4] Heskes T, Albers CA, Kappen HJ (2003) Approximate inference and constrained optimization. UAI 2003:313-320
5] Li J, Jiang T (2004) An Exact Solution for Finding Minimum Recombinant Haplotype Configurations on
Pedigrees with Missing Data by Integer Linear Programming.RECOMB04
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Problem description and Aim of the research
This research proposes an approach for learning team behaviour to improve agent intelligence in teamoriented commercial computer games. Specifically, we investigate a team’s ability to automatically learn to
improve its performance in a so-called ‘Capture the Flag’ (CTF) game. In such a game, every agent must be
capable of making (or following) a longterm plan, while reacting to and taking short-term actions. Due to the
nature of a team game, game agents are only successful if they cooperate. The aim for our research is to
endow game agents with effective adaptive team behaviour. To achieve this aim an adaptive mechanism is
required. For team-oriented commercial computer games, however, such a mechanism currently does not
exist.
We will discuss our approach to creating a suitable adaptive mechanism, which we named ’symbiotic learning’.
The next sections describe the concept of symbiotic learning, and discuss experimental results with symbiotic
learning in the action game QUAKE III.
Approach
Symbiotic learning is a concept based on the simple idea that for team-oriented AI, a learning mechanism
should learn behaviour for a team as a whole (rather than learning behaviour for each individual). The onset
of the symbiotic learning concept was the observation that the game state of team-oriented games usually is
relatively easy to represent. In typical teamoriented action games, team behaviour is represented as a small
number of parameters which define global agent behaviour, and a finite state machine (FSM) with only a few
states. The concept of symbiotic learning is illustrated in Figure 1.
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Figure 1: Example of symbiotic learning applied
to a team game with four states.

(3 )
Ene my f lag
s tol en

-

+ friendl y flag recovered by team

+

(4 )
B o th fl ag s
s tol en

- opponent carries flag to his base (opponent scores)
--

Figure 2: Annotated finite state machine of QUAKE
III CTF. Highly beneficial and beneficial transitions
are denoted with “++” and “+” respectively, whereas
detrimental and highly detrimental state transitions
are denoted with “¡” and “¡¡” respectively.
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Inspired by representing behaviour on a per-state basis, the symbiotic learning approach comprises multiple
instances of an adaptive mechanism (one instance per state) that cooperatively learn team-oriented behaviour.
The team behaviour is defined as the combination of the local optima of each instance. Cooperatively, from
all instances of the applied adaptive mechanism, relatively complex team-oriented behaviour emerges in a
computationally fast fashion. An instance can incorporate any adaptive mechanism that is capable of learning
partial team behaviour, and is not necessarily restricted to one particular machine learning technique. For the
present research, we chose to implement the adaptive mechanism for team behaviour as best-response
learning. The adaptive mechanism is particularly aimed at the efficient exploitation of relevant gameplay
experiences. Each instance of the adaptive mechanism automatically generates and selects the best teamconfiguration for the specific state. Adaptation takes place via an implicit opponent model, which is built and
updated when the team game is in progress. The fitness of a team-configuration is evaluated by a statebased fitness function, of which an example is displayed in Figure 2.
Results and potential application relevance
We performed an experiment in which an adaptive team (controlled by the learning mechanism) is pitted
against a nonadaptive team (controlled by the QUAKE III team AI). In the experiment, the learning mechanism
adapts the configuration of a team to the opponent. To illustrate the course of an experimental run, we plotted
the performance for a typical run in Figure 3. The performance is expressed in terms of the lead of the
adaptive team, which is defined as the score of the adaptive team minus the score of the non-adaptive team.
The graph reveals that the adaptive team outperforms the non-adaptive team without any significant
degradation in its performance. From the experimental results of our QUAKE III capturethe- flag experiment,
we drew the conclusion that, since successful agent behaviour was discovered in all experimental runs,
symbiotic learning can be applied in actual games. For instance, symbiotic learning can be used during game
development practice to automatically validate and produce AI that is not limited by a designer’s vision. From
our analysis of the experimental results, we concluded that the symbiotic learning approach can be applied
for online learning in a game if a good balance between exploitation and exploration is found for that specific
game.
350
325
300
275
250
225

Lead of adaptive team

Figure 3: Illustration of typical experimental results
obtained with the learning mechanism. The graph shows
the lead of the adaptive team over the non-adaptive team
as a function of the number of scored points.
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Subject and aim of research
The main problem of tomography is to compute the density distribution inside an object from a small number
of its projections. The most prominent use of tomography can be found in medical imaging, where X-ray CT
scanners are used for non-invasive imaging of patients.
In discrete tomography one focuses on the reconstruction of objects having a very small, discrete set of
densities, e.g., 0–1 values. Many objects scanned in industry, for example, are made of a single homogeneous
material which results in a reconstruction that uses only two gray levels. Moreover, the gray levels are known
in advance. By using this fact as a priori knowledge, it is possible to dramatically reduce the number of
projections that are required to obtain an accurate reconstruction.
In this research project we consider neural network approaches for the discrete reconstruction problem. One
such approach is to use a feed forward network with back propagation learning, which has several advantages.
Prior knowledge on the set of images can be specified implicitly, as it can be learned by the network from a
training set. In addition, when training of the network is complete, it can compute a reconstruction extremely
fast, much faster than any other existing algorithm for discrete tomography.
Approach and results
We implemented a back propagation feed forward network which takes the measured projection data as
input and has one output neuron for each pixel in the image. Experiments were carried out for several
different network topologies.
The results of these experiments show that it is indeed possible to train a neural network for the task of
discrete tomography and obtain results of acceptable quality. Figure 1a and 1c show two original 2-dimensional
25×25 images from which projections in four directions (giving a total of 148 line projections, each counting
the number of black pixels in the line) were computed. Figure 1b and 1d show the corresponding gray scale
reconstructions that were computed by the neural network, after training. The network used had 148 input
nodes (the projections), 625 output nodes (the pixels), 600 “global” hidden nodes (connected to all input and
output nodes) and 625 “local” hidden nodes (each corresponding with a unique pixel, and coping with just a
few input and output nodes).

Figure 1: a, b: original image and its reconstruction, simple ellipses; c, d: original image and its
reconstruction, “xor-ed” ellipses
References:
1] K.J. Batenburg and W.A. Kosters, Neural Networks for Discrete Tomography, Proceedings of the Seventeenth Belgium-Netherlands
Conference on Artificial Intelligence (BNAIC-2005).
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The fact that once the network is fully trained (which may take a long time, e.g., about 10 hours in the
experiment described above), a nearly instantaneous reconstruction method is available, makes the approach very interesting for applications where real-time reconstructions are important, such as medical imaging.
Up to now, no other approach is available for such real-time imaging in discrete tomography.
Future research
In future research, we intend to perform experiments with several alternative topologies. Currently, we are
working on other neural network approaches as well, notably Hopfield networks. The discrete tomography
problem can be modelled as an optimization problem which can be solved by a Hopfield network. So far,
promising results have been obtained with this technique. Hardware implementations seem possible.
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Abstract
The yeast Saccharomyces cerevisiae is of tremendous importance for the fermentation industry (production
of bakers’ yeast, yeast extracts, heterologous proteins, ethanol, beer and fine chemicals). Therefore, much
attention has been paid to the possible genetic improvement of the yeast S. cerevisiae (e.g. by knocking out
a gene.) with the overall goal to reduce material costs (e.g., improved fermentation ef_ciency) and to increase
production efficiency (e.g. to let the yeast produce only the desired substances in desired quantities). However,
the complexity of yeast physiology during fermentation, makes it difficult to alter one metabolic step or yeast
characteristic without affecting other functions or characteristics; therefore, an insight into the functioning of
the yeast cell is essential.
Protein-protein interactions are crucial to cellular function both in assembling protein complexes and in signal
transduction cascades, where protein interactions enable one protein to modify another to transmit biological
information [1]. Therefore, the main objective in this work is the elucidation of protein interactions by employing
an integrative bioinformatics approach, which means that multiple sources of information potentially helpful
for identifying protein interactions are combined in order to increase the reliability of the predictions. Although
much research concerning integration approaches has been directed towards predicting pairs of interacting
proteins, our approach finds clusters of interacting proteins and therefore, enables us to explicitly reveal
protein complexes and signaling pathways consisting of more than two proteins.
Our analysis starts with applying logistic regression to estimate the probability [P (Rxy | Dxy )] that pairs of
proteins (x and y) are part of a protein complex (Rxy) or signaling pathway given multiple data types [Dxy = D1
;….. ;Dn xy ]. We determined the parameters in the logistic regression model on the basis of a training set: the
xy
trustworthy protein complexes from the MIPS database were used as ground truth in order to assess whether
or not a pair of proteins were part of a protein complex. Second, hierarchical clustering is adopted using dxy =
1 — P (Rxy | Dxy ) as distance metric to find groups of interacting proteins.
By employing this approach we were able to find trusted protein complexes with high confidence and several
interesting hypothesis about new protein complexes and signaling pathways could be generated. For example,
our approach linked the protein FY V 4 to the mitochondrial ribosomal subunit. Interestingly, it is known that
this protein is located in the mitochondrion, but its biological role is unknown.

References:
[1] R. Sharan et al. Conserved patterns of protein interaction in multiple species. PNAS, 102(6):1974.1979, February 2005.
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Hypothesis is that protein FYV4 directly interacts with
(or is even part of) the small mitochondrial ribosomal
subunit.
Interestingly, it is known that this protein is located in
the mitochondrion, but its biological role is unknown.
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Problem: many state-of-the-art classifiers are difficult to use by non-experts because they have many parameters that need to be tuned to get good performance. Additionally, these classifiers scale poorly with very
large datasets, as typically needed in for instance datamining.
We developed a new class of easy-to-use algorithms for high- dimensional binary classification: the Polynomial
MPMC Cascade (PMC). This class of algorithms is especially suitable for quickly making odels of complex
and very large datasets and determining which features in the dataset are most important (feature selection).
The algorithms give direct estimates of classification accuracy, are easy to use — plug & play — as no subtle
parameters need to be tuned to get a good model. Experimental evidence shows that, compared to state-ofthe-art classifiers, PMCs are competitive; inherently fast to compute; not prone to overfitting; and generally
yield accurate estimates of the maximum error rate on unseen data.
The classification model is constructed in linear time with respect to the input space dimensionality, and
linear time in the number of examples, allowing the algorithm to classify very large datasets as typically found
in many data mining projects.
We show how we can exploit the computational efficiency to successfully classify datasets ranging in sizes
between 170,000 and 4.8 million examples.We also explored how the stability of the classifier can be used to
create nonlinear binary classifiers based on tens of millions of training data. This method additionally shows
which features in the dataset are important for the classification problem (feature selection).
As stated, the PMC class of algorithms is a set of classifiers that is fast, easy to use, and suitable for many
applications that involve large numbers of examples.

Figure: linear increasing runtime of PMC algorithm for increasing size of the dataset.
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Outline of the problem
Optimal control of non-linear noisy systems is a common issue in industry. In general, solving such problems
in a direct numerical way becomes difficult when the number of variables increases. Therefore one is interested
in alternative methods that are more efficient. We look for ways to apply methods from the theory of path
integrals to solving optimal control problems. In particular we want to tackle optimal control of multi-agent
systems that allow for several potential solutions.
Methodology
The control problems that we address are of a specific class: we consider arbitrary non-linear dynamical
systems with arbitrary cost, but with the restriction that the control acts linearly on the dynamics and the cost
of the control is quadratic. This allows us to formulate the problem in terms of a linear differential equation of
Schrödinger type. The usual approach would be to directly solve this Schrödinger equation numerically by
backwards integration in time of the end state. Instead, we replace the backward integration by computing the
expectation value under a forward diffusion process. Such an expectation value requires stochastic integration
over trajectories that can be described by a path integral. The path integral has the characteristic form of a
partition sum, where each path is weighted by exp(-S/v), S the cost of the path and v the size of the noise, and
one should expect that for different values of v the control is quantitatively different, and that symmetry breaking
occurs below a critical value of v, see Figure 1. The gain of making the connection with the theory of path
integrals is that it allows for a number of efficient computational methods, such as MC sampling, the Laplace
approximation, and the variational approximation. We consider the first two, and in particular we use the
Laplace deterministic trajectories to devise an importance sampling scheme. Finally, by considering the above
method in more than one dimension, we can apply it to multiagent systems.

Figure 1: The drunken spider. In the absence of noise (alcohol in this case), the optimal trajectory for the
spider is to walk over the bridge. When noise is present, there is a significant probability to fall off the bridge,
incurring a large cost. Thus, the optimal noisy control is to walk around the lake.
References:
1] H.J. Kappen. A linear theory for control of non-linear stochastic systems. Physical Review Letters, 2005. In press.
2] H.J. Kappen. Path integrals and symmetry breaking for optimal control theory. Journal of statistical mechanics: theory and
Experiment, 2005. In press.
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Figure 2: The drunken spider problem. A spider located at x and t = -1 wants to arrive home (x = 0) at time t =
5, but either needs to go around the lake (-6 < x) or pass over the narrow bridge that crosses the lake (-0.1 <
x < 0.1). The optimal cost-to-go J is computed by forward importance sampling, the guiding Laplace
approximations are the deterministic trajectories over the bridge and around the lake. Time discretization dt =
0.012. (a) Some stochastic trajectories used to compute J for noise v = 0.1. (b) The optimal cost-to-go J(x, t
= -1) for v = 0.001 and v = 0.1, using MC importance sampling estimates (dots resp. stars) and in the Laplace
approximation (the two curves coincide).
Results
The anticipated symmetry breaking in optimal control of noisy multi-modal systems implies a ‘delayed choice’
mechanism. Consider a car driving on a slippy road with two tunnel entrances ahead: as the car approaches
the entrances it reaches a critical point where the optimal policy spontaneously changes from steering between the entrances to aiming for one of the two. We compare the path integral approach with backwards
numerical integration, the latter scaling exponentially in the dimension. The Laplace approximation is very
efficient. It typically requires O(n2k2).operations, where n the dimension of the problem and k the number of
time discretizations. Applied to a noisy multi-modal system, it gives non-trivial solutions involving symmetry
breaking. MC importance sampling usually performs better than the Laplace approximation, depending on
the noise. This is illustrated in Figure 2. For much noise MC importance sampling performs well whereas the
Laplace approximation gives erroneous results, for little noise both perform just as well. The path integral
method applies directly to multi-agent systems. In absence of drift or complex obstacles, e.g. the agents do
not dislike each other or stand in each others way, the problem of n agents decouples into n independent
equations for a single agent. Decentralized coordination is realized when the agents know each others position
in real-time, by letting each agent compute its own component of the joint optimal control.
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Introduction
The competition on the food market has become enormous. Scarcity of food has turned into abundance and
as a consequence of this imbalance between supply and demand, the consumer has become more and more
the driving force behind new product design. If a food manufacturer wants to survive, its products should
closely meet the wishes of the consumer. As translating consumer wishes into physical product properties is
a complex task, tools that could help in facing this challenge are vital. This project describes the use of
Bayesian Belief Networks (BBNs) as possible tools to model relationships between product properties, via
sensory attributes to consumer preference. Besides investigating whether BBNs are indeed useful tools for
Consumer Oriented Food Product Design (COFPD), the aim was also to get insight in the challenges and
bottlenecks that are related to using them for this purpose and to compare them with other statistical techniques.
BBNs are graphical models that encode probabilistic relationships between variables. A BBN consists of a
directed acyclic graph and a set of conditional probability tables. In a network, each node represents a variable
and the arcs between the nodes specify the conditional probabilistic relationships between the variables.
Case study on quality of fresh tomato
First, a BBN that describes relationships between sensory attributes of fresh tomato as perceived by the
consumer and the final quality experience of the consumer was built. It appeared that the BBN provides a tool
to find out what are, in the eyes of the consumer, the most important properties related with the perceived and
experienced quality of a tomato. The result was a ranking of the variables, showing which variables have the
highest impact on quality experience. The results were compared with the results of Partial Least Squares
(PLS) modelling, which was carried out in a different project but based on the same conceptual model (Figure
1). The rankings of the variables concerning their specific influence on quality experience were more or less
the same for both techniques. A general comparison between BBN- and PLS-modelling was made. They both
have their advantages and disadvantages. BBN-modelling is for instance more transparent, allows for
simulations of different scenarios and can model non-linear relationships. On the other hand PLS-models
seem to be better able to deal with latent variables and small datasets.
Although the aim was to extend the model to real sensory attributes and physical product properties, this was
not possible. The model became too complex, given the size of the dataset. This complexity has more to do
with the number of variables that have a causal relationship with a specific variable and with the number of
states per variable, than with the total number of variables in the network.
Case study on quality of meat replacers
The second model was a similar but less complex model for modelling relationships between sensory attributes
as perceived by the consumer and consumer appreciation of meat replacers (Figure 1). It was again possible
to come up with a ranking of the most important sensory properties in the eyes of the consumer. To optimal
improve product quality, BBNs can be used efficiently by maximising one of the perceived quality variables
and calculating the probabilities of the states of the product attributes (Figure 2). In this way BBNs can assist
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the decision making process during product development by pinpointing the most efficient ways to improve
overall product quality perception by changing individual product attributes.

Figure 1: Bayesian Belief Networks used for Tomato (left) and Meat Replacers (right).

Figure 2: Marginal probability distributions (blue) and posterior probability distributions based on
maximizing ‘Liking before tasting’ (red)
Conclusions
Based on this research it can be concluded that Bayesian Belief Network-modelling is a user friendly and
transparent method that can generate useful information for COFPD. The complexity of the models in
combination with the size of the data sets will set the limits to what is feasible to model and predict by this
approach. But even with relatively small data sets it was found to be possible to predict the most efficient
sensory product attributes for improving overall product liking.
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However estimating seasonality is often
difficult, especially when the historical data
available is short and noisy. Several previous
studies have shown that we can improve the
forecasts by estimating the seasonality using
a group of time series that exhibit similar
seasonal patterns, instead of using individual
time series.

A
time

demand

Seasonality is an important feature for
numerous time series, such as those
describing sales, industrial production and
energy consumption.Taking into account (this)
seasonality is especially important when
forecasting for long prediction horizons,
making this a topic that deserves a lot of
attention if we want to improve forecasts for
seasonal time series.

demand

The problem

B
time

The aim of this STW project is to develop propose new methods for group forecasting
based on Holt Winters seasonal smoothing
and state space models.

demand

Our approaches

A+B
time

Our empirical studies (using industrial
production and sales data) have shown
promising results indicating that our methods
seem to yield better forecasts improvement
than other seasonal group forecasting
methods.
It is also possible to include a (probabilistic)
clustering mechanism in the model. The future applications of our method are not only
limited for sales data but also apply to other
seasonal multivariate data (such as in
econometrics.)

Figure 1: Aggregation of time series reduces noise
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This work is inspired by the novel and profitable possibilities offered by large online market places for goods.
More specifically, we focus on a logistics setting that is characterized by its complexity, competitiveness, and
the opportunity for profitable bidding strategies. Our work explores how agents bidding to win orders for
transportation of cargo can learn to focus on good bundles of orders. With the rapid growth of agent-mediated
electronic commerce, it is becoming increasingly evident that in a few years the Internet will host large
numbers of interacting software agents instead of human bidders and auctioneers. Agents participating in
more than one auction ideally incorporate in their bidding strategy an expectation of auctioned future items,
expected competition, and an estimate of the complementary value (or synergy) of possible items in auctions
still to come. Of interest are goods with complementarities; items whose value as a bundle is higher than the
value of the items considered in isolation. The search for a good bidding strategy for bundles with
complementary issues in the items in a repeated auction setting is still largely an open question, but a growing
and essential area of research [1]. Much of this research has been restricted to a limited number of agents,
bundles, number of items in the bundles, or known order of the auctions.
We extend the previous work in [2] by analyzing agents competing for a large number of unknown, individual
items still to be auctioned where the goal is to form profitable bundles. More specifically, we study a set of
agents based on a logistics domain. This domain is of interest due to its large-scale application, its competitive
nature, and its dynamic setting. These aspects make it a representative setting for evaluating bidding strategies.
We show, using computational experiments, that individual agents have an incentive to bid higher than the
immediate valuation of a good by itself if this increases the probability of winning profitable goods with
complementarities in future auctions. For example, an order for transportation from A to B is worth more if we
know many more such orders will appear shortly and can be efficiently done together. We present a machine
learning technique that is able to learn intuitive bidding strategies that can be interpreted from an economic
perspective for this difficult problem. Agents with less capable learning, or no such anticipation of the future,
are exploited by these “smarter”, more sophisticated agents. Agents participating in the online markets have
a clear need to be as smart as possible, or lose out to the competition.
Impact of Bidding Strategies
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Figure 1: Profits of no learning, better learning, and aggressive learning.
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Footnote 1:
Here, we regard the environment
as the environment itself plus the
agent inhabiting this environment.
This implies that any change or
damage to the agent is a special
case of environmental change.
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Abstract: Self-repair is one of the most critical properties of real world robot applications. In pursuit of the
Systems Biology approach, this study investigates biology-inspired methods to achieve robust robotics both in
large groups of cooperative robots and in individual robots. In the case of large groups, swarm intelligence is
used to maintain performance in a group of robots even if single robots are malfunctioning. For individual
robots, self-repair reduces the probability of breakdown and therefore contributes to sustained performance of
the entire group. In this paper, we show the interaction between group stability and the individual ability of selfrepair.
Introduction: In the robotics community, there is a growing interest in the employment of many robots to
perform a task, rather than just a single robot. These flocks operate with large numbers of small and
straightforward robots. Local interactions control the behaviour of individuals and group behaviour emerges.
This so-called swarm intelligence [1] requires (1) a minimal number of robots and (2) group stability to meet
the requirements for group behaviour. One of the most critical properties of every robotic system is self-repair:
the ability to recover from environmental changes1 to maintain stable execution of the desired job. Flocks are
no exception, as they are robotic systems that need to deal with environmental changes. Self-repair for flocks
can be approached on two different levels, viz. (i) the group level at which the collective behaviour has to be
assured, and (ii) the individual level at which single robots interact with their environment, including the other
members of the flock. In biology, a paradigm called Systems Biology brings together biological research from
different levels of description [3]. In this study, we try to combine two levels of description for the properties of
self-repair and robustness in autonomous groups of robots. First, we consider collective behaviour and second,
we focus on the abilities and requirements of an individual operating within the flock.
Collective robustness: One of the important lessons for artificial intelligence, learned from studying biology,
is that a collective of simple individuals can generate complex behaviour. The most well-known examples are
found in the behaviour of ant and bee colonies [2]. In our study, we investigate the capacity of such collectives
to perform resource distribution tasks. For this purpose, we use a simulated environment in which a resource
distribution task should take place. In time, resources are offered at a certain place and should be taken to
another place as soon as possible. We place a group of robots
in our simulated environment. These robots each have a very
simple architecture, consisting of three subsumption rules, viz.:
1. IF carrying resource THEN bring resource to destination
2. IF must fetch resource THEN fetch resource
3. IF true THEN choose an optimal waiting position

Figure 1: The experimental environment. The potential of grid squares is
visualised. Lines depict walls.

We will now discuss how each of the rules is implemented. In
order to be able to perform the task efficiently, a rather course
square grid is placed over the environment (Figure 1). This grid
enables us to see the environment as discrete instead of
continuous. In the case of the first rule, we use a route planner
to navigate the robot efficiently through the squares of this grid
towards the goal grid square. More precise navigation is used
once the robot enters the goal grid square, and when the goal is

References
1] Y. Uny Cao, Alex S. Fukunaga, and Andrew B. Kahng. Cooperative mobile robotics: Antecedents and directions. Autonomous Robots,
4(1):7–23, March 1997.
2] Marco Dorigo, Vittorio Maniezzo, and Alberto Colorni. The Ant System: Optimization by a colony of cooperating agents. IEEE
Transactions on Systems, Man, and Cybernetics Part B: Cybernetics, 26(1):29–41, 1996.
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Footnote 2:
In practise, this could be realised
by communication with a central
monitoring agent.

reached, the resource is dropped. The second rule is
implemented analogously. For the third rule, we use potential
theory [4]: every resource that has to be fetched, emits a negative
potential. Each robot emits an equal positive potential. The
negative and positive potentials sum up to zero. Now, robots
examine the grid squares directly next to the square they are
currently in2. If in such a neighbouring square, the negative
potential is higher than in the square the robot currently is in, the
robot moves to this neighbouring square. Thus, the robots have
a straightforward control mechanism and are by themselves not
Fig. 2. Results for a resource
particularly powerful. However, if we use a group of such robots,
distribution task carried out by 1- 30 rowe can observe that this group displays emergent swarm
bots. The resources that need to be
intelligence, for it is able to perform the resource distribution task
fetched are offered with an interval of 1
well. Results of one typical simulation are presented in figure 2.
to 10 time steps in between.
It can be seen that the performance of the group of robots does
not depend linearly on the number of robots; with a certain number of robots, the loss of one single robot does
not have a very strong influence on this performance. Below some critical number of robots however, losing
one single robot decreases the performance drastically.
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Individual robustness
Obviously, if groups of robots are used in real world applications, we want the groups to function as well as
possible, even if a certain ratio of the individual robots is known to break down periodically. One possible way
of achieving this is using safety margins; for example, if we know that ten robots suffice to do the required job
and that on average two robots at a time are broken, we use twelve robots. However, in real world robotics, we
face the fact that even simple individual robots are expensive. Therefore, individual robots should be made
more robust by equipping them with a self-repair mechanism. Breakdown of individual robots occurs frequently
and periodically. Therefore, the process of self-repair must be straightforward, on-line and fast to execute.
Hardware re-configuration in single robots is not applicable due to the intrinsic simplicity of the individuals.
Soft-repair, the process of adapting the robot’s control system to new requirements, is a promising research
track and directly applies to large numbers of robots. By the introduction of individuals able to repair themselves,
the group stability is assured and the number of robots needed for emergent swarm intelligence will not drop
below the critical threshold (Figure 2).
In this study we have shown that self-repair in realworld robot applications has to take into account different
descriptive levels: individual and flock level. Flocks can overcome breakdown of individual robots especially if
the individuals have the ability to repair themselves. A trade-off between the ability of individual self-repair and
the number of individuals in a flock is observed, stressing the importance of looking at the complete system
rather than isolated components.
Acknowledgements
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In the problem of one-class classification, one of the classes, called the target class, has to be distinguished
from all other possible objects, called outliers. The goal is to find a boundary descriptor of the target class
such that its members are accepted and non-target objects are rejected. It is usually assumed that no outlier
examples are available in the training stage, so the classifier should be determined by objects from the target
class only. This is an ill-posed problem and can easily lead to either under- or overfitting as the provided
information supports the decision boundary only from one side. How tight a one-class classifier fits the target
class is determined by the complexity parameter of the classifier.
We propose a criterion for selecting complexity parameters for one-class classifiers which are based on
intersecting N-spheres. The criterion relies on the minimisation of the ratio V of two volumes: the volume of a
N-sphere, containing no training examples, found inside a one-class classifier, divided by the volume of the
classifier. Under the assumption that the outlier class is uniformly distributed the centre of the largest empty
N-sphere indicates the outlier object which is classified as a target and is most remote from all target objects
and a decision boundary.
The presented work shows how to compute volume of a classifier based on intersecting N-spheres in an
arbitrary number of dimensions. Moreover, we propose an algorithm to find the largest empty N- here inside
such classifier. The proposed ratio is used as a criterion to select a complexity parameter in novelty detection
problems.

Figure 1: Three examples of a classifier with the same error on the training set and different value of a
complexity parameter. The largest empty N-sphere is plotted for each classifier. On the right the ratio V of
two volumes as a function of the complexity parameter.
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Abstract
PROMEDAS is a medical patient-specific diagnostic decision support systems based on Bayesian networks.
PROMEDAS aims to improve the quality and efficiency of the diagnostic process, while reducing its costs at
the same time.
Introduction
Diagnosis in internal medicine is a very complex process, requiring accurate patient data, a profound
understanding of the medical literature and many years of clinical experience. Diagnosis is a process, by
which a doctor searches for the cause (disease) that best explains the symptoms of a patient. The search
process is sequential, in the sense that patient symptoms suggest some initial tests to be performed. Based
on the outcome of these tests, a tentative hypothesis is formulated about the possible cause(s). Based on
this hypothesis, subsequent tests are ordered to confirm or reject this hypothesis. The process may proceed
in several iterations until the patient is finally diagnosed with sufficient certainty and the cause of the symptoms
is established.
A significant part of the diagnostic process is standardized in the form of protocols. In the majority of the
cases, these protocols are sufficiently accurate to make the correct diagnosis. For these ’routine’ cases, a
decision support system is not needed. In 10-20 % of the cases, however, the diagnostic process is more
difficult. In these cases, normally a colleague is consulted that is particularly specialized in this disease or the
literature is consulted. For these difficult cases computer based diagnostic decision support might be of
added value.
Promedas
PROMEDAS (PRObabilistic MEdical Diagnostic Advisory System) is a diagnostic decision support system
that is intended to support diagnosis making in the setting of the outpatient clinic and for educational purposes.
Its target-users are general internists, super specialists (i.e. endocrinologists, rheumatologists), interns and
residents, medical students and others working in the hospital environment. Based on patient findings, it
generates diagnostic advice in the form of a list of likely diagnoses suggestions for additional laboratory tests
that are expected to be particularly informative to establish or rule out any of the diagnoses considered.
PROMEDAS is based on medical expert knowledge, acquired from the medical literature and textbooks by
the medical specialists in our project team. The expert knowledge is stored in a data base, in such a way that
extension and maintenance of the expert knowledge is easily facilitated. The data base specifies the causal
relations between the variables in the domain as well as statistics about these relations, such as sensitivities,
specificities and prevalences. The sensitivities and specificities are the conditional probability for a test to be
positive (negative) given that the diagnosis is true (false), respectively. From this database, the Bayesian
network [1] and an interface for the PROMEDAS application are automatically compiled (see fig. 1).
In the application, we use Bayesian inference to compute the probability of all diagnoses in the model given
References
1] J. Pearl. Probabilistic Reasoning in Intelligent systems: Networks of Plausible Inference. Morgan Kaufmann Publishers, Inc., 1988.
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Figure 1: Organization of PROMEDAS development. End user may be connected via an Electronic Patient
Dossier in future.

the patient data. Such computation can become prohibitive in particular due to the large number of parents
that nodes can have. We have a dynamic Bayesian network approach that online selects the relevant
subnetwork that is relevant for the entered patient findings.
Currently, we have modeled several domains. We have modules for cardiology and dermatology for general
practitioners, and a module for internal medicine for hospital use. This latter module consists of about 700
diseases and approximately 5000 findings.
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Problem Context
In Incident Management situations, many different organizations such as fire departments, ambulances,
police departments, etc. —collectively referred to as ‘agents’ in our work1 —are typically involved in preventing
incidents from turning into disasters. These are usually dynamically changing situations where quick decisions
need to be made, often on the basis of incomplete and uncertain information. In this sense, such agents in a
multi-agent system depend on other agents for delivering information or resources, or assisting in the execution
of tasks.
The potential difference between different agents’ goals, capabilities and interests means that trustworthiness
can not be taken for granted, and that agents need ways of assessing other agents’ reliability. Trust has
therefore recently become popular as an important topic in the study of multi-agent systems: who can an
agent trust; how is trust determined or ‘calculated,’ and how should it be updated to track dynamically changing
capabilities and intentions; which information is useful or necessary in determining trust; how should an agent
decide whether to trust another agent she’s never interacted with, etc. We propose a computational trust
model that allows agents to build up trust in other agents they are connected to, and add a reputation component that enables them to establish trust in the absence of such direct interactions.
The Solution: MASTER
Here we present MASTER, a solution for Multi-Agent System Trust based on Evidence and Reputation. In short,
an agent i regards an other agent j’s reliability (correctness in providing information, succes in delivering
required resources, etc.) as a probability, interpreted as agent i’s belief in the true value. Agent i updates his
belief on the basis of new evidence, using the Beta probability density function (pdf): the current belief is the
expected value of a Beta random variable:
positive evidence + 1
positive + negative evidence + 2
In the process, older evidence is discounted (given less weight) to make the system responsive to changes in
agents’ reliability, while agent i gathers evidence about j not just from his own experience with agent j’s
reliability, but also from agent j’s reputation: testimonies about j received from other agents i is connected to.
Experiments
By collecting, combining and discounting evidence from multiple sources, agents are able to assess other
agents’ reliability. In some illustrative experiments, we give each agent a certain capability in performing a
particular task. They perform this task and attain a score which is transmitted to a focal agent i in an aggregate
manner: agent i receives feedback about the combined performance of a number of other agents he’s
connected to. Over time, however, agent i is still able to separate information about different agents’ capabilities
from each other and to gain an increasingly accurate picture of those different agents’ capabilities. The
results in Figure 1 (left) show a number of other agents’ true capabilities as horizontal lines in different colors,
Footnote 1 :
This research is carried out in the context of the SENTER sponsored project TSIT2021 Cybernetic Incident Management
(CIM, http://www.almende.com/cim/), aimed at a distributed, agent-based decision support solution for incident management.
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Research focus: In recent years, we have seen a big increase in distributed multiagent systems. Contrary to
centralized monolithic systems, such systems consist of multiple simpler systems that are able to work
autonomously and interact with the other components in the system. Examples are computer networks (e.g.,
Internet), but also robotic teams (RoboCup). We are interested in cooperative multiagent systems in which
the components have to work together in order to reach a common goal. Specifically, we investigate sequential
decision making problems in which the agents repeatedly interact with their environment and try to optimize
the total reward they receive from the system which may depend on a sequence of (joint) decisions.
Approach: A top-down centralized approach that controls all agents is not effective because it does not scale
with an increasing number of agents and furthermore introduces a single point of failure. Therefore, we
investigate methods that are based on local interactions between the relevant components only. We take
advantage of the structure of the problem by representing the dependencies between the agents using a
Coordination Graph (CG). Each node is an agent and an edge indicates that the connected agents have to
coordinate their actions. Functions related to the edges define the problem by specifying the (local) value
contributed to the system for every possible action combination of the two neighboring agents. See Figure 1
for an example. In order to select an optimal joint action that maximizes the sum of the values related to the
edges of the CG, we investigate the use of the max-plus algorithm (analogous to belief propagation in Bayesian
networks) as an approximative alternative to existing (exact) methods.

f12

Furthermore, we are looking into using sparse
representations for reinforcement learning
methods (like Q-learning) in order to learn the
coordinated behavior of the agents automatically. In our approach each edge in the
CG reflects a local Q- function and is updated
using a variant of Q- learning which uses the
max-plus algorithm.
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Figure 1: Example CG with 8 agents; an edge
represents a coordination dependency.

Results: Our max-plus algorithm finds nearoptimal solutions much faster than existing
(exact) methods. Our initial experiments with
our sparse Q-learning method on problems
involving more than 10 agents are also
promising. Since both methods scale linear
in the number of dependencies, they can be
applied to large group of agents with many
dependencies.
Example application domains: Multi-robot
teams, network routing, sensor networks,
communication networks, supply chain management, RoboCup, and traffic light control.
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Classification in gene expression datasets pose new challenges to classical pattern recognition techniques,
since the number of samples is limited with respect to the number of features (genes). Gene selection
approaches are performed in order to achieve a good performance and to identify a relevant subset of
genes. Although several gene selection algorithms have been proposed, a fair comparison of the available
results is often not possible. This mainly stems from two factors. First, the results are often biased, since the
test set is in one way or another involved in trai50
ning the predictor, resulting in optimistically
biased performance estimates. Second, the
45
published results are often based on a small
number of relatively simple datasets. Therefore,
40
no generally applicable conclusions can be
drawn. For example, the claim is often made
that genes are co-regulated (due to pathway
35
dependencies) and that multivariate approaches
are therefore per definition more suited than
30
univariate selection approaches. However, for
the reasons mentioned above, these claims can
univariate,NMC
not be sufficiently substantiated.
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The aim of our study is to perform a fair comparison of state of the art multivariate and univariate
gene selection techniques, in combination with
a range of classifiers. We adopted a double loop
cross-validation approach that allows as for a
fair and unbiased comparison of the different
techniques. In a inner cross-validation loop the
number of relevant genes is optimized. The final
classifier is trained on the optimal gene-set and
it’s performance is estimated in an external
cross-validation loop. The results for the Breast
Cancer dataset are presented in Figure 1.

(b) Average and standard deviation of the classification error.

Figure 1: Results for the Breast Cancer dataset.

Our conclusions are based on seven gene
expression datasets, across many cancer types.
Surprisingly, we could not detect any significant
improvement of multivariate feature selection
techniques over univariate approaches. We
speculate on the possible causes of this finding,
ranging from the small sample size problem to
the particular nature of the multivariate gene
dependencies.
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Over the last decade microarray techniques have reached the point of being relatively cheap while it is still
possible to measure many genetic parameters simultaneously. It is often used for expression levels in cell
samples, but here we use it to find submicroscopic defects in the chromosomal DNA. This is extracted from
patient and from reference blood samples. Then it is fragmented, labeled with fluorescent markers and put
onto a microarray slide. After a process called hybridisation’ both channels are scanned with a laser and the
raw intensities are stored in a data file.
At this point machine learning techniques come in to automatically detect the up- and down-regulated regions
of the patient’s DNA. Doing this by hand is an elaborate task that limits the throughput of the experimental
analysis. This detection process is done in two steps. First the raw data obtained by the scanner needs to be
‘normalized’. Several systematic errors can be determined and corrected for. After this cleaning up the logratio of both channels typically looks like that in Figure 1. There, the full DNA of a certain patient is shown
against a reference pool. That makes a log-ratio of zero the normal case. The figure clearly shows a downregulation on chromosome 9 and an up-regulation on 15. Note that most of the DNA is normal, even for a
patient. Only a few regions differ from the reference.
The second step in the analysis makes use of the spatial correlation of measurements. Obviously, one may
expect whole regions to be up- or down-regulated instead of single spots. A Hidden Markov model is the
appropriate tool to take advantage of this knowledge. Our model has three hidden states corresponding to
‘up’, ‘down’ and ‘normal’. Each is modelled as a Gaussian. They have the same standard deviation, but
different means. With a standard Viterbi algorithm the optimal hidden state can be reconstructed from the
data and thus the most likely aberrations in the patient’s DNA.

Figure 1: Log2 ratios of the two microarray channels, a patient versus control. Chromosome position is on
the x-axis. This patient has a clear deletion on chromosome 9 and an amplification on 15. Since the
experiment is sex mismatched the X- and Y-chromosome are by construction up- and down-regulated.
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Figure 2 shows an example of the output. In this case chromosome 17 of another patient has quite broad
amplificated regions at the beginning. The short horizontal lines in the left upper part of the figure show four
up-regulated regions found by the Hidden Markov model given the data (the black dots).

Figure 2: A close-up of chromosome 17 of another patient. The horizontal lines show the amplificated
regions found by the Hidden Markov model. These regions are all confirmed by other methods.
Recently the method is used to analyse a database of a hundred patients with mental retardation and 74 of
their parents. The method presented here was capable to rediscover all regions previously found by other
methods on that data set. The Hidden Markov model, however, gave a high certainty to several other regions.
These were not known in advance, but all are now confirmed to be correct.
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Abstract
Spectral imaging is the frequently used technique in various industrial applications, such as object sorting.
Spectral images of objects, moving on the conveyor belt are processed by a pattern recognition system and
classified into pre-specified high-level categories. Because these high-level classes are often defined as
collections of the lower-level concepts such as material-types or biological varieties, the underlying pattern
recognition system deals with a multi-modal problem comprising multiple levels (pixels/ spectra, objects,
materials, high-level classes). How to design high-performing, robust, and fast classifiers applicable in such
situations is currently an open research question. This study investigates design of the industrial objectsorting system where classifiers are trained on the pixel/spectra level and their local decisions are merged to
the object level by voting. We focus on treatment of multi-modality.
Two major classification approaches are currently employed in multi-modal situations, namely the nonparametric classifiers such as the nearest neighbor rule and the model-based approach utilizing mixture
models.
The non-parametric procedures are capable of learning complicated decision boundaries provided sufficient
amount of training examples. However, the increase of computational complexity due to large training sets
also seriously hampers their practical deployment in on-line applications.
The model-based approach decomposes a complex multi-modal problem into individual modes. These may
be known apriori (the low-level material types constituting the high-level classes) or estimated using cluster
analysis. The modes are then described by a simpler statistical model, usually a unimodal Gaussian. Potential
shortcoming of the currently used model-based classifiers is that a single feature representation is usually
derived for the complete problem.
In this study, we investigate our proposal for a more advanced design of model-based algorithms decomposing
the complete multi-modal problem into a set of simpler sub-problems which are addressed independently.
This enables one to leverage specific feature representation for each sub-problem. Instead of describing
individual class modes, similarly to mixture-models, we propose to define sub-problems as pairs of modes
from different high-level classes and build respective discriminants. The decisions of the sub-problem classifiers
are eventually combined into the high-level class assignment.
This approach further simplifies the algorithm training stage as less parameters needs to be estimated
compared to a full mode descriptor such as the probabilistic mixture model. While the mode description
approach is indispensable for the sake of distance-based rejection, we illustrate that its application in the
discrimination problem is often unnecessary. The proposed solution may also yield a faster execution compared
to monolithic and thereby more complex classifiers.
A large-scale comparison of a number of classification algorithms on a real-world object-sorting application in
recycling industry is conducted. Apart of the sorting performance also computational complexity of algorithm
execution is estimated. This allows us to judge practical applicability of diverse algorithms in the on-line
spectral imaging system.
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Goal
We study molecular biology [1] at the transcriptome level using DNA microarrays. Affymetrix high-density
oligonucleotide microarrays measure expression of DNA transcripts using thousands of probesets, each
containing multiple probes to detect one transcript. Usually, these multiple measurements are transformed
into a single probeset expression level before data analysis proceeds; any information on variability is lost.
To make as much use of the data as possible, we aim to use individual probe measurements in a statistic for
differential expression. Furthermore, we adapt this statistic to serve as a clustering criterion. A novel clustering
algorithm using this maximum significance criterion is demonstrated to be more efficient with the measured
data than competing techniques for dealing with repeated measurements, especially when the sample size
is small.
Approach
Suppose there are K conditions in a microarray study. Let the number of arrays measured under each
condition be Ak, k = 1, . . . ,K and A = ∑ Kk=1 Ak Each probeset g (g = 1, ...,G) is represented on each array by
Pg probes. The following ANOVA model can be applied to the normalised, log2-transformed intensity measured
for probe p on array a under condition k:
log2 (Xp,ka (g)) = µg + αg,p + ßg,k +

εg,p,k,a

(1)

The expression level of probeset g under condition k is then eg,k = µg +âg,k. An F-ratio can be used to assess
the significance level at which the null hypothesis of no condition effect, H0 (g) : eg,1 = eg,2 = . . . = eg,K , can be
rejected. Under H0, this ratio is Fisher distributed with K -1 df for the numerator and Pg(A-K) df for the
denominator.
In calculating the F-ratio, it is assumed it is known which samples belong to a condition k. However, in
clustering, the goal is exactly to find this membership. To this end we can introduce an A × K membership
matrix Q, in which Qak = 1 if array a belongs to cluster k, and 0 otherwise. This allows us to write (X: ,k)1 as
XQ. For notational purposes, it is more convenient to use a slightly different membership matrix M, with Mak
= 1/ Ak if array a belongs to cluster k, and 0 otherwise: M = Q (QT Q)-½. The F-ratio can then be written as
(with M > 0, M1 = 1):
F(X (g),M) = (A - K)

1TX M MT X1
tr (X (I -M MT) XT )

(2)

Maximising (2) w.r.t. M, subject to the constraints on M, will find an assignment of the arrays to clusters, such
that the difference in expression between clusters is maximally significant. However, as the number of probes (and hence the df of the Fisher distribution under H0 ) may differ between probesets, this cannot easily
be extended to assigning cluster labels based on the data of multiple genes. Assuming independence between probeset expression levels, we therefore minimise the log of the combined p-values instead:
log [p (H0 | X,M)] = ∑Gg=1 log [p (H0 | X(g),M) + r]

(3)
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with r an arbitrarily small non-zero regularisation factor; in all experiments here, r = 10-300. In [2], a hill-climbing
algorithm is proposed maximising (3) w.r.t. a crisp membership matrix M. This algorithm is called MSCK, for
maximum significance K-clustering. Although we are not aware of any previous model-based approaches to
clustering oligonucleotide microarray data based on probe data, there is literature on the use of repeated
measurements in clustering in general. In [4] an error-weighted clustering method is proposed using weights
based on different measures of variability (denoted D0, Ds and Dc here); and two possible distance measures
based on the Kullback-Leibler divergence between two distributions are given in [3] (denoted DJeffreys and
DResistor).
Results
We applied the MSCK algorithm on both simulated data and some real-world data sets, and compared it to a
number of standard clustering algorithm – k-means and hierarchical clustering with complete, average and
single linkage – using the five distance measures D outlined above. For a description of the datasets and the
simulation results, see [2].
The graphs shows the results as Jaccard indices between the known labels and the cluster assignments
(mean ± sd over 10 random initialisations; 1 indicating perfect agreement, 0 none), as a function of Gs. On all
datasets, MSCK performs reasonably well, especially for small Gs, showing it to be more efficient with the
data than traditional methods. For larger Gs performance decreases, as the method starts to fit noise. Although
for each dataset a clustering algorithm/distance measure combination can be found for which performance is
comparable to that of MSCK, no single combination consistently outperforms it. On the Pomeroy
and T-cell data, MSCK gives the best results; in
fact, only MSCK is able to perfectly cluster the Tcell data.
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The MSCK algorithm demonstrates how information on low-level measurement noise, i.e. repeated
measurements on individual probes, can be used
in a higher-level analysis such as clustering. This
approach is already applied to select differentially
expressed genes [1], but it should not be hard to
apply it to supervised analyses (classification,
regression) as well. Note that although developed
for microarray data, the MSCK clustering algorithm can be applied without change to any dataset containing repeated measurements on
objects.

http://ict.ewi.tudelft.nl/.
3] E. Wit and J. McClure. Statistics for microarrays - design, analysis and inference. John Wiley & Sons, Chichester, UK, 2004.
4] K.Y. Yeung, M. Medvedovic, and R.E. Bumgarner. Clustering gene-expression data with repeated measurements. Genome
Biology, 4(5):R34, 2003.
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Newspaper sales prediction
JED, for “Just Enough Delivery” is a software system for optimizing single-copy newspaper sales, based on
a combination of neural and Bayesian technology. JED learns from the past, to predict the sales in the future.
Bayesian technology is used for better learning (implementing a cross-inference between the many different
time-series involved), as well as for the cost-effective determination of deliveries based on sales predictions,
accuracies, and sales strategies.
Performance
In comparative studies for Bauer-Verlag (Germany) and Edipresse (Switzerland), JED outperformed alternative
approaches (see Figure 1).
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Figure 1: JED’s performance in three case studies. The total amount of actual deliveries,
issued by the company’s current system, and observed sales, based on these deliveries,
are both indexed to 100 (crosses). Solid lines give the sales that could have been obtained
if the model’s suggestions had been followed for different amounts of deliveries. Dashed
lines indicate the sales ( ↓ ) and delivery break-even points (← ).

User friendly interface
Besides better prediction performance, JED contains many additional features: tools to select and target all
outlets in specific regions and/or branches, algorithms to calculate and visualize different scenarios, graphics
displaying the characteristics and explaining the predictions for individual outlets (see Figure 2), and so on.
The new version is fully automatic, that is, predictions are continuously updated based on the latest available
information.
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Figure 2: JED gui visualizing the properties of a particular outlet. It explains the predicted sales in terms of
the explanatory variables and how this is translated into a suggested delivery. Based on this information,
the operator can judge whether to accept or change the suggested delivery.

Implementations
JED 2.0 has been implemented at De Telegraaf and at Logista (Portugal) for optimizing the distribution of the
newspaper Publico.
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Context: In marketing you have the widely accept rule of thump that 20 percent of businesses’ products
generate 80 percent of their revenue. The underlying idea is that there are few common product that are sold
a lot, and a long tail of in- creasingly obscure products that are rarely being sold (Figure 1 illustrates this).
Partly due to cost considerations, this 20/80 percent rule often leads to businesses focusing on these “star”
products. Especially with online markets, cost considerations are less of an issue; therefore, generating
revenue from these long tails or niche markets is often vital for becoming a successful online business.
Businesses do not just need to offer variety, however. They also need to offer filtering or navigating mechanism
to help customers find what they want.
Research Approach

Goods

Figure 1: Example of long tails.
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In our research, we deviate from the more traditional approach of building some sort of recommender system
to help customers find what they want. Instead, a customer negotiates with the shop over the price and
content of a bundle of goods she is interested in. During the negotiation process, the shop will suggest
alternative bundles. The idea is that a sequence of these suggestions will lead to the bargainers negotiating
about the bundle with the highest gains from trade (GFT): i.e., the bundle that has the biggest (positive)
difference between the customer and shop’s valuation. We develop a procedure for suggesting these bundles.
It either works with already obtained information on customer preferences, or, in the absence of such
knowledge, learns the relevant information online, based on past anonymous negotiation data. An important
advantage of our approach is that it can explicitly learn how customers’ order the various goods and how this
ordering may differ given a different pricing scheme.

Figure 2: Results for a typical run.

Results
Figure 3 shows how much of the maximum GFT are realized for the developed procedure, with (top line) and
without prior knowledge of the customers. The numbers are scaled between zero and 1: e.g., 0.80 means
that 80% of the GFT are found relative to the starting point. There are 20 individual goods, where a bundle
contains a subset of these goods. In case of learning, the first 500 customers are used to learn the references.
The used learning technique combines maximum likelihood estimations with a smart preprocessing of the
data to reduce the complexity of the maximum likelihoods estimations.
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Research focus
Planning is the process of computing a sequence of actions that fulfill a given task as well as possible. It is a
crucial part of any intelligent agent; human, robot or software agent alike. We are interested in planning under
various forms of uncertainty. First of all, the agent might be uncertain regarding the exact consequence of
executing a particular action. Furthermore, the observations the agent receives through its sensors might be
noisy or provide only a limited view of the environment. Fig. 1 shows an example of a planning domain in
which a robot has to compute a plan which takes it to a certain goal location as fast as possible, given
imperfect sensors and noisy locomotion. When the agent is part of a team, a third source of uncertainty are its
teammates, as it should consider their actions as part of its own decision making. We study scenarios in
which agents have the ability to communicate, but bandwidth is limited and communication has a certain cost.
Approach
Partially observable Markov decision processes (POMDPs) provide a rich mathematical framework for acting
optimally in partially observable and stochastic environments. However, computing optimal plans is
intractable in general, and so we focus on
approximate methods in order to able to solve
more interesting problems. We have developed a
successful approximate POMDP solver called
Perseus for single agent planning problems, which
exploits structure present in realworld planning
domains. Extending our work to a multiagent setting we are developing approximate planning
methods in which the agents optimize their
information exchange.
Results
Our planning algorithm Perseus is considered one
of the current leading POMDP solvers. At the moment we are using Perseus to compute plans for
teams of agents with limited communication
abilities.
Figure 1: Example of planning under uncertainty. A robot has to navigate to the star location from any other
location in an office environment, but it is not sure about
its position due to its imperfect sensors. Small dots
indicate impossible locations given the sensor reading,
gray-scale disks indicate possible locations (the darker
the disk, the higher the probability).

Example application domains
Single agent: machine maintenance, structural
inspection, marketing strategies, autonomous robots, dialogue management, medical diagnosis,
robot-assisted health care. Multiagent: multi-robot
teams, sensor networks, communication
networks, supply chain management.
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Bayesian networks
Real world intelligence should be able to deal with partial and uncertain information. A bayesian network is a
graphical model that provides a consistant framework for reasoning with uncertainty based on probability
theory. You can easily model expert knowledge in a bayesian network. Incomplete information is dealt with by
the network transparently.
BayesBuilder (Library)
Reasoning in bayesian networks is a complex task. To compute the probabilities, one has to consider a lot of
possible states of a network. To handle bayesian networks e±ciently, we built a software tool called the
BayesBuilder Library. This library provides you with all functions necessary to model probabilistic reasoning
with bayesian networks. Bayesbuilder is a programs built on top of the library, that provides you with an easy
to use graphical user interface to help you construct and examine your bayesian networks.

Real world applications
Bayesian networks and the BayesBuilder Library are applied in several real world applications, for example:

Â

Promedas, a probabilistic medical diagnostic advisory system.

Â

GeoBrain (by GeoDelft), a knowledge base on foundation and drilling technology.

Â

Bearing Inspector (by SKF), a decision-support system for bearing failure mode analysis.
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An important assessment in patients with ischemic heart disease is whether myocardial contractility may
improve after treatment. The prediction of myocardial contractility improvement is generally performed under
physical or pharmalogical stress conditions. Usually, visual comparison between the rest and stress cine
images is used to perform visual wall motion scoring. However, this visual assessment is very difficult and
subjective to perform, because differences between rest and stress motion may be very subtle.
In this paper, we present a technique to build a statistical model of healthy myocardial contraction using
independent component analysis (ICA). The model is used to detect regions with abnormal contraction in
patients both during rest and stress. ICA is used because its capability to construct a set of locally selective
basis functions. Automatic analysis is performed by projecting patient shapes onto this basis and then shape
abnormalities are detected and localized in rest and stress. By comparing the projection parameters in rest
and stress conditions, one can assess which regions of myocardium show contractility improvement under
stress, and therefore may be viable.
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This research aims at characterizing classification problems to find the main features that determine the
differences in performance by different classifiers. It is known that, using the disagreements between the
classifiers, a distance measure between datasets can be defined. The datasets can then be embedded and
visualized in a 2-D scatterplot. This embedding thus reveals the structure of the set of problems.
Here we focus on a specific pattern recognition problem, the problem of outlier detection or one-class
classification. Here one has to detect if a new object resembles the training data or if it is an outlier. For this
problem the outputs of 19 classifiers on 101 datasets are available and can be found at http://ict.ewi.tudelft.nl/
~davidt/occ/.
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By inspecting the scatterplot of the datasets (see picture, the numbers indicate the dataset number as given
on the webpage), two main features appear to characteristize the datasets; (1) their effective sample size
(number of objects per dimension) and (2) the class overlap. In the lower right corner the problems with high
effective sample sizes and good separability are located, in the upper right corner are the poorly sampled
problems with high overlap. By generating artificial datasets for which these variables are varied, these
observations are confirmed experimentally.
For five datasets the sample size is reduced in steps. Then the classifiers are retrained and the classifier
disagreements are determined. This defines new distances to the original datasets and can be visualised in
the original plot. The five traces of the datasets confirm that this diagonal is mainly determined by sample
size. By artificially moving the means of classes, or by reducing the dimensionality or by flipping class labels,
similar results are obtained that show the influence of the class overlap.

| Biologically Realistic self-repair applied to Robotics

Footnote 1:
Here, we regard the environment
as the environment itself plus the
agent inhabiting this environment.
This implies that any change or
damage to the agent is a special
case of environmental change.
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Introduction and background
Research into self-repair in autonomous robots aims at maintaining desired behaviour under changing
environmental circumstances1. Self-repair is often related with hardware reconfiguration. However, in most
cases it is impractical to perform hardware maintenance, especially when robots are occupied. For this
reason, we suggest that real world robotics – at least at this moment – would benefit more from software
repair (or soft-repair) than from hardware reconfiguration. Soft-repair is the process of adapting the robot’s
control system to new requirements during job execution. For this purpose, on-line generation of new
behaviours is desired. In biology, several insects are known to remodel their central nervous system (CNS) in
order to generate new behaviour upon environmental change.
One example is the metamorphosis of the moth [4]. The phases in the life cycle of this animal (worm, pupal,
adult) require different behaviour (respectively crawling, cocooning and flight behaviour). These different
behaviours are accommodated by the moth’s CNS, which co-develops with the body requirements.
Observations show that remodelling the CNS happens in three ways, viz. (1) neuron death, (2) neuron growth
and (3) changes in the properties of persistent neurons. The latter applies to neurons generating movement
which thus accommodate behavioural needs. The main changing property of these persistent neurons is the
morphology of the dendritic tree [2, 4] as illustrated in Figure 1. Similar findings were done in the CNS of
crickets, who change the shape of their neurons upon injuries of the auditory system to compensate for the
loss of inputs on one side [6]. Again, the dendritic tree is subject to change [3]. These examples of remodelling
in the CNS show that there is a mapping between dendritic morphology on the one hand and function on the
other hand. As a result of this remodelling process, insects can exhibit different behaviour when environmental
circumstances change.
Robust robotics and remodelling
As has been outlined above, neurobiological studies show that the behavioural changes of some insects are
the result of changing dendrite morphologies in the CNS. In our studies, we aim at using this finding as an
inspiration for robust robotics. In biological systems, plastic challenges trigger the conversion between dendritic
morphologies (and therefore, between behaviours). Two types of plastic challenges are known, viz. hormonal
challenges and sensory challenges. Hormonal plastic challenges occur in metabolous insects, where
development triggers remodelling of the CNS. Sensory plastic challenges occur when injury and the resulting
change of perception triggers remodelling. For the robust robotics domain, especially the sensory challenge
is of interest, as it implies strong interaction between the body (robot) and the CNS (control system) and only
occurs when self-repair is required. Thus, if the robot’s environment (which includes the robot itself) requires
a change of behaviour, there is a sensory challenge. We then generate on-the-fly new behaviour by using
principles from dendrite remodelling.
Proposed approach
The first phase of this study consists of implementing a new network model incorporating detailed dendritelike structures, underlying complex interactions. As far as we know, no artificial neural network model exists
incorporating this type of dendritic interaction. Once such a model exists, mappings between morphology and
behaviour must be investigated. Successful generation of new behaviours relies on the successful automated
References
1] Christos Consoulas, Carsten Duch, Ronald J. Bayline, and Richard B. Levine. Behavioral transformations during metamorphosis: remodeling of neural and
motor systems. Brain research bulletin, 53 (5):571–583, 2000.
2] Carsten Duch and R.B. Levine. Remodeling of membrane properties and dendritic architecture accompanies the postembryonic conversion of a slow into a fast
motorneuron. J. NeuroScience, 20(18):6950–6961, 2000.
3] F.Huber. Plasticity in the auditory system of crickets: phonotaxis with one ear and neuronal reorg. within the auditory pathway. J. C. Physiol. A,161:583–604, 1987.
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Figure 1: Visualisation of a persistent neuron in the moth. The
main changing component is the dendritic tree (taken from [2]).
transition between one control system and the next one (within
the same substrate). The dendritic structure and interactions of
the simulated robust CNS will be generated using L-Systems
[5]. L-Systems originate from botany where they describe
algorithmic branching in plants. At the time of writing, they are
used in the neuroscience community to describe the growth of
single cells with morphologically accurate axons and dendrites.
Sensible abstractions will have to be made to make the complex information processing inside the dendrites computationally
feasible. Information processing within the dendritic branches
can be approximated by the use of cable theory [7]. Using this
theory, we can regard dendrites as a set of compartments and
compute the flow of current in each compartment. Different levels of accuracy can be incorporated in the cable theory. Again,
for the sake of limiting computational expenses, only part of the
parameters respon-sible for information processing in the
dendrites can be used.
Our first goal will be an assessment of the problem solving capacities of our proposed robust network model.
Due to the complexity of the dendritic interactions, these capacities will not be proved analytically but rather
by using a comparative study. Simple tasks such as motion detection are suitable for this purpose, especially
because they are widely used in both robotics and neurobiological experiments.
Automated remodelling is the second objective of this investigation. First, since remodelling is triggered by
sensory challenges, the control system needs to be embedded directly in the robot hardware. Second, the
main process of remodelling – growth, retraction and stopping – must be regulated. An energy-constrained
approach like homeostasis can be used for this purpose. However, this research track is highly tentative.
Summarising, the proposed study consists of three activities, viz. (1) modelling dendritic interactions, (2)
automated remodelling of network morphologies and (3) porting core principles of the two other activities to
a robot platform. The first two activities will be performed sequentially, since a network of neurons with a
certain level of detail of dendritic interactions is needed before the remodelling issue can be explored. The
third activity is performed in parallel with the two other activities, since synthesising a model is always performed
with (simulated) robots.
Acknowledgements
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Modern sensors allow for very good spectral resolution. They can be used for remote sensing purposes as
well as in industrial applications: sorting and product quality control. Another important field is the medical and
biological research. The usage of the hyperspectral data can be useful during the design or research stage.
But it is often desirable to have a multispectral (e.g., up to 25 features) implementation of a final system. The
features of multispectral dataset can be subset of features from hyperspectral data, or result of using bandfilters, or output of feature extraction algorithm.
There are many different reasons to convert hyperspectral data into multispectral: some regions can be
irrelevant for the problem, some regions contain only broad peaks and it does not make any sense to have
detailed information about them. One may also wish to use more affordable multispectral device or transmit
and store less data. Another reason to reduce the size of spectra is specific for data analysis: the generalization
ability is very poor in underconstrained systems, i.e. when sample size is smaller than the feature space
dimensionality. One of the ways to overcome this problem is the dimensionality reduction.
There are many methods developed in pattern recognition and data analysis which can be applied to the
hyperspectral data. Most popular feature selection techniques are individual, forward, and backward feature
selections [1]. SVM recursive feature elimination is a promising modification of backward feature selection. In
the field of bioinformatics the feature clustering approach called pca- shaving was developed. There are a lot
of feature extraction approaches both unsupervised and supervised: PCA, ICA/Projection Pursuit, Fisher/
CCA, PLS, etc. However, all of them are not connectivity-aware, i.e. they do not use the fact that neighbouring
wavelengths are highly correlated. And by this all these approaches neglect useful a priori information. So,
one would expect better generalization abilities for the techniques which are connectivity-aware.
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There a few attempts to do it. One of the earliest of them is the GLDB method [2]. We have developed
modification its modification suitable for the problems with large number of classes [3]. Another approach
developed by us is Sequential Partition of Spectra [4]. Its advantage is that it performs multi-band evaluation
in contrast to the standard GLDB. In [5] was made an attempt to create connectivity-aware modification of
SVM recursive feature elimination.
The investigation of the learning curves obtained by the employing of standard and new methods showed
that the application of connectivity-aware approaches leads to the better performance of classification system.
It is true especially for the situation when only a limited number of labeled samples is available. Nevertheless,
all proposed techniques are heuristic and it is necessary to develop a systematic approach to the taking into
account the connectivity property of hyperspectral data. Another challenging aspect is the development of
the measure for the connectivity importance for such learning tasks as classification and clustering.
This research was supported by the Technology Foundation STW, applied science division of NWO and the
technology program of the Ministry of Economic Affairs.
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Introduction: Bayesian networks
Graphical models, and in particular Bayesian networks, are nowadays considered as preferred models in
domains with uncertainty. The reason is that they provide a powerful, but conceptual transparent representation
of probabilistic modeling. Their graphical structure, showing the conditional independencies between variables,
allows for an easy interpretation. On the other hand, the mathematical consistency and correctness are
guaranteed. In other words, there are no assumptions made in the methodology. All assumptions in the
model are contained in the definition of variables, the graphical structure of the model, and the parameters in
the model.
Problem: Modeling using domain knowledge is difficult
Ideally, the specification of a Bayesian network is inferred from data. In practice, data is often insufficient and
the specification is done by hand, by or in collaboration with a domain expert. In this manual specification, the
qualitative part, i.e., the determination of graph structure, is often considered as a relatively straightforward
task, since this task usually fits well with the knowledge that the domain expert has about causal relationships
between variables. The quantitative part, which is the specification of the conditional probability tables (CPTs),
is considered as a much harder or even impossible task. This is due to the fact that the quantitative knowledge
of domain experts is often in a format that is not easily expressed in terms of the required CPT parameters.
For example, the expert may know the conditional probabilities in the ‘wrong direction’, from ‘effect’ to ‘cause’
(according to the graph), while the CPTs require probabilities from ‘cause’ to ‘effect’.
Our experience is that — to deal with this knowledge mismatch — domain experts often model by fiddling the
CPTs, and sometimes even both the structure and the CPTs, until behavior in the network is achieved that is
in accordance with their quantitative knowledge.
Solution: Learning from domain knowledge
As a solution to this modeling problem we propose to automatically learn the model parameters from domain
knowledge provided by the experts 1] The domain knowledge about the graph and the desired probabilistic
behavior of the network are separately stored in a database. Desired behavior is expressed in terms of cost
functions, expressing the error between desired and actual model behavior.
From the database, the graph is constructed. Then the CPTs are learned by numerically minimizing the total
cost, thus minimizing the error between desired and actual behavior (see figure 1). Advantages of modeling
according to this method are the following:

Â Facilitated model development.
Â Facilitated model maintenance. For instance with new domain knowledge only records in the database
that are related to this new knowledge need to be changed. The model will adapt accordingly by
optimization.
References:
1] W. Wiegerinck. Modeling Bayesian networks by learning from experts. In BNAIC ’05.
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Â The possibility to test different model assumptions, such as model structures, without changing the
probability knowledge databases.
Furthermore, data can be easily incorporated by adding the data-likelihood to the cost function. Constraints
can be included via cooling schedules. As in conventional neural net learning, however, care should be taken
for possibility of overfitting to underspecified domain knowledge and the possibility of local minima that might
hinder the optimization.

Knowledge base

Tool library
Cost functions
CPT parameterizations

Variables
and states
Parame−
trizations
Network
Structure

Optimization

Probabilistic
Statements

Figure 1: Development tool for Bayesian network expert system.

The method can be implemented in a modular way, with separate tool libraries with possible cost functions
and possible CPT parameterizations. This modularity facilitates maintenance and future extensions of the
implementation. A demo implementation with several examples can be downloaded from the project web
pages.
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Overview
Societal developments, like the aging of population, globalization, increased mobility have lead to an increased
demand for computer systems for assistance in safety, comfort or communication. These trends, together
with steady advances in technology, inspire research on ‘smart’ environments that observe the users and
make decisions on the basis of the measurements. Examples are safety systems for elderly, traffic control
systems, or security systems in public places. In order for the systems to be ‘aware’ of what is going on,
these systems are equipped with various sensors, such as infrared detectors, radar, cameras, microphones,
mounted at many locations.
At the University of Amsterdam we developed adaptive probabilistic models for tracking humans with a
system of distributed cameras. The models were applied at two levels of the system. At a ‘low’ level we
developed a probabilistic approach for the detection of humans moving in a static background. The system
learns to recognize image regions with shapes typical for human silhouettes. At a ‘high’ level we developed
probabilistic methods for the problem of tracking multiple people through a wide area with sparsely distributed
cameras. We compared our methods with existing methods. Results show that our methods are much more
robust to illumination conditions, robust to specific shapes, have a better performance in tracking and scale
much better with the number of cameras and the number of humans in the system. As a result, parts of the
presented techniques are currently being tested by industrial partners for potential applicability in their surveillance systems
Low-level system
The tasks of the low level system include segmentation of video frame into background and foreground

Top:
Bottom:

pixel segmentation
raw video frame

Morphological
segmentation

Segmentation with
our model

Figure 1: Foreground image segmentation with the low-level system.
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regions and detecting humans. The basic assumption here is that the camera and the background scene
remain static. In this case a person passing through the scene can be detected by finding pixels that deviate
from the probabilistic model of the background scene. The static background assumption is fairly common,
and there exist a variety of methods for object detection and local tracking. However, many of these methods
consider individual pixels independent of each other, and thus often provide incomplete or rough object shapes
(see the middle panel of Figure 1). We have developed a probabilistic model of human silhouettes that
incorporates pixel correlations characteristic for human shapes. It this way our model allows more accurate
detection of pixels that represent a person in a video frame.
High-level system
The task of the high level system is to maintain person’s identity when he or she leaves the filed of view of one
camera and later on appears at some other camera. Since the cameras in our system are sparsely distributed,
their fields of view are disjoint. Consequently, when a person leaves the field of view we temporarily loose
track of it. When the person appears at some other we have to re-identify the person. In this way the system
maintains global trajectories of people despite sparse camera locations. For this purpose we have developed
a probabilistic data association algorithm that associates appearance of the same person from different
cameras into a single trajectory. The developed online algorithm is based on Bayesian inference in Infinite
Gaussian Mixture Models (also known as Dirichlet Process Mixture Models).

Figure 2. (Bottom) Tracking across multiple sparsely distributed cameras. Persons’ identities are indicated
with numerical labels. (Top) Ground-truth identities are indicated with color bars; length of the bar shows
the duration of person’s stay in the field of view.
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In the European IST project ‘Cogniron’, perceptual, representational, reasoning and learning capabilities of
embodied robots in human centered environments are being studied. The project develops methods and
technologies for the construction of such cognitive robots which are able to evolve and grow their capacities
in close interaction with humans in an open-ended fashion. Being a partner of this project, the University of
Amsterdam focuses on two aspects of cognitive robots: ‘Spatial cognition and multi-modal situation
awareness’ and ‘Detection and understanding of human activity’. The problem with spatial cognition is that
mobile embedded systems need a conceptual representation of space which is used for interaction with
humans for task-level instruction (“go to the kitchen”). To solve this –basically good old AI symbol groundingproblem we developed a method where visual observations are clustered into categories on the basis of a
distance measure reflecting the probability to move from one (image) location to another location. We
developed methods in which the same visual environment representation can be used for navigation to a
goal position. Our methods are illustrated in Figure 1.
For the detection and understanding of human activity we focused on tracking humans. We developed a
kernel-based object tracking based on approximate Bayesian methods and showed that it outperforms
current tracking methods based on Kalman filtering or mixture models. The robot should follow and approach a person in a socially acceptable way respecting the socially acceptable distances to the person. The
position of the person with respect to the robot should be known as illustrated in Figure 2. We now investigate
methods to extract and interpret expressions of emotions and affect as far as they are relevant to the scenarios
studied.
Figure 1. Omnidirectional images will form a low level map that
can be used for navigation. The links between the images define
how to navigate from one location where one image was taken to
another nearby location where another image was taken. The low
level map is used to group the images into the higher level
representation.

Robot view

Top view

Figure 2. The person is detected and tracked. The goal is to
determine the person position with respect to the robot.
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Subject and aim : we describe a method to (i) learn the characteristics of a process and its characteristic fault
state, and (ii) use the learned model in an on-line way to detect future faults. Our proposed model is special in
the sense that only very little information is required to learn the model. In particular apart from the normal
sensor readings only the outcome (fault or normal end) of historic series is required. This is especially useful
for processes where faults are expected to be preceded by a deviation from normal behavior, but where
human experts have no complete knowledge of the characteristics of this change. We present results for
experiments with stumbling human subjects, where disruptions in walking patterns are detected based on
muscle activity. Future application options : the method is promising for the on-line monitoring of systems
such as e.g. found in production processes
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