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In reinforcement learning (RL) [1, 2], an agent learns a control policy by interaction with
an initially unknown environment. The agent adapts its behavior in response to the rewards
it receives in order to maximize its expected return, the discounted sum over rewards.

Model-based (or indirect) methods [3, 4] use the experience samples obtained from in-
teraction with the environment to learn the environment model. They then use planning
techniques to compute the Q-values, which predict the expected return when taking a cer-
tain action in a certain state. Once the optimal Q-values have been found, the optimal policy
can be easily constructed. On the other hand, model-free (or direct) methods [5] use the ex-
perience samples to directly update the Q-values. Model-free methods require in general less
space and computation than model-based methods, but they have a lower performance (i.e.,
higher sample complexity).

In cases where the performance of model-free methods is insufficient, but learning the
full model is infeasible due to space restrictions, approximate model-methods can sometimes
be applied. These methods use only part of the samples to estimate the model, while the
rest of the samples are ignored. While this technique can reduce computation and space
requirements considerably compared to full model-based methods, their performance can be
quite bad, even below that of model-free methods, since their asymptotic performance is
bounded by the quality of the model approximation.

We present best-match learning, which uses part of the samples to estimate the model,
like approximate model-based methods, while the samples that are not used to update
the model are used to directly update a dedicated Q-value, like model-free methods. The
combination of the approximate model with these dedicated Q-values constitute a set of
equations whose solution we call the best-match Q-values. By approximating these best-
match Q-values methods can be constructed that have similar costs in terms of space and
computation as their approximate model-based counterparts, but that can have a much
better performance, since their asymptotic performance is no longer bounded by the quality
of the model approximation.
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