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Outlier selection is relevant for many tasks, ranging from detecting credit card fraud to terrorist threats.
We present a novel, unsupervised outlier-selection algorithm, called Stochastic Outlier Selection (SOS). SOS
considers a data point to be an outlier when the other data points have no affinity with it. Given an unlabeled
dataset containing N data points, X = {x1, . . . ,xN} and a dissimilarity measure d (xi,xj), SOS computes, for
each data point xn ∈ X, the probability that it belongs to the outlier class p (Co|xn). These probabilities are
easier to interpret by domain experts than the unbounded outlier scores as computed by the existing outlier-
selection algorithms, and may be conveniently combined with other probabilistic, or Bayesian, methods.

The algorithm consists of two steps. The first step is to compute the pairwise affinities between the data
points in the dataset X. The affinity that data point xi has with data point xj , denoted by pj|i, decays
exponentially with respect to their dissimilarity. It is equal to the probability that xi would pick xj as its
neighbor, if neighbors were picked in proportion to their probability density under a Gaussian centered at xi

with a variance σ2
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i is set to a

value, such that the probability distribution Pi =
[
p1|i, . . . , pN |i

]
has a fixed perplexity k. Perplexity can be

viewed as a smooth measure for the effective number of neighbors of data point xi. The appropriate value of
σ2
i is found through binary search. The value of k is a free parameter that is set by the user.

The second step involves using the pairwise affinities to compute the outlier probability for each data
point. Mathematically, the outlier probability, or the probability that data point xj belongs to the outlier class
p (Co|xj), is defined as: p (Co|xj) =

∏
i6=j

(
1− pj|i

)
. In this equation we have changed the perspective from xi

to xj in order to emphasize the importance of the affinity that other data points have with xj . An intuitive
interpretation of this equation is that each data point xj is by default an outlier unless other data points have
sufficient affinity with it. The probability p (Co|xj) effectively represents the probability that data point xj is
never chosen as a neighbor by the other data points.

Figure 1 shows the Area Under the Curve (AUC) performances of SOS and four outlier-selection algo-
rithms i.e., k-Nearest Neighbor Data Description (KNN), Local Outlier Factor (LOF), Local Correlation In-
tegral (LOCI), and Least Squares Outlier Detection (LSOD), for a variety of real-world datasets. For clarity,
the datasets are ordered according to the performance of SOS. The graph reveals that SOS has a superior
performance on 12 datasets. On the remaining datasets its performance was at least 98% of the best performing
algorithm.

From our results we may conclude that SOS is an effective algorithm for selecting outliers from a dataset,
that compares favorably to state-of-the-art outlier-selection algorithms. In future work, we plan to extend SOS
to a semi-supervised algorithm.
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Figure 1: The AUC performances of the five outlier-selection algorithms on 18 real-world datasets.

∗A paper version of this abstract is currently under review.


