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The poster presents a novel optimal control approach, called Dynamic Policy Programming (DPP) that directly
operates in terms of a policy distribution instead of the value function. The advantage of DPP over the value based
methods is in combination with function approximation, when it is known that the greedy policies that are derived
from the value function require a higher accuracy of the value function than can often be realized. The standard
solution to the aforementioned problem is to replace the unstable greedy policy update by a smooth policy update,
which improves the policy gradually during the course of optimization. The most well-known algorithms of this kind
are actor-critic methods, which have a separate update rule for the policy (actor) as well as the value function (critic).
The main problem with actor-critic method is that the performance of the algorithm still depends on the accuracy of
the value approximation.

The algorithm proposed in the poster is a direct policy search algorithm, that includes some of the features of actor-
critic method. However, it does not suffer the aforementioned drawback of actor-critic, since the policy recursion uses
the policy distribution (action preferences [1]) rather than the value function to guide the policy search. The main idea
is to find the optimal policy relative to the current policy by looking for the policy, which minimizes the KL-divergence
with the current policy as well as maximizing the return—The central idea is based on the linearly solvable MDPs,
first introduced in [2]. The solution for the aforementioned optimization problem can be fully presented in terms of
the current policy and the specification of the environment, transition probabilities and reward, without any reference
to the value function. We show that by iterating the policy through the resulting formula (DPP recursion), global
optimality can be achieved in limit. Several algorithms for DPP are considered. The first algorithm assumes that the
complete specification of the environment is provided. This algorithm is proven to achieve optimality for the tabular
case. Further, we provide an upper-bound for the convergence rate of the first algorithm. Second, DPP can be easily
extended to the environments with limited access to the model data, by using the stochastic approximation techniques.
Furthermore, we demonstrate the compatibility of our method with the function approximation concept resulting in
the third algorithm, that can be applied to the large-scale problems—Approximate Dynamic Policy Programming
(ADPP).

To investigate the effectiveness of DPP in the presence of
function approximation, we compare DPP algorithm with
the existing Approximate Dynamic Programming (ADP)
and policy iteration methods on the well-known mountain-
car problem, where we use a linear function approximator
with a few random basis functions to approximate both
the action preferences and the value function. To approx-
imate the value functions and the natural gradient in nat-
ural actor-critic we use LSTD(0), while we use the least
squares projection to approximate the value function and
the action preferences in other methods. Figure 1 shows
the results averaged over 50 runs. Overall, we note that
ADPP always tended to achieve the near optimal perfor-
mance after maximum 70 iterations, while the other meth-
ods often failed to converge.

ADPP vs. approximate DP on mountain-car problem
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Figure 1 Mountain car domain: ADPP vs. the existing
ADP methods in terms of RMSE (γ = 0.99, random

initial state)

The main challenge for combining DPP with approximation techniques is the stability of ADPP algorithm, since there
is no analytical results on the convergence of ADPP to a stable fixed point. Therefore, one potential direction for the
future research is to provide convergence results for ADPP algorithm. Another interesting topic is to extend DPP to
the continuous action problems by efficient sampling of the corresponding Gibbs distribution.
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