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Abstract. We present a new and general theory of agent-mediated market-based control. The
central result is our derivation of a general market theorem for agent based control that, among
others, covers PID control, the most significant class of controllers in practical industrial use. Our
market-based control theorem proves two important properties: (1) market-based control is able to
handle scarce resources for control in a way that is optimal locally as well as globally (‘societally’);
(2) in the absence of resource constraints it reduces to a collection of local independent controllers
that behave in accordance with conventional control engineering theory. We derive some analytical
results for the market outcome, the equilibrium price, and central ‘omniscient’ control, that help to
interpret market-based control in terms of both economic and control theory. Our agent-based mar-
ket theory can be further generalized to other, more sophisticated, types of control, and it embodies
a natural unification of formal microeconomic market and control theory.

1 Issues and Conjectures in Agent-Based Control

Agent tasks can be categorized into three broad groups: (i) information-oriented tasks; (ii)
transaction-oriented tasks; (iii) action-oriented tasks. Personal agents that search and col-
lect information on the (Semantic) Web are an example of (i). Trading agents negotiating
on marketplaces and auctions are an example of (ii). Tasks whereby agents directly act in
and upon the world go a step further, often requiring subtasks falling within categories (i)
and/or (ii). Control is one example of an action-oriented task (iii), and is the subject of the
present paper. We will especially focus on market-based control which is a combination
of category (ii) and (iii) tasks, whereby a large number of agents are competitively ne-
gotiating and trading on a marketplace, with the purpose to optimally achieve their local
control action goals.

As this is an example of an agent society, an important issue is what predictions
one can make about the emergent societal outcome of the local agent interactions, in the
present case about the resulting global control actions and their optimality. In general,
this is an extremely hard and open problem. A lot of work has been done on how to
design individual agents and their communication, but results on generally applicable
multi-agent systems theory at the ‘society level’ are much more sparse. In this paper, we



present such a theory of agent-based control, based on an integration of formalisms from
microeconomic market theory as well as control theory.

A practically relevant example of agent-based control — we will use it as the running
illustration in this paper — is climate control of large buildings with many office rooms.
As depicted in Figure 1, offices are attached to a pipe through which cold air is transported
and distributed to the individual office rooms. This large-scale control problem has been
treated by several authors, and has given rise to different scientific claims regarding the
case in favour of agent- and market-based control. Huberman and Clearwater [7, 5] con-
structed and tested a working multi-agent solution based on a market approach, that they
reported to outperform existing conventional control. In their work, Huberman and Clear-
water claim decentralized market-based control to be a better alternative for conventional
control, essentially because centralized ‘omniscience’ is practically speaking impossible
to achieve. Ygge and Akkermans [12] re-analyzed this problem in depth. They showed
that other market designs — that strictly respect the agent principles of local information
and action — work even better. Also, however, they constructed a central conventional
control engineering solution that yields equivalent results. These authors view market-
based control not as a better alternative, but rather as a decentralized equivalent formu-
lation of central conventional control. This leads them to the qualitative conclusion that
“local information + market communication = global control”. This outcome equiva-
lence of market-based control and central conventional control was stated as a conjecture
because it was based on a specific application with a specific type of conventional control.

Air out

Air in

Morning sun Afternoon sun

Noon sun

Figure 1: A multi-agent control problem for smart self-managing office buildings.

In this paper we will deal with these issues, and answer several of the open questions.
The central result is our derivation (Sec. 2) of a general equilibrium market theorem for
agent-based control. This market-based control theorem proves two important properties:
(1) market-based control is able to handle scarce resources for control in a both locally and
globally (‘societally’) optimal way; (2) in the absence of resource constraints it reduces
to a collection of local independent controllers that behave in accordance with conven-
tional control engineering theory. We mention in passing that, although the focus of the
present paper is theoretical, market-based concepts as developed here have been practi-
cally implemented and tested in simulation studies as well as real-world field experiments
concerning comfort management in intelligent office buildings by means of ‘HomeBot’
agents (see [3, 10, 1, 9]).



2 Market Theory and Protocol of Global PID Control

PID control. In this paper we develop the market-based control theory for one signifi-
cant class of local controllers called PID control. PID stands for Proportional-Integral-
Derivative control, and the reason for this name is formally explained in its control rule
equation below. PID control is a simple and standard tool to solve control problems [2].
Although it is quite old and there are many other, more advanced forms of control (which
we will consider in forthcoming papers), PID control is still widely used and dominant
in industrial practice. The building control problem described above is a case in point:
commercial building and energy management systems include a large number of local
PID controllers. The general equation expressing the PID control strategy is

r(t) = KP x(t) + KI

∫ t

0

dt′x(t′) + KD d
dtx(t). (1)

Here, r(t) is the ‘input’ resource variable, x(t) is the ‘output’ state error variable, the
difference between the actual state and the goal state (setpoint), and the K are called the
gain constants. The first term with KP represents the proportional control strategy, the
second term with K I represents an integral controller, and the third term with K D gives
the derivative control part (hence the name PID control). It is assumed throughout that
all variables, parameters and functions are real. In market terms, r ∈ � implies that we
are dealing with an infinitely divisible resource. In the previously sketched application of
climate control of large office buildings x stands for the error in room temperature and r
is the heating or cooling power. Agent studies of market-based control of smart buildings
typically used a special case of Eq. (1), viz. integral controllers (K P = KD = 0).

Now, let us consider a large collection α = 1, . . . , N of independent local PID con-
trollers (in the running application example, one local controller for each room in the
office building; so N may run in the hundreds or even thousands). Each local controller
follows the PID control rule of Eq. (1), which can be more concisely written in operator

notation as rα(t) = Oα(t)xα(t), where Oα(t) def= KP
α +KI

α

∫ t

0 dt′+KD
α

d
dt is a linear op-

erator operating on the local state or error variable xα(t). We note that the above equation
is identical to Eq. (1); it is only written in a different notation that is more compact and
convenient for the theorems and derivations later in the paper. It also shows that PID con-
trol is a function of the current time instant t, and thus is a form of instantaneous control.
As a matter of convenience, in what follows we will no longer indicate the dependence
on t explicitly, so we will write this simply as rα = Oαxα. Notably, rα = Oαxα, the
shorthand for Eq. (1) provides the full generalization of various special cases investigated
by previous agent control studies to general PID control strategies deployed by individual
agents.

The conceptual interpretation that we now introduce in the context of agent-based
control, is that the PID control rule Eq. (1) states the resource amount rα that a controller
agent α needs if it wants to achieve its goal state (setpoint) by eliminating the state error
xα. The PID control rule thus defines the agent’s local demand function without tak-
ing possible resource constraints into account. If the total resource is constrained, it is
traded on a marketplace that thus serves as a resource allocation mechanism. This scarce-
resource situation is not addressed in conventional control, and this is the added value of
the market approach. This is formalized below.



General market theorem for agent-based control. We are now set to study market-
based large-scale control. We assume an agent society in which each individual agent
α represents a local independent controller, and has to negotiate with other agents in a
marketplace in order to obtain its desired resource rα. In particular, there may occur a
situation of scarce resources, in the sense that the total available resource at a certain time
t is smaller than the sum total of the requested resources

∑N
α=1 rα as given by Eqs. (1) .

In this new constrained situation, how are the available resources going to be distributed,
what is the optimal situation for each agent locally, how does its new local control strategy
look like, and what is the resulting global control strategy in this agent society?

Definition 2.1 Let each independent local PID controller be represented by an agent α,
whereby its utility function is defined by

uα(rα) = fα(rα), (2)

where fα is a strictly concave function of rα that is twice continuously differentiable (on
a suitable interval |rα| ≤ |Runc|), and that has its maximum at the local resource value
rα = Oαxα as given by the PID control equations Eq. (1). Furthermore, suppose that
the total available resource is scarce, so that we have

0 ≤
N∑

α=1

rα = Rmax ≤
N∑

α=1

Oαxα
def
= Runc. (3)

Finally, let all agents be self-interested utility maximizers and let them be competitive. 1

The latter equation says that Runc is the total ‘free’ demand of all agents taken inde-
pendently, as implied by the sum total of the PID control equations in a situation with
an unconstrained supply of resources. But, there may be a smaller cap R max on the to-
tal available resource if it has to be shared by the agent society (as is the case with the
cooling or heating power in the smart building example). The total demand R unc by the
individual agents in the unconstrained case derives from local information , whereas the
resource limitation to Rmax is the result of a supposed external action or situation. One
has the design freedom to choose any agent utility function f α within the confines of
Definition 2.1.

Theorem 2.1 Assuming the agent utility functions and behaviours given by Defini-
tion 2.1, the following statements hold:

A There exists a resource allocation r∗α that is a global maximum to the optimization
problem: Max

∑N
α=1 fα(rα) subject to the resource constraint

∑N
α=1 rα = Rmax ,

and this global maximum is unique.

B The same resource allocation r∗α is identical to the competitive equilibrium of a market
in which each individual agent maximizes its utility fα(rα), subject to p∗ · r∗α ≤
p∗ · Rmax , whereby the market is clearing (i.e.

∑N
α=1 r∗α = Rmax ) and p∗ is the

market clearing price.
1Competitiveness in microeconomic theory means that agents take prices as externally given so that they

are not able to directly influence or set the market clearing price (as is the case in a monopoly or oligopoly
situation).



C The resource allocation r∗α obtained as outcome of this competitive equilibrium market
is Pareto optimal (i.e. there exists no other allocation that is better or neutral for
all agents).

Proof. Statement A follows directly from Definition 2.1 and standard microeconomic
and optimization theory (see for example Mas-Colell et al. [11], pp. 50-51, 314-327, 945,
962, Ibaraki and Katoh [8], Chapter 2, and Fletcher [6], pp. 216-218). A standard tool to
obtain the constrained maximizer in an optimization problem is to set up the Lagrangian

L for problem A, as follows : L =
∑N

α=1 fα(rα) + p
(
Rmax − ∑N

α=1 rα

)
, and then to

solve the equation system ∂L
∂rα

= 0 and ∂L
∂p = 0. The latter equation immediately yields

the constraint equation
∑

α rα = Rmax . The former equation gives ∂fα

∂rα
= p for all α: the

marginal agent utilities all have the same value p at equilibrium. The resource allocation
r∗α that satisfies these equations solves the (global) optimization problem of statement
A. Now, the definition of competitive equilibrium (e.g. [11], p. 314) implies that the
(local) Lagrangian Lα for each individual agent in the market problem in statement B is:

Lα = fα(rα)+p
(
Rmax − ∑N

α=1 rα

)
+q(p∗ ·Rmax −p∗ ·rα). Considering the equation

∂Lα

∂rα
= 0 that holds at market equilibrium, we observe that the same equation obtains for

the market problem B as for the optimization problem A. Thus, the resource allocation r ∗
α

is the solution to the competitive equilibrium market problem of statement B. This proves
statement B. Statement C now immediately follows from the first fundamental theorem
of welfare economics ([11], pp. 325-327). �

Top-down central control or bottom-up decentralized markets? Our market the-
orem for agent-based control is the key contribution of this paper. It has weaker assump-
tions and is much stronger than the corresponding result in [12]. It also holds in the
multicommodity case. In fact, it is a rather generic statement about the relationship be-
tween global optimization and competitive market problems. Consequently, it is more
generally applicable, also beyond PID control. The optimization problem of statement
A reflects how a central controller, that oversees all local control agents, will look at the
situation in a top-down fashion. In contrast, the market problem of statement B represents
the situation through the eyes of the individual agents in a bottom-up manner. Our market
theorem then shows that there is an outcome equivalence between the two approaches.
Moreover, statement C says that the resulting resource allocation r ∗

α is optimal both lo-
cally and globally, in other words, it is optimal for each agent individually as well at the
agent society level.

Market protocols for agent-based PID control. Any suitable so-called resource-
oriented market protocol will do, for example a (quasi)Newton-type algorithm, as dis-
cussed in detail by Ygge and Akkermans [13]. In this case, we search for the equilibrium
resource allocation r∗α, which is updated in each market round by the auctioneer agent;
each control agent essentially submits its marginal utility ∂fα

∂rα
which may be interpreted

as its bid price. Alternatively, price-oriented market protocols are also possible, for ex-
ample Wellman’s WALRAS [4]. Then, we search for the equilibrium value of p, whereby
p is interpreted as the going market price which is updated in each bidding round by the
auctioneer agent, and the control agents submit their demand r α. The price-oriented pro-
tocol requires an explicit equation for the agents’ demand function. Explicit expressions
for the demand functions of PID control agents will be derived in the next section.



3 Analytical Results in Market-Based Control

The general statements of the previous section can be extended to analytical results that
throw further light on the characteristics of market-based PID control if we consider some
special cases. Namely, the simplest utility function that satisfies the requirements of The-

orem 2.1 is a quadratic one: 2 uQ
α (rα) = − 1

2cα
(rα − Oαxα)2, where wα

def= 1/cα is a
weight factor > 0 that may be different for each agent. The weight factor may be used to
express individual preference differences (a higher w makes the utility function sharper
and a lower one makes it broader, so that the agent less/more easily makes concessions
in its utility maximization) and/or to express some social hierarchy (the boardroom is
probably seen as more important to serve than the junior underassistant’s office); c can
be seen as a measure for the agent’s willingness to make concessions. The differences
in strictly physical characteristics (such as room size) are already catered for through the
Oαxα term in the utility equation.

This form of the utility function allows us to analytically solve the Lagrangian equa-
tions for the constrained market optimization:

∂LQ

∂rα
= 0 ⇒ rα = Oαxα − cα · pQ (4)

Through this equation we have actually derived an explicit expression for the agent’s
demand function when available resources are scarce . Using the resource constraint
equation together with Eq. (3) then gives the market outcome at equilibrium:

p∗Q =
(Runc − Rmax )∑N

α=1 cα

, hence r∗α = Oαxα − cα∑N
α=1 cα

(Runc − Rmax ). (5)

The latter equation is actually a generalized version of the central control solution con-
structed by [12]. The above analytical results are useful in their own right, because we
have the agent design freedom to choose the utility function. Hence, it is natural to take
the simplest one (viz. the quadratic form) that does the job.

4 Discussion: The Microeconomics of Control

By looking at the proof of Theorem 2.1 and the subsequent discussion on market proto-
cols in Sec. 2, it follows that the Lagrangian multiplier p is naturally interpreted as the
going market price. Hence, its value at the optimal resource allocation r ∗

α that represents
the competitive market equilibrium is equal to the market clearing price p ∗. If we apply
this interpretation to the analytical results in Sec. 3, we see that the market clearing price
for constrained PID control is proportional to (Runc −Rmax ), in other words, to the ‘cut’
applied to or shortage in the total available resource. In the unconstrained case, the equi-
librium price is zero. Thus, the unconstrained situation of independent local controllers is
the limiting case of the constrained control problem, whereby there is no resource cut.

2As a practical remark, we note that simple utility functions like these do make sense in real-life applications
such as smart buildings, see e.g. [12, 3, 9].



Decentralized markets versus central ‘omniscient’ control. Let us reconsider
Equation (5). It has the form of a PID control rule extended with a term reflecting re-
source constraints. By summing it over α it is easily seen that it incorporates the resource
constraint (both sides always sum to Rmax ). Moreover, it also covers the unconstrained
case (because then Rmax = Runc , so that the term with the weight factors w equals zero,
and we are left with Eq. (1)).

Hence, Equation (5) actually gives the recipe for the design of a central ‘omniscient’
PID controller that behaves under resource constraints in a way equivalent to the decen-
tralized market approach to PID control. These equations show that the central controller
needs global access to the following information: (1) all local PID control rule infor-
mation (i.e. all Oαxα, in order to be able to construct Runc); (2) all local weights wα;
(3) the value of Rmax . This formalizes what Huberman and Clearwater’s ‘omniscience’
means. The central controller then can correctly instruct each local controller with the
proper (changed) PID rule when the total resource is constrained, and can simply leave
them alone in the unconstrained case. This extends the previous partial results by [12] to
general PID control.

We note that the direct explicit construction of the central controller fully depends
on whether an analytical solution of the constrained optimization equations can be found.
This is possible due only to the special choice of a quadratic utility. It is not straightfor-
ward or even possible in the general case, whereas the decentralized market approach will
always work properly (according to Sec. 2). This completes the formal generalization
of market-based control to large-scale PID control. It also settles some conjectures and
outstanding questions regarding the capabilities and added value of market-based control
versus central conventional control. In brief, we have demonstrated:

• For resource-constrained large-scale PID control, there always exists a central con-
ventional controller (Sec. 2, market theorem statement A).

• There also always exists a Pareto-optimal market solution, in outcome identical to
the mentioned central controller (Sec. 2, market theorem statement B and C).

• The computational market can always be constructed in the general PID case, and
suitable market protocols have been given (Sec. 2).

• In contrast, a direct explicit construction of the central controller is only possible in
a few special cases (Sec. 3). In the general case, a computational market approach
is needed (or at least a functionally equivalent optimization algorithm).

• The central controller and the market-based control solution both control the local
PID controllers, but in the general case neither of them is itself a PID controller.
This is only true in the special case of quadratic utility functions and linear demand
functions of the control agents (Sec. 3).

Market-based control as an online adaptive strategy. In essence, market-based
control is a (very) special type of what is known as adaptive control. It embodies an, on-
line and self-organizing, adaptation of the local control strategies when overall resource
limitations come into play. The results of this paper have been derived for the general case
of PID control. They can, however, be readily generalized for other, more sophisticated
types of control, for example state feedback control. This will be demonstrated in forth-
coming papers. State feedback handles the multi-input multi-output case with multiple
resources and state variables. All results of the present paper carry over to state feedback



control, whereby the market is turned into a multicommodity market. Our market-based
approach is also applicable for example to so-called quadratic optimal control: this opti-
mizes a chosen performance index over a whole time period (so it is not simply a form
of instantaneous control as PID or state feedback are). In that case, the market bidding
rounds are inherently intertwined with internal iterative optimization computations by
each local control agent, which is responsible for a (possibly large) multidimensional
dynamic subsystem. A direct central control approach then ceases to be possible at all,
whereas market-based control offers an effective as well as conceptually natural decen-
tralized computational model. In sum, our market-based control approach yields suitable
formalisms — that integrate microeconomic and control theories — and associated com-
putational mechanisms that obtain global optimal control in an online adaptive way when
needed resources are scarce.

Acknowledgments. This work was partially supported by EnerSearch AB (Malmö, Sweden) and by the
European Commission in the context of the EU-EESD Project No. NNE5-2001-00906 called CRISP (Dis-
tributed Intelligence in CRitical Infrastructures for Sustainable Power).
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Abstract

The examination timetabling problem is a difficult combinatorial problem
which has to be tackled several times a year by universities all over the world.
The multi-stage memetic algorithm introduced in [1] appears to perform very
well on various publicly available test datasets. In this paper we analyze an
alternative multi-stage algorithm, based on modern AI techniques such as
evolutionary computation and tabu search. We show that for large problems
using a parallel variant of tabu search leads to significant improvements in the
resulting timetable in comparison with the memetic algorithm. Although the
new approach causes longer runtimes it can be parallellized very efficiently.

1 Introduction

The exam(ination) timetabling problem is a difficult combinatorial problem which
has to be tackled several times a year by universities all over the world. The prob-
lem consists of allocating a number of exams in which students participate, to
timeslots in such a way that no student has two or more exams in the same time-
slot. In addition to this hard constraint some secondary constraints may also be
imposed, for example that the number of students having two exams in consecutive
timeslots should be minimized. A review of the work published on this problem
can be found in [3].

Numerous AI approaches to solving the exam timetabling problem have been
proposed, such as tabu search [4, 6] and evolutionary algorithms [1, 2]. On some
publicly available datasets [7] the multi-stage memetic algorithm introduced in [1]
appears to outperform all other algorithms that it has been compared with. In
particular its results on the largest test sets are very favourable. To allow for a
good comparison of our new results with the results of the multi-stage memetic
algorithm we use a similar problem formulation, described in Section 2.

The multi-stage approach can be applied to other search methods than memetic
evolutionary algorithms without major modification. We have designed such a
modification, which uses multiple parallel tabu searches for scheduling the events
within a single stage. Although using tabu search for generating timetables has
been studied before, there has been little research on integrating it into the multi-
stage framework.

In Section 3 we describe the algorithm which we have implemented. We com-
pare our algorithm, which is based on tabu search, with the memetic algorithm



from [1]. In Section 4 we show that our approach does indeed lead to significantly
improved results for large test cases.

2 Problem definition

We are concerned with solving an instance of the exam timetabling problem. In
order to allow for a good comparison between our results and those from [1], we
have decided to use the same problem definition as [1].

The input of the problem consists of a set of exams and, for each pair of exams
(i, j), the number cij of participants that they share. Each exam has a length of
one time unit. The number of available time units is fixed in advance. The maxi-
mal number of people that can work simultaneously (possibly on various exams)
is given by a constant number. The problem consists of finding an assignment
of exams (events) to time units (timeslots) in such a way that no person has to
participate in two simultaneous events. We do not require each event to be sched-
uled. However, there is a severe penalty for not doing so. In addition, we want
to minimize the number of times a person has two exams in consecutive time-
slots, weighted by the time between the two consecutive timeslots (none, a night,
a weekend).

Suppose we have a timetable T . Let dij be the weight for the time between
exams i and j in T (dij = 3 if events i and j are on the same day, dij = 1 if they
are on consecutive days, dij = 0 otherwise). Then the penalty for T is given by∑

all event pairs (i,j)

cijdij + 5000 × (number of unscheduled events).

The problem is to minimize this penalty function over all timetables that satisfy
the hard constraints. For a more formal problem definition, we refer to [1].

3 Implemented algorithms

As a starting point for the implementation of our algorithm we used the multi-stage
memetic algorithm from Burke and Newall, described in [1]. We did not make any
changes to the multi-stage architecture of the algorithm. It was shown that using
this architecture results in significant improvements over the single-stage version.

Our modification consists of using a different search algorithm for scheduling
the events in a single stage. In this section we will first give a short description of
the original algorithm on which our algorithm is based. Next, we will describe our
own search algorithm.

3.1 Original algorithm

The multi-stage memetic algorithm operates on a population of partial timetables
(called individuals) that are filled in several stages. In each stage a subset of
the events is selected and this set is subsequently scheduled in all timetables.



The original algorithm schedules these events using a memetic algorithm. For an
extensive description we refer to the original paper. We will only discuss the multi-
stage framework here.

In the first stage the first group of events is scheduled, in the next stage the
second group, etc. By making this division the number of events that is scheduled in
a single stage remains limited, allowing for a thorough search of the solution space
in a stage. The choice which events to schedule in each stage is made according
to a heuristic. For the experiments we have used the Saturation Degree heuristic,
which was shown by Burke and Newall to perform very well. The general idea
is to schedule the “hard” events — which are heavily constrained — in the first
stages and the “easier” events — which are less constrained — in the later stages
of the algorithm. By a “heavily constrained event” we mean an event that shares
common students with a large number of other events.

The set of events that is selected for scheduling in the current stage is called the
active set. The active set changes in every stage. After events have been removed
from the active set, their timeslot has been fixed permanently. An obvious draw-
back of the multi-stage approach is that in each stage only a limited set of events
is considered. To partially compensate for this loss of flexibility, half the events in
the active set will remain in the active set of the next stage. This subset is called
the look-ahead. These events are scheduled along with the events of the current
stage, but the timeslots assigned to look-ahead events may still change in the next
stage, after which they will certainly be fixed. The other half of the active set is
removed after the current stage. Therefore these events have been assigned their
final timeslot. Note that different individuals may correspond to different assign-
ments of events to timeslots. Evolution of the population of timetables determines
how these partial timetables from previous stages spread through the population.
For scheduling the events in the active set various algorithms can be used. In [1]
a memetic algorithm is used. We use a parallel tabu search algorithm instead.

3.2 Search algorithms

In order to analyze the results of the original memetic algorithm, we reimplemented
the algorithm. The search algorithm that is used for scheduling the events in a
single stage is a memetic evolutionary algorithm with two mutation operators.
Cross-over is not used.

We obtained results that were quite similar to the results reported in the orig-
inal paper. Our results will be detailed in the next section, where we present the
experiments. We noticed that the memetic algorithm converges very fast, not ex-
ploring a large part of the search space. In order to improve the explorative power
of the search algorithm we experimented with different search algorithms, based
on tabu search.

3.2.1 Tabu search

We use tabu search as our main search algorithm. For an overview of tabu search
we refer to [5].



The neigbourhood of the current timetable depends on a positive integer pa-
rameter dmax. It consists of all timetables that can be reached by first unscheduling
d ≤ dmax events and subsequently rescheduling these events. For each event, all
timeslots are considered in random order, and the first allowed timeslot is chosen.
By using this neighbourhood definition the tabu search can take both medium-
sized steps (rescheduling several events) and small steps (rescheduling only one or
two events).

In order to prevent the algorithm from being trapped in a local optimum,
tabu search uses a tabu list of forbidden moves. In our context, we define a move
as a change in the assigned timeslot of a single event to a certain other timeslot.
Getting from the current timetable to one of its neighbours can involve a number of
such moves. The sequence of event-moves that changes the current timetable into
the selected neighbour consists of a number of event-moves which unschedule the
events involved, followed by the same number of event-moves which reschedule the
events involved. All these event-moves, including the unscheduling moves, become
tabu. Such tabu moves may not be used for moving from the new current timetable
to one of its neighbours unless the neighbour represents the best timetable found
so far. A reverse event-move keeps its tabu status until a certain number of new
event-moves has been added to the tabu list. This number of event-moves is chosen
randomly from the interval [rmin, rmax]. Using this approach results in a variable
length list of tabu moves.

Because the neighbourhood that we defined can consist of a huge number of
timetables, in each iteration a random fixed-sized subset of the neighbourhood
is considered. The best non-tabu neighbour from this set is chosen as the new
timetable.

If a certain number of iterations has passed without improving upon the best
solution found so far, the tabu list is cleared. Directly after the clearing of the tabu
list the local search in the current area is intensified, because all event-moves are
allowed. After a number of iterations the search diversifies, because the tabu list
is gradually refilled.

3.2.2 Parallel tabu search

The main drawback of the memetic algorithm used in [1] is the early convergence
of the population to a single solution. In combination with the inflexibility that
results from using the multi-stage framework, this severely limits the part of the
search space that is explored.

A good search algorithm should not only explore a significant part of the search
space in each stage, but it should also allow for some flexibility in the scheduling
of the events in earlier stages. This flexibility is incorporated in the evolutionary
algorithm by using a population of timetables instead of a single timetable. We can
apply the same principle to tabu search: maintain a population of timetables and
apply a tabu search to each of them. Because all tabu searches are independent
we may expect the set of timetables to diverge, instead of converge, even when
starting with identical timetables. At the end of each stage a selection criterion is
applied, specifying which partial timetables progress to the next stage. The best



half of the population is duplicated and the other half is discarded. Because of this
we have chosen the population size to be even. The operation of the algorithm is
shown in Figure 1.

duplication tabu−search selection

stage 1 stage 2

Figure 1: Operation of parallel tabu search

Suppose the population size is 2p where p is an integer greater than 0. Then
the best partial timetable resulting from stage s will need at least lg(2p) = p
stages before it can dominate the population, as shown in Figure 2. Therefore the
algorithm maintains population variety among at least the events scheduled in the
last p stages.

Stage s Stage s+1 Stage s+2

Figure 2: Propagation of a partial timetable through the population

Of course the runtime is a major concern when applying this strategy. There-
fore the population size must be kept fairly low. Because the tabu searches in a



single stage can be performed in parallel we can dramatically decrease the runtime
by using parallel processors for the computation. However, we have only imple-
mented a sequential version. It requires considerably more time than the memetic
algorithm. After performing some experiments we observed that the quality of the
final solution is largely determined by the scheduling of events in the first few
stages. In order to lower the runtime for the largest dataset we strongly decrease
the population size after a small number of stages. We will describe this in more
detail in the next section.

4 Experimental results

For testing the algorithms we used three publicly available test data sets from the
Timetabling data repository of the University of Toronto [7]: car-f-92, kfu-s-93 and
pur-s-93. These data sets provide lists of exams and their participating students,
but leave other parameters, such as the number of available timeslots and the
maximal number of people taking exams simultaneously, unspecified. We use the
same values for these parameters as used in [1]. Table 1 shows some characteristics
of the three test data sets that we have used. It shows the number of events, the
number of timeslots, the number of students, the maximal number of people that
can work simultaneously and the density of the conflict matrix. This density is
defined as the number of event-pairs which share students, divided by the total
number of event-pairs.

We have performed all experiments on an AMD Athlon XP 1700, running
Linux. The algorithms have been implemented in C++, using the GNU gcc com-
piler.

We implemented the memetic algorithm from Burke and Newall in order to
analyze its performance. Although the details of our implementation will probably
be different from the original implementation, the quality of the resulting timeta-
bles is similar to the results reported by Burke and Newall. Our experiments with
this algorithm show that the population converges quickly to a state in which all
individuals are nearly equal. Obviously from that point on there will hardly be
any improvement of the best solution found. Increasing the population size (re-
sulting in increased runtimes) did not improve the solution quality significantly.
Our algorithm is an attempt to diversify the search process.

instance #events #timeslots #students max. simult. confl. density
car-f-92 543 36 55,552 2,000 0.14
kfu-s-93 461 21 25,118 1,955 0.06
pur-s-93 2,419 30 120,690 5,000 0.03

Table 1: Some characteristics of the test data sets

We will now describe the parameters that we used for each of the algorithms.
The original algorithm from Burke and Newall was shown to perform best with
active set sizes between 50 and 100, using a look-ahead set. In Table 2 their results
are shown, obtained with the best reported parameter settings for each of the test



cases. In order to allow for a comparison of the runtime with our own algorithms
the table shows the runtime of our implementation of the original algorithm.

For the parallel tabu search algorithm we have experimented with various pa-
rameter settings. In order to determine the final settings we have performed several
preliminary experiments. We will now describe the final settings. We used an active
set size of 130. The tabu search is stopped when no improvement on the best result
has been found in the last 500 iterations. When an event-move is inserted into the
tabu list, the duration of the tabu period for this event-move is determined. A ran-
dom number r between 500 and 1500 is generated. The event-move remains tabu
until r new event-moves have been added to the tabu list. In each iteration a ran-
dom subset of the neighbourhood of the current timetable is generated. The total
number of generated neighbours is limited to 10000. The neighbours are selected
by first generating a random positive integer d ≤ dmax = 3 and then rescheduling
d events, as described in Section 3.2.1. The tabu list is cleared if no improvement
on the best result has been found after 75 iterations. We observed that the per-
formance of the tabu search algorithm is almost completely determined by the
performance in the first few stages. We have used this property to dramatically
decrease the runtime of parallel tabu search by strongly decreasing the “popula-
tion size” after the first four stages. After the fourth stage the population size
is decreased to just 2 timetables. For the car-f-92 and kfu-s-93 datasets we used
a population size of 16 timetables for the first four stages. Because the pur-s-93
dataset is significantly more demanding, we decided to use a larger population
size, 24, for this dataset.

instance algorithm avg. avg. best
time (s) penalty unsched. consec. pen.

car-f-92 Burke and Newall 59 1,765 0 1,665
Parallel tabu 6,312 1,649 0 1,609

kfu-s-93 Burke and Newall 38 1,608 0 1,588
Parallel tabu 5,964 1,460 0 1,351

pur-s-93 Burke and Newall 419 65,461 9 12,246
Parallel tabu 13,668 17,065 3 10,889

Table 2: Experimental results

We have run both algorithms five times on each test case. Table 2 lists the av-
erage runtime and the average penalty obtained by the algorithms. It also shows
the penalty of the best of the five solutions, decomposed into the number of un-
scheduled exams and the penalty caused by students having consecutive exams.
Increasing the population size for the algorithm of Burke and Newall did not result
in improved solution quality, even when the runtime was equal to the runtime of
the parallel tabu search. Because shorter runtimes are preferable, we omitted the
long runs from the table.



5 Conclusions

Although the memetic algorithm from [1] works very fast on all test instances there
is still much room for improvement on large test cases such as pur-s-93. It converges
rapidly in every stage, limiting the part of the solution space that is thoroughly
searched. Unfortunately, the pur-s-93 dataset is the only freely available set of its
size. Therefore we had to focus on this set in our test results.

We have shown that using a parallel tabu search instead of a memetic algorithm
leads to significantly improved timetables for this test case, at the expense of extra
runtime. The original algorithm does not perform better when run with a larger
population, resulting in a longer runtime. Performing a parallel tabu search takes
a long time when using a single processor, but it can be parallellelized efficiently.
The number of unscheduled events was reduced to one-third of the unscheduled
events in the best solution found by the memetic algorithm.
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Abstract

We present a novel machine-learning method to detect the locations and
sizes of objects in still images. Unlike many existing methods, our context-
enhanced method takes the spatial context of objects into account. The
detection proceeds in two phases. In the first phase, contexts that are likely
to contain instances of a predefined object class are selected from a color
differential structure. In the second phase an object-detection method based
on overcomplete wavelets searches for objects within the selected contexts
only. We applied the method to the detection of human faces. The results
show that the use of context reduces the number of false positives by a factor
of 7.3 and reduces the search space by a factor of 15.7. From the results, we
may conclude that context-enhanced object detection is a viable means to
reduce the number of false positives and the size of the search space in still
images.

1 Introduction
This paper presents a novel context-enhanced object-detection method. Object
detection is the automatic determination of the locations and sizes of objects in
the framework of an image, where the objects belong to a predefined class. Object
detection is an active research area that has yielded many methods (e.g., [8, 10,
12]). Unfortunately, these methods suffer from two main disadvantages. First, they
use brute-force search strategies that impose large computational costs. Second,
they result in relatively high false-detection rates. Recent work by Torralba and
Sinha [15] shows that the use of an object’s spatial context can reduce the search
space. However, Torralba and Sinha do not combine their context-selection method
with an object-detection stage. In this paper we propose an integrated method
for detecting objects within contexts in which we do combine context and object
detection. Like Torralba and Sinha, we show that the search space is reduced
considerably. But more importantly, we further show that the use of context
reduces the number of false detections.

The paper is organized as follows. Section 2 introduces our context-enhanced
method. Section 3 applies the method to the detection of frontal human faces,
and supplies implementation details. In Section 4 we present results, which are



discussed in Section 5. In Section 6 we conclude upon the efficiency of the context-
enhanced object-detection method.

2 Description of the context-enhanced method
We start by describing two observations that led to our method. Then, the method
is discussed in more detail. The first observation comes from human perception
studies. There, it is a well-established fact that context is important to observers
when locating and detecting objects [1]. This importance can be readily illustrated.
Figure 1 shows two examples; the small square images are enlarged versions of the
square regions indicated by boxes in the large images. Considered in isolation,
both small images are highly similar to faces. When considered in their natural
context, the interpretation as faces is immediately suppressed.

Figure 1: Examples of patterns that are similar to faces, but that are clearly not faces
when viewed in their context.

The second observation comes from computer vision. There, most current
object-detection methods do not use context, and implicitly assume that the fea-
tures related to an object’s context are not related to the features of the object
itself [5]. It is remarkable that the spatial context is generally ignored in computer
vision. For instance, in video data the temporal context is generally acknowledged
to be important [4], but the spatial context is neglected. In still images, recent
research by Torralba and Sinha shows that the features of an object’s context are
statistically correlated with those of the object itself [15]. However, they claim
that the use of context serves no other purpose than the reduction of the search
space for objects. As against this, we expect the use of context to be beneficial to
the object-detection performance both in terms of search space reduction and in
terms the number of falsely detected objects.

Our context-enhanced object-detection method proceeds in two stages. The
first stage is a context-detection stage in which an image is scanned at a coarse scale
for likely spatial contexts of the object class of interest. This stage is illustrated in
the left panel of Figure 2. It results in the selection of a number of context regions.
The second stage is an object-detection stage in which objects are searched for and
detected at a finer scale within the center parts of selected context regions only.
This stage is illustrated in the center panel of Figure 2. The right panel of the
Figure is the final state of the second stage; it shows the final detection result.

Many existing object-detection methods use window sliding techniques [8, 10,
12]. In these techniques, a square window of a given size is slid over the image.
To capture all relevant objects, sliding is performed for different scales. At each
position and scale, the contents of the window are classified as object or non-object.

In our method, a window-sliding technique is initially used for the context
classifier. To this end, we define an object’s spatial context as a square region



Figure 2: Graphical representation of the context-enhanced detection method at a given
scale.

of the image, of which the lateral dimensions are twice that of the square region
enclosing the object. Subsequently, a sliding window is used for the object classifier
in the context regions only. In both detection stages, classification is based on
visual features that are meaningful in terms of human vision [7]. The choice of
features is essential for obtaining a good classifier. Appropriate visual features for
both contexts and objects are discussed in the next subsections.

2.1 Visual features for the context-detection stage

One of the earliest stages in human vision is the detection of edges in the reti-
nal image. In addition, the detection of color is generally acknowledged to be
important for the analysis of images [7]. We therefore use color edges as visual
features.

Color edges can be conveniently extracted from a color differential structure by
using Geusebroek et al.’s [3] scale-space theory. These authors decompose an image
into three color receptive fields; an intensity field R1, a yellow-blue opponent field
R2 and a red-green opponent field R3. This decomposition is biologically inspired
since the decomposition of color data into opponent fields occurs in the early stages
of the human visual system [7]. The transformation from RGB values to the color
receptive fields can be conveniently written as a linear transformation adopted
from [13]: 
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0.002358 0.025174 0.010821
0.011943 0.001715 −0.013994
0.013743 −0.023965 0.00657
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The color receptive fields are subsequently used to calculate the color differ-
ential structure G for yellow-blue transitions and W for red-green transitions as
follows [13]:
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In these expressions, all partial derivatives with respect to x and y are Gaussian
derivatives at scale σ [13]. The value of the scale parameter σ is set in accordance
with the coarse scale at which the context selection takes place.

In our method we omit the normalization, i.e. the 1/R2
1 and 1/|R3

1| terms in
(2) and (3), respectively. The reason for omitting is to prevent the amplification
of artifacts, in regions of low intensity. These artifacts are present in images for
two reasons. First, pixel-values in digital images are discretized. Second, many
images are generated by lossy compression techniques, such as JPEG. We denote
the resulting non-normalized quantities as G̃ and W̃.

2.2 Visual features for the object-detection stage

To detect objects we adopt the method proposed by Papageorgiou and Poggio
[8], who employ features derived from an overcomplete wavelet basis at two scales
to detect various object classes, i.e., human faces, pedestrians, and automobiles.
Papageorgiou and Poggio use grayscale and pseudo-color wavelets. The choice for
grayscale or pseudo-color depends on the object class of interest.

3 Application to human face detection
In order to assess the performance of our context-enhanced object-detection method
we apply it to the detection of a single class of objects: frontal human faces. The
class of faces is an appropriate challenge for our method because it is well docu-
mented and data for comparison is readily available [5]. In order to obtain training
data, a total of 3, 383 faces were manually labeled in 995 color images obtained
from the Internet. The coordinates of the facial context regions are derived by
scaling the face regions by a factor of 2. An additional set of 1, 900 positive in-
stances representing frontal faces is obtained by labeling unoccluded faces in the
AR faces database [6].

3.1 Detection of facial contexts

For frontal human faces, we use a context region of which the size of roughly twice
the size of a face; a sliding window of size 40×40 pixels is used. In order to extract
features for detection, we choose to set the scale of the Gaussian derivatives to
σ = 8. Larger scales provide very coarse information only which is not helpful
in distinguishing between contexts and non-contexts. Conversely, smaller scales
capture mostly intra-class variance rather than inter-class variance.

A context of size 40 × 40 pixels at one scale generates 1, 600 features for both
G̃ and W̃ . For practical reasons, we down-sample G̃ and W̃ to the 10×10 matrices
G̃D and W̃D, and normalize G̃D and W̃D by their mean values GD and WD,
respectively. We effectively assume the area of interest to be uniformly illuminated.
The feature vector θC ∈ R

200 is constructed by vectorizing and concatenating the
normalized components.

The color differential structure components G̃ and W̃ are calculated for the set
of labeled positive contexts, and the average is displayed in Figure 3. Yellow-blue
transitions G̃ are displayed on the left, together with the down-sampled version
G̃D. Red-green transitions W̃ and the downsampled W̃D are shown on the right.
It is clear that while the yellow-blue transitions G̃ mainly take place in the area



between the chin and the neck, the red-green transitions W̃ encode information in
the area of the cheeks and forehead.

Figure 3: Color differential structure features for the facial context averaged over the set
of positive training contexts.

3.2 Detection of faces

For the detection of faces we adopt the method of Papageorgiou and Poggio with
grayscale wavelets, as these yield the most compact representation of the object
class [8]. A sliding window of size 19×19 pixels is used and the feature set consists
of wavelet coefficients for square-support Haar wavelets of size 2 × 2 and 4 × 4.
We use an overcomplete representation of 17 × 17 coefficients for a given scale
and orientation. For both scales, the low-pass filtered data is discarded and the
absolute value of only the horizontal, vertical and diagonal detail coefficients are
retained. Each of the resulting six components is normalized by its mean and a
feature vector θO ∈ R

1,734 is obtained by vectorizing and concatenating the six
components.

3.3 Training

A support vector machine (SVM) is used for classification of both contexts and
objects, as SVMs perform well and can be efficiently trained on large datasets [11].
In addition, efficient software is readily available [2, 9]. A quadratic kernel is used,
as results by Papageorgiou and Poggio [8] indicate that such a kernel yields good
object-detection performance.

For the context classifier, we use a set of 2, 000 positive context instances
from the 3, 383 labeled contexts in the images obtained from the internet. A set
of 20, 000 negative instances is obtained by extracting features from randomly-
selected regions in these same images. The classifier trained on these data uses
3, 764 support vectors.

For the object classifier we use a modification of the “boot-strap training” strat-
egy proposed by Sung and Poggio [12]. First, an initial training set is constructed
that consists of 1, 900 positive instances from the AR faces database and 19, 000
negative instances from random regions in the set of images obtained from the In-
ternet. A classifier is then trained and run on 60 images, which yields 31, 613 false
positives that are added to the set of negative training instances. Subsequently, a
classifier is trained on this set, and it uses 2, 036 support vectors.

4 Results
The performances of the trained classifiers are assessed on 265 images from the
Internet that together contain 501 labeled faces. The images contain labeled faces
that are at least 60×60 pixels in size. To ensure that all faces are found, the images



are classified for face sizes of 45×45 pixels and up, and for context sizes of 90×90
pixels and up. The scale is varied logarithmically such that subsequent scales differ
by a factor of 1.1. To assess the benefits of using our context-enhanced method,
the images are also scanned for faces by a brute-force method which detects faces
at all image locations.

In order to assess the detection quality, we distinguish three cases. Labelled
faces can be detected (true positive), missed (false negative), or falsely detected
(false positives). From the object-windows that are classified positively, at least
one should overlap sufficiently with a labeled face in order for that face to be a
true positive; the labeled face and the detected window should cover at least halve
of each other’s area. Otherwise, the labeled face is a false negative. Detected
windows that do not overlap sufficiently with any of the labeled faces are regarded
as false positives.

The results for the brute-force method and our context-enhanced method are
displayed in Table 1 in terms of detection rates and false positive rates. In addition,
the average number of false positives per image is listed for image dimensions
800×600. Figure 4 shows two graphs obtained by varying the output threshold of
the context classifier. The graph on the left is a ROC curve which shows the trade
off between detection rate and false positive rate. The graph on the right shows
the trade off between detection rate and the ratio between the search space after
context selection and the brute force search space. In both curves, the output
threshold on the context classifier is varied from −∞ (no selection, equivalent to
the brute-force method) to +3 (strict selection). The values in Table 1 correspond
to a threshold of 0. The graphs show that a stricter context selection causes a
smaller search space and false-positive rate, at the cost of a smaller detection rate.

False positive Average per 800 × 600 image
Method Detection rate rate False positives Search space

Brute-force 449/501 (89.6%) 3.0 · 10−5 11 3.79 · 105

Context-enhanced 355/501 (70.8%) 4.1 · 10−6 1.6 2.42 · 104

Table 1: Detection results for the brute-force face detection method of Papageorgiou and
Poggio [8] (brute-force) and our context-enhanced method.

Our context-enhanced method yields a decrease in false positives by a factor 7.3
as compared to the brute-force method. In addition, the search space of the object
classifier is reduced by a factor of 15.7. The lowered detection rate (from 89.6%
to 70.8%) is not surprising. The use of context restricts the system’s detection
capabilities to likely contexts, thus necessarily missing those objects embedded in
unlikely contexts. Stated differently: the detection rate for objects is bounded by
the detection rate of contexts. The detection rate for contexts is necessarily lower
than that of objects for two reasons. First, the intra-class variance for contexts
is higher than that for objects because variations in the object’s surroundings are
larger than variations within the object itself. Second, we use a low-dimensional
context representation that, while being fast, worsens the separability between
positive and negative context instances.

Figure 5 illustrates typical detection results of our context-enhanced method.
The top row of images shows the contexts detected by the context classifier, and
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Figure 4: ROC curve (left) and ratio of the search space to be searched for objects after
selecting contexts (right).

the bottom row shows faces detected by our method (solid) and faces that have
additionally been found in the brute force method (dashed). From left to right,
Figure 5 shows an example in which our method works well, an example of a false
negative due to the use of context, and an example of a false positive despite the
use of context.

Figure 5: Example results for our method.

5 Discussion
Our context-enhanced method reduces the number of false positives at the cost of a
small decrease in detection rate. While this trade-off is common to many detection
methods [5, 8, 10, 12], our method achieves the same result with a considerable
reduction of the search space. The associated reduction of search time is a strategy
commonly employed by humans [1]. Our method is best used in situations where
quick results are needed and a few false negatives can be tolerated.

Our method can be further improved by (1) exploiting other contextual cues,
such as the location of the horizon or the average image depth [14] and (2) by



applying a “soft” selection (i.e. probablistic selection) of the relevant context.
These will be topics of future research.

6 Conclusions
We proposed an object detection method that uses context to reduce the number
of false object detections and to reduce the search space. Human face-detection
experiments have shown that using context reduces the false positive rate and the
search space by a considerable factor. Hence we tentatively conclude that context
enhanced object detection is an effective method for reliable and fast detection.
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Abstract

In this paper we formalize the specification of games in the trias politica using
Rao and Georgeff’s specification language BDICTL*. In particular, we generalize Rao
and Georgeff’s specification of single agent decision trees to multiagent games, for
which we introduce observations and recursive modelling, in this setting we formalize
obligations, and we characterize four kinds of agents, called legislators, judges, po-
licemen and citizens. Legislators are characterized by their power to create and revise
obligations, judges are characterized by their power to count behavior of citizens as
violations, and policemen are characterized by their ability to sanction behavior.

1 Introduction

Montesquieu’s trias politica distinguishes between three autonomous powers. Due to their
autonomy, these powers can be analyzed as agents and mental attitudes can be attributed to
them. In this paper we call these agents legislators, judges and policemen. Moreover, our
multiagent model contains a set of agents called citizens. Various games with obligations
can be played in this multiagent system. E.g., possible decision problems are:

• A citizen considers whether it will fulfill or violate the obligations, given its expec-
tations of judges and policemen [2, 3].

• A legislator considers which sanctions it associates with norms, such that citizens
will fulfill obligations [4].

We are interested in the specification of such decision problems in the trias politica.
To take the limited rationality of the agents into account we use recursive modelling [6]
instead of equilibria analysis, the most popular approach in game theory. We use Rao and
Georgeff’s BDICTL* and generalize their translation to BDICTL* models of single agent
decision trees [8] to multiagent games. In this approach, belief accessible worlds represent
possible alternatives, desire (or goal) accessible worlds represent the alternatives the agent
takes into consideration, and intention accessible worlds represent the optimal decisions.
Our research question breaks down into the following questions.

1. How to formally specify recursive games in BDICTL*?
2. How to formally specify obligations in BDICTL*?
3. How to characterize legislators, judges and policemen in BDICTL*?

The motivation of our research questions is the specification of decision problems of
the kind introduced by Boella and Lesmo [2].Normative systems that control and regulate



behavior like legal, moral or security systems are autonomous, they react to changes in
their environment, and they are pro-active. For example, the process of deciding whether
behavior counts as a violation is an autonomous activity. Since these properties have been
identified as the properties of autonomous or intelligent agents [12], normative systems
may be called normative agents. This goes beyond the observation that a normative sys-
tem may contain agents, like a legal system contains legislators, judges and policemen,
because a normative system itself is called an agent. The first advantage of the normative
systems as agents perspective is that the interaction between an agent and the normative
system which creates and controls its obligations can be modelled as a game between two
agents. The second advantage of the normative systems as agents perspective is that, since
mental attitudes can be attributed to agents, we can attribute mental attitudes to normative
systems. The logic proposed in this paper can be used to formally specify games defined
in [2, 3, 4] at a high level of abstraction.

Rao and Georgeff do not present a full axiomatization of the formalization of decision
trees in their logic. For our much more complicated system we focus also on seman-
tics and we do not present a full axiomatization. However, we do show some interesting
properties which characterize important mechanisms of the logic. For example, the char-
acteristic property of recursive modelling is that for each agent the decision of later agents
is fixed.

The layout of this paper is as follows. In Section 2 we discuss Rao and Georgeff’s
BDICTL*. In Section 3 we define recursive decision problems in the logic. In Section 4
we define obligations and we characterize legislators, judges and policemen.

2 The logic

In this section we use an equivalent reformulation of Rao and Georgeff’s formalism [9]
presented by Schild [10]. We only consider the semantics. Following Rao and Georgeff
we do not use desires but goals, because that seems to better fit the interpretation of games.

Definition 1 Assume n agents. The admissible formulae of BDICTL* are categorized into
two classes, state formulae and path formulae.

S1 Each primitive proposition is a state formula.
S2 If α and β are state formulae, then so are α ∧ β, ¬α.
S3 If α is a path formula, then Eα, Aα are state formulae.
S4 If α is a state formula and 1 ≤ i ≤ n, then Bi(α), Gi(α), Ii(α) are state formulae

as well.
P1 Each state formula is also a path formula.
P2 If α and β are path formulae, then so are α ∧ β, ¬α.
P3 If α and β are path formulae, then so are Xα, αUβ.

The unary operator � (eventually) is defined as a special case of the binary U operator
by �α = �Uα, while � (always) is the dual of � by �α = ¬�¬α. Finally, ∧ and →
are defined as usual.

The semantics of BDICTL* involves a modal and a temporal dimension. The truth of
a formula depends on both the possible world w and the temporal state s. A pair 〈w, s〉



is called a situation in which BDICTL* formulae are evaluated. The relation between sit-
uations is traditionally called an accessibility relation (for beliefs) or a successor relation
(for time).

Definition 2 Assume n agents. A Kripke structure M = 〈∆,R,B1,G1, I1, . . . , In, L〉
forms a situation structure if ∆ is a set of situations, R ⊆ ∆×∆ is a binary relation such
that w = w′ whenever 〈w, s〉R〈w′, s′〉, Zi ⊆ ∆ × ∆ for Z ∈ {B, G, I} and 1 ≤ i ≤ n
are binary relations such that s = s′ whenever 〈w, s〉Zi〈w′, s′〉, and L an interpretation
function that assigns a particular set of situations to each primitive proposition. L(p)
contains all those situations in which p holds.

A speciality of CTL* is that some formulae – called path formulae– are not interpreted
relative to a particular situation. What is relevant here are full paths. The reference to M
is omitted whenever it is understood.

Definition 3 Assume n agents. A full path in situation structure M is an infinite sequence
χ = δ0, δ1, δ2, . . . such that for every i ≥ 0, δi is an element of ∆ and δiRδi+1. We say
that a full path starts at δ iff δ0 = δ. We use the following convention. If χ = δ0, δ1, δ2, . . .
is a full path in M , then χi (i ≥ 0) denotes exactly the same infinite sequence as χ, except
that the first i components are omitted.

Let M be a situation structure, δ a situation, and χ a full path. The semantic relation
|= for BDICTL* is then defined as follows:

S1 δ |= p iff δ ∈ L(p).
S2 δ |= α ∧ β iff δ |= α and δ |= β.

δ |= ¬α iff δ |= α does not hold.
S3 δ |= Eα iff there is a full path χ in M starting at δ such that χ |= α.

δ |= Aα iff for every full path χ in M starting at δ, χ |= α.
S4 δ |= Bi(α) iff for every δ′ ∈ ∆ such that δBδ′, δ′ |= α.

δ |= Gi(α) iff for every δ′ ∈ ∆ such that δGδ′, δ′ |= α.
δ |= Ii(α) iff for every δ′ ∈ ∆ such that δIδ′, δ′ |= α.

P1 If α is a state formula and χ starts at δ, then χ |= α iff δ |= α.
P2 χ |= α ∧ β iff χ |= α and χ |= β.

χ |= ¬α iff χ |= α does not hold.
P3 χ |= Xα iff χ1 |= α.

χ |= αUβ iff there is i ≥ 0 with χi |= β and for all j, (0 ≤ j < i), χj |= α.

BDICTL* is very general. In particular, we have epistemic states over temporal se-
quences (e.g., BiA�p, i believes that always p) which is called internal dynamics, and
temporal sequences over epistemic states (e.g., A�Bip, Always Bip will be the case)
which is called external dynamics. Rao and Georgeff discuss realism properties express-
ing the fact that for each believed world there must be a goal world which is a subtree of
it (and analogously for goals and intentions):

Bip → Gip Gip → ¬Bi¬p GiE�p → BiE�p IiE�p → GiE�p

and commitment strategies (see [9]).



3 Specifying games

In this section we consider the specification of games, based on observations and recursive
modelling. Our approach extends Rao and Georgeff’s translation of decision trees to
BDICTL*. We take their decision problems as our starting point.

3.1 Decision trees

Rao and Georgeff [8] use an extension of BDICTL* with probabilities and utilities to model
single agent decision trees. This is done in the following way:

• Alternatives of decisions are modelled as branches in the branching time logic CTL.
• Beliefs of a decision maker model uncertainty. The translation of decision trees to

BDICTL* models encodes all uncertainty as uncertainty about the actual world, such
that given an actual world all actions are deterministic (a well known translation of
indeterministic effects in decision theory).

• Goals of a decision maker are the alternatives the agent takes into consideration.
• Intentions of a decision maker are the optimal alternatives.

In this paper we remain faithful to the qualitative setting of BDI logic such that we do
not use the probabilities and utilities. We represent the distinction between events and
facts by introducing in the logical language a distinction between decision variables and
parameters [7], also called controllable and uncontrollable propositions.decision variable
in our approach corresponds to the proposition done(e) in Rao and Georgeff’s approach,
where e is an event. We thus identify decisions with attributing true to decision variables.
Joint actions like lifting table can be modelled by two individual decision variables a1 and
a2 and believed consequences a1 ∧ a2 → p, for p is lifting table.

Definition 4 Assume n agents. The controllability of the variables is a partitioning of
the propositional variables in A1, . . . , An, P , where Ai are controllable propositions of
agent i, and P the propositions which are not directly controlled by a single agent.

We keep the interpretation of belief, goal and intention worlds. The additional concept
we introduce is that beliefs and goals about other agents are used to model the various
layers of recursive decision models. Beliefs thus refer to other agents’ decision models.

3.2 Games and recursive modelling

In our running example of a recursive decision problem, first agent 0, a legislator, decides
which norm to create, then agent 1, a citizen, decides whether or not to fulfill this and
other norms, then agent 2, a judge, decides whether or not the behavior of the citizen
counts as a violation, and finally agent 3, a policeman, decides whether or not to sanction
the behavior. In such recursive decision problems, each agent has to simulate the decision
problem of each agent making a decision later than itself. The judge thus has to model
the decision problem of the policeman, the citizen has to model the decision problem of
the judge and the policeman, and the legislator has to model the decision making of the
other three agents. Each of these decision models has to be solved a number of times.
For example, the legislator has to solve the citizen’s decision problem for each of its own
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Figure 1: Recursive modelling.

decisions, it has to solve the decision problem of the judge for each possible decision of
the legislator and the citizen, et cetera. Consequently, in recursive modelling an agent has
to solve a large number of decision problems, before it can consider its own decisions.
This leads to the problem of finding optimal decisions efficiently, the search for good
heuristics, et cetera. However, for the specification problem considered in this paper,
such efficiency considerations are less relevant.

In Figure 1 we illustrate the subgame between agent 1 which can play x or ¬x and
agent 2 which can reply with v or ¬v. Moreover, a parameter p represents different
circumstances in the alternative worlds. Given the actual world w, the beliefs of agent 1
in state s0 are represented by worlds w0 and w1 starting at s0. Agent 1 considers that
either x or ¬x, becasue w2 and w3 satisfy in s0 G1(EXx) and G1(EX¬x). It has
the goal that x is followed by v, because this is the result of the recursive modelling of
agent 2’s behavior in w11. Agent 1 may not like v, but this is not represented in the model.

Note that the intention attributed to agent 2 by agent 1 before its decision is different
from after the decision. The initial goal of agent 2 in world w7 is that x is false and it
is followed by ¬v. However, after x in w10, since x is observable by agent 2 (we have
B1(AX(x → B2(x)))), it changes its mind in world w11 and intends to reply with v.



3.3 Formal properties

The first assumption of recursive modelling is that we do not consider simultaneous or
parallel decisions, because a recursive decision problem contains a sequence of agents
who make a decision. In our formalization, such simultaneous decisions may be belief
accessible because the decisions may be possible, but they are not goal accessible because
they will not be taken into account. This is characterized by the following axiom. For each
two distinct agents i and j, i.e., i = j, for each proposition d1 built from Ai and d2 built
from Aj (such that d1 and d2 are not tautologies):

Gid1 → Gj¬d2

The second assumption which we make here is that that each agent only makes a
single decision in the decision problem. This is characterized by the following property
for any two decision variables p1 and p2 of the same agent j, i.e., p1, p2 ∈ Aj , and for
any sequence AXAX . . ., which we write as (AX)n.

Gip1 → Gi(AX)n¬p2 for n > 0

To model such a sequence of decisions, we have to encode two things. First, the
crucial mechanism for recursive modelling is that an agent assumes that each recursively
modelled other agent’s decisions are fixed for it. So, in our running example for agent 0
the decisions of agent 1, 2 and 3 are fixed for it, for agent 1 the decisions of agent 2 and
3 are fixed, and for agent 2 the decisions of agent 3 are fixed. The notion of fixation can
now be characterized as follows. If j > i and α is built from Aj , then:

Bi(Ij(EXα)) → Gi(EXα) Bi(Ij(AXα)) → Gi(AXα)

For example, in the model in Figure 1, we have due to the axioms above that
B1(AX(x → I2(AXv)), since 〈w11, s1〉 is the only accessible situation from all the
believed situations 〈w0, s1〉 and 〈w1, s1〉.

Second, when an agent is not making a decision, it may be influenced by the decisions
of other agents. This is done by observing the decision or its effects. For example, the
initial state of the agent 2’s decision is its initial state, updated by observations from
agent 1’s decision. We do not formalize sensing actions.

Definition 5 The set of observable atoms of agent i is a subset of the propositional vari-
ables. We say that Obi(p) is true if p is built from observable atoms of agent i.

The characteristic property of observations is that if an agent i decides something,
then another agent j can observe it and assume it as fixed for its decision making.

Obj(p) → Bi(AX(p → Bj(p)))

The models may also satisfy a version of the above fixation axioms for beliefs, which
is related to a notion of realism which can be adopted for other agents beliefs. We call
this property transparency of decision variables: every agent considers possible the alter-
natives at disposal of the other agents. If α is built from Aj , then:

Bi(Bj(EXα)) → Bi(EXα) Bi(Bj(AXα)) → Bi(AXα)

For example, in Figure 1 agent 1 in w0 and w1 believes that the options of agent 2 are
v and ¬v, because agent 1 believes that agent 2 that it has these options in w9 and w12.



4 Obligations and characterizing agents

We formalize obligations in this setting. It is inspired by the so-called Anderson’s reduc-
tion of deontic logic to alethic logic [1], which may be written as O(p) = �(¬p → V ).
In this definition V is a so called violation constant. To distinguish between violations,
we assume that there is a set of them. In particular, we assume that a subset of the propo-
sitions represents that a norm of this normative system is violated, see [11] for details.

Definition 6 The violation set is a subset of the propositional variables. We say that V (p)
is true if p is built from the violation set only.

Likewise, some decision variables are known as sanctions.

Definition 7 The sanction set is for each agent a subset of the propositional variables.
We say that Si(p) is true if p is built from the sanction set of agent i.

There are various ways to encode obligations in a BDI setting. Following ideas in [2,
3, 4] we say that an obligation of an agent corresponds to a goal of the normative system.
This has been paraphrased by “your wish is my command”. Judges and policemen are
defined by further obligations. Due to space limitations, we cannot discuss this definition
any further.

Definition 8 (Obligations) Agent i is obliged to do a (a decision variable in Ai) with
sanction s, represented by Oi,j,k,l(a, s), iff there exists agents j, k, l such that:

1. Gj(a): agent j (legislator) wants that a;
2. Gj(¬a → AXp): agent j wants that absence of a implies p;
3. p ∈ Ak and V (v): v is a decision variable of agent k (judge) which says that

behavior counts as a violation;
4. GjAX(v → AXs): agent j wants that v implies s;
5. s ∈ Al and Si(s): s is a decision variable of agent l (policeman) which represents

a sanction for agent i;
6. GjA�¬v: agent j desires that there are no violations.
7. GjA�¬s: agent j desires that there are no sanctions.

The spirit of the Montesquieu’s trias politica is the principle of the separation of
powers. Autonomous agent i is respectively:

legislator if it can change the obligations, i.e., there is some 1 ≤ a ≤ n such that we
have (¬Oa,i,k,l(p, s) ∧ a) → AXOa,i,k,l(p, s).

judge if it has the power to count behavior of citizens as a violation, i.e., there is a a ∈ Ai

such that V (a).
policeman if it can sanction behavior, i.e., there is a a ∈ Ai such that Sj(a) for some j.

The separation of powers in the trias politica means that agents cannot be both a leg-
islator and a judge, or both a legislator and a policeman, or both a judge and a policeman.
This can be characterized in the obvious way.



5 Concluding remarks

In this paper we formalize the specification of games in the trias politica. We use Rao
and Georgeff’s specification language BDICTL*. In particular, we generalize Rao and
Georgeff’s specification of single agent decision trees to multiagent games, for which we
introduce observations and recursive modelling. We formalize obligations in this setting,
and we distinguish four kinds of agents, called legislators, judges, policemen and citizens.
Legislators are characterized as agents that can change the obligations, judges are char-
acterized by their power to count behavior of citizens as a violation, and policemen are
characterized by their ability to sanction behavior.

Each set of normative agents can again be ordered in higher and lower order legisla-
tors, judges and policemen, which leads to three hierarchies of normative agents. A higher
court considers which permissions it can create such that lower courts will not introduce
norms the higher court deems undesirable [5]. The specification of such games is subject
of further research.
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Abstract

In this paper we present a test bed for multi-agent systems in road traffic
management. This software environment is developed at TNO to aid in-
depth research in this field. The test bed establishes a connection between
the traffic simulator Paramics and the multi-agent platform JADE. Special
Jess agents have been developed to accelerate the implementation of different
agent-based traffic control strategies. Two example implementations demon-
strate the functionality of the developed system and function as a starting
point for further research.

1 Introduction

Throughout the world, traffic congestion forms a daily recurring problem. In The
Netherlands, more and more instruments are deployed to stimulate an undisturbed
flow of traffic on highways and urban road networks. For example, ramp metering
installations (RMIs) are used to regulate the inflow of traffic at on-ramps. An-
other example is the variable message sign (VMS), which keep motorists informed
about the current road conditions ahead. They can also realize temporary lane
blockings and overrule maximum speeds. Research is being conducted in the field
of automatic coordination of these dynamic traffic management instruments. Van
Katwijk and Van Koningsbruggen argue in [15] that the communication capabili-
ties of multi-agent systems can be used to accomplish this coordination.

In the project ‘Verkeerscentrale van de Toekomst’, TNO aims at the devel-
opment of new concepts for the changing role of traffic operators. In one of the
concepts, multi-agent systems are used to assist the real-time coordination of au-
tomatic traffic management instruments. The task of the human traffic operator
is shifted towards higher-level traffic control.

Yet, no consensus exists about the best configuration of the traffic managing
multi-agent system. In the vision of TNO, the system should be capable of man-
aging different levels of complexity, a diversity of policy goals, and different forms
of traffic problems.



To be able to experiment with different strategies for the application of multi-
agent systems for dynamic traffic management and to examine their applicability,
TNO formulated the need for a test bed. The test bed should facilitate the devel-
opment of multi-agent systems for dynamic traffic management. It should be easy
to use and test multi-agent strategies in a realistic simulated traffic environment
and the development process should not be hindered by cumbersome implemen-
tation details. This paper describes an implementation of this test bed that was
developed during an internship at TNO, conducted by the first two authors. It
also describes the two experiments that have been conducted in order to demon-
strate its functionality. For a detailed discussion of the material, we refer to [13],
on which this paper is based.

2 Related Work

Several technologies from the field of Artificial Intelligence are being applied in dy-
namic traffic management including Evolutionary Algorithms, Knowledge-Based
Systems, Neural Networks and Multi-Agent Systems [12]. For clarity, a distinction
can be made between vehicle-oriented and measure-oriented traffic control:

Vehicle-oriented traffic control focuses on the control of the behavior of in-
dividual vehicles. For example, Moriarty, Handley and Langley model each
vehicle as an intelligent agent that can be influenced [10]. Adler and Blue
present a traffic control method through in-vehicle routing and navigation
systems in [6]. Other examples are provided by [5] and [1].

Measure-oriented traffic control assumes that traffic consists of entities with
goal-oriented behavior. Control of this behavior is performed through exter-
nal signals at fixed locations, like traffic lights and variable message signs.
Our research focuses on this form of control.

To research the role of multi-agent systems in measure-oriented traffic man-
agement, Hernández, Cuena and Molina have developed the TRYS model [9]. So-
called ‘problem areas’ are defined in a particular traffic situation. Each problem
area has an agent assigned to it. The agents formulate actions to be performed and
propose them to a ‘coordinator’, who makes a final decision in case of conflicting
plans. Roozemond and Rogier also propose higher-level agents to perform con-
flict resolution [11]. The authors list adaptability, communication and proactive
behavior as the most important benefits of multi-agent systems in traffic control.

Ferreira, Subrahmanian and Manstetten take another approach by presenting
a fully decentralized traffic control mechanism using agent technology in [8]. No
higher-level agents are present for conflict resolution. The sharing of ‘opinions’,
numerical estimations of the traffic situation in particular areas, must result in
conflict-minimizing multi-agent behavior. Simulations have showed that the use
of these opinions can result in coordinated and more efficient traffic control.

Van Katwijk and Van Koningsbruggen propose in [15] the use of multi-agent
systems to relieve the task of the human traffic operator. They demonstrate by
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Figure 1: Traffic management cycle.

means of two examples the need for coordination of traffic control measures and
the benefits of multi-agent systems in this field. According to the authors, the
main advantages of multi-agent systems are proactiveness and social behavior. A
hierarchical multi-agent structure for the sake of conflict resolution is suggested.
Van der Arend [14] was the first at TNO to actually implement a multi-agent
system for dynamic traffic control. The new ideas and research questions that
resulted from this first implementation, and the ambition of TNO to participate
in research on this topic, gave rise to the desire for the test bed presented here.

3 Software Components of the Test Bed

In traffic control, two processes can be distinguished, as depicted in Figure 1.
First of all, there’s the traffic process in which all motorists and other traffic
participants are involved. Through the use of instruments the traffic situation
can be observed. These observations are used in the traffic control process. In
this second process, decisions are made when and how to perform dynamic traffic
management measures in order to optimize the traffic process.

In our test bed the traffic process is simulated by Paramics; the control is
delegated to a multi-agent system implemented in JADE. This way a mapping
can be made from the actual traffic management cycle to a simulated environment.
This is shown on the right-hand side of Figure 1.

This section discusses how the test bed simulates the traffic process and can
be used to build implementations of multi-agent strategies for the traffic control
process. Paramics, JADE and two other important software components that
make up the test bed are presented in the next subsections.

3.1 Paramics

Paramics is a microscopic traffic simulation suite developed by Quadstone Ltd. [3].
Figure 2 contains a screen shot of the Paramics Modeller. The Modeller is used
to define a traffic network and the amount of simulated traffic. After that, the
traffic process is simulated on the level of individual vehicles. Paramics can be
extended through an API. User-defined plug-ins, written in C, can retrieve traffic
simulation information from Paramics and send back control actions.



Figure 2: Screen shot of the Paramics Modeller.

3.2 JADE

JADE is an agent development environment implemented in the Java language [7].
It provides the facilities for agent autonomy, inter-agent communication, task ex-
ecution and agent management. The agent developer extends the JADE Agent
and Behaviour classes to develop application-specific agents and tasks.

3.3 Paramics-JADE Software Bridge

The third component of the test bed is the Paramics-JADE software bridge. This
interface has been developed both to be able to provide agents with traffic infor-
mation from the Paramics simulation and to allow agents to control the simulated
traffic measures such as ramp metering installations (RMIs). The bridge has been
implemented as a plug-in for Paramics using both the C and Java programming
languages.

3.4 Generic Jess Agent

For our test bed we developed a generic Jess agent of which the agent-specific task
is executed by Jess, a Java rule-based reasoning engine [2]. Incoming messages
are converted to Jess facts and asserted into its working memory. Derived facts
describing messages to be sent are translated into corresponding JADE messages,
after which JADE takes care of their delivery. This Jess agent has a number of
advantages.

• It enables the user to make use of the pattern-matching capabilities of Jess.
As a result, the user can focus on the logical aspects of the agent’s knowledge.



• An agent window displays the state of the agent and gives insight in internal
agent processes. This includes its knowledge about the world and other
agents, and a history of its derivations. This way the reasoning process can
be traced easily.

• With the generic Jess agent, different agents can be defined without the need
to compile the specific instances. Agents are defined by providing an instance
of the generic Jess agent with agent-specific knowledge in Jess format. When
the agent is created in JADE, this knowledge is loaded into the rule-engine.

From the perspective of the multi-agent system developer, the following two
phases can be distinguished:

1. Configuration phase. The user creates the traffic situation to be simulated
and the interacting multi-agent system.

2. Simulation phase. The simulation is started, simulation data is collected and
control actions are derived and communicated by the multi-agent system.

A special XML file lists the agents that make up the multi-agent system.
Adding an agent is done by adding a line containing its name and the location
of the agent-specific knowledge. The next step is to actually construct the Jess
files containing the knowledge. When the simulation is started, the XML file is
parsed, the listed agents are created in JADE, and they are provided with their
corresponding agent-specific knowledge.

4 Scenario

To demonstrate the test bed, we implemented two alternative multi-agent systems
for the first example described in [15] by Van Katwijk and Van Koningsbruggen.
Figure 3 depicts the traffic situation, containing one highway and three entrance
ramps. The inflow from each ramp to the highway can be regulated by a ramp
metering installation. Suppose congestion starts to build up on the highway down-
stream of the third ramp. In this case, the third RMI will detect this and will
reduce its inflow. The second RMI will not start to do the same until the conges-
tion has reached the area directly downstream of the second entrance point. This
also applies to the first metering installation.

Using our software, we have developed a multi-agent system, capable of com-
municating about the actions to be performed. As a result of this communication,
the ramp metering installations are better aware of future congestion. In this way,
they can react in advance and solve the congestion timelier.

In our first agent implementation the highway is divided into three parts, each
provided with two detectors and one agent. Based on the detector data the agent
forms an image of the current traffic situation. Depending on this estimate and
on incoming messages from agents downstream, the state ‘no problems’, ‘request
for help, urgency low’ or ‘request for help, urgency high’ is communicated to the
neighboring agents upstream. Apart from these three highway agents, three RMI
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Figure 4: Coordination through infrastructure agents.

agents are defined. Their only task is to control the RMI, based on incoming
help requests. They are not responsible for the traffic situation on the ramps.
This multi-agent configuration is shown in Figure 4. The arrows indicate the
communication possibilities of each agent. In this way the knowledge about the
current traffic situation propagates upstream through the network.

Figure 5 shows an example of a Jess rule. It is part of the rule base of the
first highway agent and describes the situation in which congestion occurs near
Detector 2 and no problems are reported by the second highway agent. In this
case, the first highway agent decides to send a request for help to the first RMI
agent.

In the agent implementation of Figure 4 messages travel along the infrastruc-
ture. Another way to arrange the communication is to make the instruments
responsible for the communication upstream. In that case the arrows between
the highway agents are moved downwards to the RMI agents. Simulations show
that in both agent implementations congestion is tackled earlier. This can also be
demonstrated by means of traces, which are elaborated in [13, pp. 65–68].

The two agent implementations proved that the system enables users to create



(defrule minor-problems

(simulation-time ?time)

(average-speed ?time "Detector2" ? average-speed-downstream)

(average-speed ?time "Detector1" ? average-speed-upstream)

(test ( <= ? average-speed-downstream 22.2)) ; 22.2 m/s = 80 km/h

(test (> ? average-speed-upstream 22.2))

(state ?time "HighwayAgent2" "no-problems")

=>

(assert ( ACLMessage ( sender "HighwayAgent1")

(receiver "RMIAgent1")

(performative inform)

(content "request-for-help ,� urgency-low")))

)

Figure 5: Jess rule of the first highway agent (adapted).

different multi-agent systems for dynamic traffic management. Furthermore, the
development process is simplified and accelerated by the incorporation of rule-
based reasoning.

5 Conclusions and Future Work

To aid the ongoing research in this field, we developed a software environment for
rapid development of multi-agent systems able to interact with a traffic simulation.
In this paper a test bed for agent-based road traffic management is presented. The
organization of the software is discussed, as well as the role of rule-based reasoning.
The implementation of two multi-agent systems with the test bed is described. The
two existing implementations show that multi-agent systems can be created easily.

In our opinion the presented test bed will be of great value for developments in
traffic management. However, the developed system has opportunities for further
extension. A graphical user interface can be developed in which agents can be
created with only a few mouse-clicks and in which agent communication is visual-
ized. This would further accelerate the implementation of the desired multi-agent
system. Extending the number of available traffic control instruments could be
another improvement.

With the test bed, a tool has been developed to study the possibilities of
applying multi-agent systems in dynamic traffic management. The presented agent
implementations can be a starting point for further research. For example, the
mechanism can be extended with agents who are responsible for traffic on the
ramps. Negotiation can be a means of weighing the flow on the highway against
the interests of vehicles on the entrance ramp.
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Abstract

Physicians have to make a multitude of decisions, some of which cannot
be made without using information from a variety of information sources.
If physicians are provided with relevant information from these sources, it
is probable that the quality of care will be improved and the length of stay
of patients will be reduced. Because quality of care and length of stay are
important parameters in health care, the long-term goal of our research is
the development of a system, mira, which provides the physicians with rel-
evant and patient-specific medical information. The short-term goal of our
research is to identify the problems that will occur when mira (a) extracts
a physician’s information needs based on specific patient data, (b) formu-
lates queries based on the information needs, and (c) executes the queries
on a medical literature database. Here we encountered four problems: (1)
information-need extraction, (2) terminology mapping, (3) query formula-
tion, and (4) results presentation. We investigated these problems with the
help of a prototype and we may conclude that we have found potential so-
lutions to the problems, some of which are partly implemented in the mira
prototype.

1 Medical Literature in Context

Physicians are typically facing a multitude of decisions. Some of these decisions
cannot be made without using information which is hidden in a variety of infor-
mation sources. Owing to the rapid growth of the size and number of the available
information sources, the amount of time needed to retrieve relevant information
from the information sources increases considerably. Since physicians work under
extreme time pressure with only little opportunities to browse medical information
sources, the retrieval of relevant information is a serious problem.

Some years ago, Gamble [3] already showed that the retrieval of relevant liter-
ature about specific patients is vital to the quality of care. However, physicians
lack the time to retrieve this literature [3]. Therefore, the quality of care is still
not optimal. To improve this situation, a system is required that retrieves relevant
literature without disturbing the physician. To be independent of the intervention



of a physician, an autonomous system should have access to the patient context
(for the formulation of search requests and the presentation of the search results).
In the long term our research aims at the development of such a system: mira
(Medical Information Retrieval Agent). In the short term, the goal of our research
is to identify the various problems that should be solved before building mira and
to indicate potential solutions to these problems.

Mira is part of the mia (Medical Information Agent) project.1 This project
aims at the development of a system which supports physicians by providing them
with (a) feedback about their actions, (b) advice concerning their course of action,
and (c) patient-specific medical literature.

The remainder of the article is as follows. Section 2 discusses related work. Sec-
tion 3 describes the identified problems and their solutions and Section 4 provides
conclusions and directions for future research.

2 Related Work

Medical information retrieval in context has been the topic of several research
projects. For brevity, we only provide the original ideas of two early projects [4, 7]
and complete this with a more recent project [9].

Miller et al. developed a prototype that links a diagnostic support system to a
bibliographic search system [4]. Despite the fact that the system provides the user
with ‘canned’ search logic, the user had to specify (a) the disease, (b) additional
Medical Subject Headings (MeSH) [5] if desired, and (c) various search parameters.

Rada et al. developed the OAR (Open Architecture for Reasoning) prototype
to switch between a patient’s electronic medical record (EMR) and related medical
literature [7]. To enable the system to formulate appropriate queries, the physician
had to select relevant patient data and a type of query.

Van Mulligen developed a system that enabled physicians to select patient data
which they deemed important from an EMR. The system them used these data
to search in medical literature databases for relevant literature [9].

The overall short-coming of these systems is that the degree of necessary in-
teraction of the physician with the system is too high. Consequently, physicians
will be reluctant to use the system as part of their daily routine.

3 Mira: Medical Information Retrieval Agent

The main problems in medical information retrieval are the lack of time of physi-
cians and the time-consuming nature of information retrieval. A physician’s re-
trieval process consists of five time-consuming steps.

• Formulation of information needs,

• Translation of the information needs into the terminology used by the database
on which information retrieval is performed,

1The mia project is funded by NWO (project number 634.000.021).



• Formulation of queries,

• Retrieval of documents, and

• Inspection of the search results.

In sections 3.1 to 3.5 we discuss each step separately. For each step we identify
the problems that have to be solved to automate the step. Moreover, we indicate
potential solutions to these problems, which are implemented into a prototype of
mira. In section 3.6 the architecture of the mira prototype is described.

3.1 Formulation of Information Needs

The first step in the retrieval process is the formulation of one or more of the
physician’s information needs. To minimize the physician’s time and interaction
needed to perform this step mira has to determine the information needs in a pro-
active and autonomous way. This is a difficult task, since the information needs
are implicit and even the physician himself may not be aware of them. Hence,
the determination of information needs constitutes our first problem. A potential
solution, implemented into the mira prototype, is to use knowledge about physi-
cians’ information seeking behaviour and to use the patient data from the EMR
as context. From [2] it was clear that the information needs of physicians often
have a similar structure and differ only in the content. Consequently, these infor-
mation needs can be modelled into generic forms. We will refer to such forms as
information-need templates. The use of information-need templates raises a sub-
problem, for it is difficult to determine what information-need templates to use.
A potential solution to this subproblem, used in mira’s development, is to con-
sult literature (e.g., [8]) on what information needs are common. Within mira a
small set of information-need templates is implemented. Obviously, to make mira
usable in practice, the set of templates should be expanded. From [8] we found a
sample information need which we modelled into the information-need template:

‘To diagnose (exclude or confirm) of <disease>, how good is <diagnostic
procedure> for this patient?’

During the retrieval process, the templates are instantiated with the patient data
from the EMR. A second subproblem is to determine which information-need tem-
plates should be instantiated. One solution, implemented in mira, is to base the
instantiation on the stage of the patient’s treatment. mira determines this stage
from the EMR. mira can then determine which information-need templates should
be instantiated. For example, if an EMR contains the diagnosis for the specific
patient, but no information about the medication corresponding to this diagno-
sis is available, the physician will probably prefer information on medication over
information on diagnosis. Therefore, templates concerning diagnosis will not be
instantiated automatically, but templates concerning medication will. In the final
version of mira an agent will be used to detect changes in the EMR and to monitor
the various stages of the treatment. When there is a change in the EMR the agent



will trigger a new retrieval proces based on the new information and the stage of
the treatment. Since it is possible that the quality of the resulting documents is
not sufficiently high, the final version of mira will also enable physicians to se-
lect information-need templates which they think should be instantiated. In this
way, the physician himself controls the degree of interaction and the search results
might be improved.

To achieve correct instantiations, information-need templates should only be
instantiated with data of the type needed in the template. Determining the type
of the data is difficult, since the data may use a particular terminology or, in case
of narrative text, no terminology at all. Therefore, a third subproblem was the de-
termination of the various information types within an EMR. A potential solution
to this problem, implemented in the mira prototype, is to annotate the EMR data
with information types. Examples of information types which are also used in the
above-mentioned information-need template are: <disease> and <diagnostic
procedure>. After the annotation, mira is able to determine whether a part
of the patient data is, for example, a disease or a diagnostic procedure. To in-
stantiate an information-need template, the prototype determines the information
types in the template (e.g., <disease> and <diagnostic procedure>). It then
searches the complete patient record for information of this type. It then instanti-
ates the template for each occurrence (e.g., ‘For diagnosis of deep vein thrombosis,
how good is ultrasound?’ ). To make mira usable in practice, annotating the EMR
with information types should not be a necessary item. It can be averted by using
a controlled vocabulary when entering the data into the EMR. Physicians have to
fill out each entry in the EMR by choosing from a list of options, which are linked
to the Unified Medical Language System (UMLS) [6]. Via UMLS mira will be
able to determine to which information type the entry belongs.

3.2 Translation of the Information Needs

The second step in the retrieval process is to translate the extracted informa-
tion needs into the terminology used by the medical literature database on which
retrieval will be performed. EMRs (from which the information needs are ex-
tracted) and medical databases use different terminologies. For instance, EMRs
often use ICD10 (International Classification of Diseases), HL7 (Health Level 7),
or SNOMED (Systemized Medical Nomenclature), whereas medical databases of-
ten use MeSH. To ensure a good retrieval performance the information needs and
the database should use the same terminology. Therefore our second problem is
to map the various different medical terminologies to each other.

For the development of mira’s prototype we started with retrieving litera-
ture from only one specific database: the Cochrane Library [1], containing about
400,000 documents (in August 2003). We chose this database for two reasons.
First, the Cochrane Library contains metastudies, and hence provides more gen-
eral conclusions to the user than regular medical literature. Second, the articles in
the Cochrane Library are clearly structured, which makes them easy to read for
the user. A disadvantage of the Cochrane Library is that its articles are less up
to date than the articles in regular medical literature databases.



A potential solution to the terminology-mapping problem, implemented in the
mira prototype, is to annotate the data in the EMR with MeSH terms. This
solution was based on the use of the Cochrane Library, since this database uses
MeSH too. By using the annotated terms instead of the real data in the EMR, the
information needs (extracted from the EMR) will also use the MeSH terminology.

This solution is not optimal for two reasons. First, annotating the EMR data
is quite a time-consuming task. Second, databases other than the Cochrane Li-
brary use different terminologies and new terminologies might become available.
Therefore, in the final version of mira a controlled vocabulary (discussed in sub-
section 3.1) will be used instead of annotation. Via UMLS the terminologies can
be mapped.

3.3 Formulation of Queries

The third step in the retrieval process is the formulation of queries. The query for-
mulation influences the number of documents in the results set and, consequently,
the physician’s time needed to inspect this set. Therefore, the query formulation
is our third problem. To minimize the time needed for the inspection of the re-
sults, it is important that as few non-relevant results as possible are be retrieved.
This implies that the result set should have a high precision (i.e., the number of
non-relevant documents retrieved is as small as possible). High-precision result
sets often have a low recall (i.e., the percentage of relevant documents which is re-
trieved is low). However, for our purpose, a low recall is no disadvantage, because
it is not important to the physician to find all relevant documents about a spe-
cific topic. A single document that answers his question is sufficient. To achieve
results with a high precision, the detail level of the queries is very important. De-
termining the optimal detail level is the first subproblem of the query-formulation
problem. The detail level is dependent on the specific query language used. Since
most medical literature databases (including the Cochrane Library) use a Boolean
query language, the precision of a query result will be as high as possible if the
query is highly detailed. To determine the optimal detail level we performed an
informal evaluation of various queries (enhanced with various data from the EMR)
based on information-need templates used in mira’s prototype. Assume we use
the EMR of a 51 year old woman. No definitive diagnosis is available yet, but she
is suspected to suffer from deep vein thrombosis and the physician asked for an
ultrasound. From the EMR we formulated and tested the queries below.

1. diagnosis and (evaluation next procedure) and ultrasound and (deep next
vein next thrombosis)

2. diagnosis and (evaluation next procedure) and ultrasound and (deep next
vein next thrombosis) and female and adult

We retrieved documents for each of the two formulations and computed the com-
parative recall and precision for each formulation. We use ‘comparative’ recall,
since for computation of the ‘absolute’ recall it is necessary to identify all relevant
documents, which was not possible. The results are shown in Table 1. These



Table 1: Comparative recall (CR), precision (P), number of documents retrieved
(DR), and number of relevant documents (RD) for two queries with a different
detail level(Q).

Q CR P DR RD
1 1 0.75 4 3
2 0.33 1 1 1

results show that the precision is optimal for the second query, which was en-
hanced with information about the age and sex of the patient. Moreover, the
retrieved document contained a clear answer to the question asked: ‘Impedance
plethysmography, venoscan, and ultrasound had accuracies of 65%, 80%, and 82%,
respectively. [. . . ] Of those tested, the X-ray venogram was the only investigation
suitable for definitive diagnosis.’ We formulated and tested several queries, with
different detail levels, based on each information-need template implemented in
mira. From the results it transpired that the precision was optimal for queries
which were enhanced with as much details as possible. Obviously, it is difficult to
determine which data are relevant to enhanced a query. This constitutes a second
subproblem of the query formulation problem.

3.4 Retrieval of Documents

The retrieval of documents is not a problem, because the actual retrieval process
of mira is completely guided by the search engine of the Cochrane Library. The
prototype passes a query to be executed to the Cochrane’s search engine. The
search engine retrieves the appropriate documents and passes them back to mira.
Since mira itself does not retrieve the documents, it has no direct influence on the
retrieval performance.

3.5 Inspection of the Results

The inspection of the results is the only step in mira’s retrieval process in which
it is always necessary for the physician to interact with the system. This inter-
action should be as unobtrusive as possible. Therefore, our fourth problem is the
presentation of the results. The way in which the results are presented determines
the effort a physician has to make to find relevant results from the complete set of
results. Therefore, the first subproblem of the presentation problem is to present
the results as conveniently arranged as possible. In mira’s prototype the results
are ordered according to the query which they correspond to. In the final version
of mira the results will be ordered according to their relevance and they will be
integrated into the EMR. Moreover, in the final version of mira, passage retrieval
should be incorporated to decrease further the effort needed to find relevant re-
sults. To determine which passages are relevant is a difficult task and constitutes
a second subproblem of the presentation problem.



3.6 System Architecture

In summary, we have found four problems:

1. Extraction of information needs

2. Mapping of terminologies

3. Optimizing the detail level of the query

4. Presenting the results in a convenient way

For each of these problems, a separate module was implemented. An additional
module was implemented for the retrieval task. These modules were combined
into the mira prototype. A schematic representation of the architecture of the
prototype is given in Figure 1.

4 Conclusions

From our research, we may conclude that the development of a medical litera-
ture retrieval system comprises four problems: (1) extraction of the physician’s
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Figure 1: Schematic representation of the architecture of mira’s prototype.



information need, (2) terminology mapping, (3) query formulation, and (4) results
presentation. Moreover, we may conclude that we have found potential solutions to
the four problems, some of which are partly implemented by the mira prototype.

There are several directions for future research. We mention one for each prob-
lem. The first direction is to generate a more extensive set of information-need
templates and to enable physicians to add new information-need templates. The
second direction is to facilitate terminology mapping via UMLS. The third direc-
tion is to perform extensive research on query formulation. The fourth direction is
to integrate the search results into to EMR, to incorporate passage retrieval into
the system, and to let physicians evaluate the system.
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Abstract

Color matching in Content-Based Image Retrieval is done using a color
space and measuring distances between colors. Such an approach yields non-
intuitive results for the user. We introduce color categories (or focal colors),
determine that they are valid, and use them in two experiments. The exper-
iments conducted prove the difference between color categorization by the
cognitive processes color discrimination and color memory. In addition, they
yield a Color Look-Up Table, which can improve color matching, that can
be seen as a model for human color matching.

1 Introduction

The origin of the color lilac lays in the Sanskrit nilla ‘dark blue’, of which the
Persian made nIlak ‘bluish’, from nIl ‘blue’. In the Arabic the meaning evolved
to a description of a plant with flowers of this color: the Sering. In 1560 the
Sering was brought to Vienna, by an Austrian ambassador. From there the plant
reached France. There the word’s meaning evolved to “a variable color averaging
a moderate purple”1.

So, there is more with colors than one would think at a first glance. The in-
fluence of color in our everyday life and the ease humans use color are in strong
contrast with the complexity of the phenomenon color, topic of research in numer-
ous fields of science (e.g., physics, biology, psychology, computer vision, etc.).

In this paper, we focus on the use of colors in the field of Content-Based Image
Retrieval (CBIR) [6, 7]. On the one hand, one has to take into account the
RGB-color space used by the computer, the environmental conditions, etc. On
the other hand, human color perception is of utmost importance. Since (human)
users judge the retrieval results, the CBIR’s matching algorithms need to provide a
match that the user would accept. The complexity of this constraint is illustrated
by the amount of available color spaces, such as: RGB, HSV, CIE2 XYZ, and

1Onze Taal Taalkalender 2003 (http://www.onzetaal.nl/) and
Merriam Websters Online Dictionary (http://www.m-w.com/)

2http://www.cie.co.at/ciecb/



Munsell3 [3]. However, none of these color spaces model human color perception
adequately.

In our opinion, one should consider color in CBIR from another perspective,
that of the focal colors or color categories: Black, white, red, green, yellow, blue,
brown, purple, pink, orange, and gray [2, 4, 5, 8]. People use these categories
when thinking, speaking, and remembering colors. Research from diverse fields of
science emphasize the importance of them in human color perception. The use of
this knowledge can possibly provide a solution for the problems of color matching
in CBIR.

Most CBIR-engines distinguish two forms of querying, in which the user uses
either an example image (query-by-example) or defines features by heart, such
as: shape, color, texture, and spatial characteristics (query-by-content). In the
latter case, we are especially interested in query-by-color. At the foundation of
each of these queries lies a cognitive processes, respectively color discrimination
and color memory. Let us illustrate the importance of the distinction between
query-by-example and query-by-color by a simple example. Imagine you want to
find images of brown horses.

In the case of query-by-example, the resulting images will be matched on the
example image: a process of color discrimination is triggered. In this process the
colors are (directly) compared to each other.

In the case of query-by-color we need to try to imagine the color brown. Prob-
ably, you will not have a clear color in mind, but a fuzzy idea or a fuzzy set of
colors: a color category, based on your color memory. Each of the elements of this
brown set (or category) are acceptable colors. There is no need for several types of
brown. Providing the keyword ”brown” or pressing a button resembling the fuzzy
set brown is sufficient.

In both forms of querying the CBIR-system can use a Color Look-Up Table
(CLUT) for the determination of the elements of this set, described by R, G, and
B-values. The set is fuzzy due to the several influences on the color (of the object
of interest), such as the color of the surrounding and the semantic context in which
the object is present.

However, it is clear that a distinction should be made between color catego-
rization by discrimination and color categorization by memory. An important
distinction because humans are capable of discriminating millions of colors but
when asked to categorize them by memory, they use a small set colors: focal colors
or color categories [2, 4, 5, 8]. Despite the fact that the importance of such a
distinction is evident, this differentiation is not made in CBIR-systems.

In the remainder of this paper a question posed and two experiments executed,
will be discussed. The question posed to the subjects is: ”Please write down the
first 10 colors that come to mind.”. With the experiments we prove the difference
between color categorization by color discrimination and by color memory. Hence,
this research will prove that:

• The use of color categories is valid in a CBIR context,

• The RGB-color space can be described using color categories,
3http://www.munsell.com



• There is a difference in color categorization using color discrimination or
color memory.

Moreover, we will present markers, by which the color space is divided, on which
a CLUT for CBIR can be employed. With that a new model of human color
categorization is introduced.

2 Method

2.1 Subjects

Twenty-six subjects with normal or corrected-to-normal vision and no color defi-
ciencies, participated. They participated either voluntary or within the scope of
a course. The first group were employees and the latter were students of the Uni-
versity of Nijmegen. They were naive as to the exact purpose of the experiment.

2.2 Equipment

An attempt was made to create an average office environment. Stimuli were pre-
sented on a 17” CRT monitor (ELO Touchsystems Inc., model: ET1725C), with
a resolution of 1024 x 768 pixels at a refresh-rate of 75Hz. The experiment was
conducted in an room with average office lighting: a Cool White Fluorescent light
source: TL84 was present, its color temperature: 4100K (Narrow Band Fluores-
cent), as used primarily in European and Asian office lighting.

The experiments ran on a PC with an Intel Pentium II 450 MHz processor,
128mb RAM, a Matrox Millennium G200 AGP card, and with a Logitech 3-button
Mouseman (model: M-S43) as pointing-device. The experiments were conducted
in a browser-environment with Internet Explorer 6.0 as browser and Windows 98
Second edition as operating system, using 16-bit colors.

2.3 Stimuli

The stimuli were the full set of the 216 web-safe colors4. These are defined as
follows: The R, G, and B dimensions (coordinates) are treated equally. Their
minimum value is 0, the maximum value of each of the dimensions is 255. For
each dimension 6 values are chosen on equal distance, starting with 0. So, for the
RGB-values 0 (0%), 51 (20%), 102 (40%), 153 (60%), 204 (80%), and 255 (100%)
are chosen. Each of these 6 values is combined with each of the 6 values of the 2
other dimensions. This results in 63(= 216) triple of coordinates in the RGB-space.
These RGB-values result for both Internet Explorer and Netscape under both the
Windows and the Mac operating system, in the same (non-dithered) colors iff the
operating system uses at least 8-bit (256) colors.

The stimulus (width 9.5 cm and height 6.0 cm) was presented in the center
of the screen, on a gray background. Below the stimulus 11 buttons were placed
(width: 1.8 cm and height 1.2 cm; width between: 0.6 cm). In the color memory

4http://www.vu.msu.edu/pearls/color/1.htm



experiment the buttons were labeled with the names of the 11 focal colors; in the
color discrimination experiment each of the buttons did have one of the 11 focal
colors. The 11 focal colors were presented conform the sRGB standard of the
World Wide Web consortium (W3C)5. The button of choice was selected with one
click of the mouse upon it.

2.4 Design

Half of the participants started with the color discrimination experiment, the other
half started with the color memory experiment. Each experiment consisted of 4
blocks of repetitions of all stimuli (in a different order), preceded by a practice
session. Each block consisted of the same 216 stimuli, randomized for each block
and for each participant. In addition, the 11 buttons were also randomized for
block and for each participant. The practice session consisted of 10 stimuli. Block,
stimulus, and button order was the same for both experiments.Between the stimuli
a blank screen was provided for one second, with a gray color.

The participants were asked to take a short break between the blocks of repe-
tition, within each experiment and to take a somewhat longer break between both
experiments. The duration of the breaks was determined by the subjects. In total
a complete session took on the average 70 minutes, including breaks.

2.5 Procedure

The global scope of the experiment was explained, in which the experiments were
conducted. After that a small questionnaire was completed. The first task was
to write down the 10 colors that arise from memory first. Next, the design of the
experiments was explained. The subjects were instructed for the color memory
experiment to categorize the stimulus into one of the color categories, represented
by their names. In the color discrimination experiment the subjects were asked
to choose one of the 11 focal-colors that best resembled the stimulus. Last, was
emphasized that there were no wrong answers and that if questions would arise
they could be asked during one of the breaks.

3 Results

3.1 Mentioning of color names

For the determination of the confidence intervals we have used the modified Wald
method [1] that proved to work well with a limited number experiments and with
proportions close to 0 or 1.0; both the case in the present research. The proportion
or frequency of appearance was determined by:

p =
S + 2
N + 4

5http://www.w3.org/Graphics/Color/sRGB.html



where p is the proportion, S is the number of times the color is mentioned, and N
is the number of subjects (26 in the present research).

The confidence interval was determined by:

p − φ

√
p (1 − p)
N + 4

to p + φ

√
p (1 − p)
N + 4

where φ is 2.58 or 1.96 (in literature frequently rounded to 2.5 and 2 respectively)
for the critical values from the Gaussian distribution for respectively 99% and
95%. The (relative) frequencies as well as the confidence intervals (both 99% and
95%) for all colors mentioned, are given in Table 1.

Table 1: Frequency and confidence-intervals of color names mentioned.

Color name Frequency (in %) min.-max. p at 99% (in %) min.-max. p at 95% (in %)
red 26 (100.0%) 81.6% - 100.0% 84.4% - 100.0%
green 26 (100.0%) 81.6% - 100.0% 84.4% - 100.0%
yellow 26 (100.0%) 81.6% - 100.0% 84.4% - 100.0%
blue 26 (100.0%) 81.6% - 100.0% 84.4% - 100.0%
purple 24 ( 92.3%) 70.6% - 100.0% 74.5% - 98.8%
orange 22 ( 84.6%) 61.2% - 98.8% 65.7% - 94.3%
black 20 ( 76.9%) 52.5% - 94.1% 57.5% - 89.2%
white 20 ( 76.9%) 52.5% - 94.1% 57.5% - 89.2%
brown 20 ( 76.9%) 52.5% - 94.1% 57.5% - 89.2%
gray 15 ( 57.7%) 33.4% - 80.0% 38.9% - 74.4%
pink 11 ( 42.3%) 20.0% - 66.6% 25.6% - 61.1%
violet 06 ( 23.1%) 5.9% - 47.5% 10.8% - 42.5%
beige 04 ( 15.4%) 1.2% - 38.8% 5.7% - 34.3%
ocher 03 ( 11.5%) 0.9% - 34.2% 3.3% - 30.0%
turquoise 02 ( 7.7%) 2.7% - 29.3% 1.1% - 25.5%
magenta 02 ( 7.7%) 2.7% - 29.3% 1.1% - 25.5%
indigo 02 ( 7.7%) 2.7% - 29.3% 1.1% - 25.5%
cyan 02 ( 7.7%) 2.7% - 29.3% 1.1% - 25.5%
silver 01 ( 3.8%) 4.1% - 24.1% 0.7% - 20.7%
gold 01 ( 3.8%) 4.1% - 24.1% 0.7% - 20.7%
bordeaux-red 01 ( 3.8%) 4.1% - 24.1% 0.7% - 20.7%

There were some observations of the experimenter of possible factors of influ-
ence on the data provided by the question of mentioning 10 colors:

• Most subjects were directly able to write down 7, 8, or 9 color names, but
experienced it as difficult to mention the last.

• A considerable number of participants asked whether black, gray, and white
were colors during their task of writing down 10 color names. This was
confirmed by the researcher who conducted the experiment.

• Another group of subjects indicated after they had written down the color
names that their opinion was that these black, gray, and white are no colors.
With that as opinion they had chosen to not write down black, gray, and



white. This explains for a large part the less frequently mentioned colors,
most written down last.

As presented in Table 1, every subject named red, green, blue, and yellow.
With 11 occurrences, pink was the least mentioned focal color. Nevertheless, pink
was mentioned almost twice as much than the most frequently mentioned non-
focal color : violet (6). The other non-focal colors were mentioned even less. In
addition, the three observations mentioned above only confirms the existence of
the focal colors in human memory.

3.2 The color discrimination experiment and the color mem-
ory experiment separate

The main result of both experiments is a table of markers for a CLUT 6. The table
distinguishes the discrimination and memory experiment.

We have analyzed the color discrimination experiment on each of the three
dimensions: R, G, and B. Block was, on the average, a strong factor of influence
on all three dimensions (R : F (33, 192.21) = 917.90, p < .000;G : F (33, 192.21) =
1143.350, p < .000;B : F (33, 192.21) = 600.28, p < .000). This held for all 11 color
categories.

The same was done for the color memory experiment. Again block appeared a
strong factor of influence on all three dimensions (R : F (33, 192.21) = 756.54, p <
.000;G : F (33, 192.21) = 785.99, p < .000;B : F (33, 192.21) = 451.35, p < .000).
Again this held for all 11 color categories.

3.3 The color discrimination and the color memory experi-
ment together

The analysis of the experiments, conducted on the three dimensions: R, G, and B,
showed a strong difference between the experiments on each of the three dimensions
(R : F (11, 15) = 2.96, p < .027;G : F (11, 15) = 7.843, p < .000;B : F (11, 15) =
3.11, p < .022).

A more detailed analysis for each color category separate on the R dimension re-
vealed that only purple (F (1, 25) = 6.49, p < .017) and red (F (1, 25) = 20.50, p <
.000) were clearly under influence of the difference in buttons between both ex-
periments; blue (F (1, 25) = 3.48, p < .075) and brown (F (1, 25) = 3.74, p < .065)
showed only a tendency of influence.

On the G dimension all color categories, except gray and yellow, were strongly
influenced by the difference in buttons between both experiments (blue : F (1, 25) =
35.46, p < .000; brown : F (1, 25) = 33.52, p < .000; green : F (1, 25) = 21.79, p <
.000; orange : F (1, 25) = 30.12, p < .000; purple : F (1, 25) = 15.91, p < .001; red :
F (1, 25) = 12.58, p < .002;white : F (1, 25) = 22.26, p < .000; black : F (1, 25) =
35.27, p < .001).

6The full table of markers for the CLUTcan be found at:
http://eidetic.cogsci.kun.nl/egon/demos/vindx colorselector/



Last, on the B dimension 6 color categories were strongly influenced by the
difference between the experiments (blue : F (1, 25) = 7.67, p < .010; brown :
F (1, 25) = 8.67, p < .007; yellow : F (1, 25) = 7, 67, p < .010; pink : F (1, 25) =
9.82, p < .004;white : F (1, 25) = 7.19, p < .013; black : F (1, 25) = 12.89, p < .001)
and orange showed a tendency of being influenced (F (1, 25) = 4.02, p < .056);
gray, green, purple and red were not influenced at all.

However, it is much more interesting to consider the colors independent of
their (R, G, and B) dimensions. In both experiments (the overlap), 62 of the
same web-safe colors were categorized as blue, 69 were categorized as green, and
49 were categorized as purple. For the first two of these color categories the
difference in categorization between the experiments was marginal, for the latter
a clear difference between both experiments was present. The remaining colors
were categorized to one of the other 9 color categories. The overlap between both
experiments for these categories was much smaller (average: 12.89; range: 4-20).
The differences were large (average: 6.78; range: 1-19).

4 Discussion

The questionaire proved that the 11 color categories exist. This validated not only
the choice of the 11 buttons used for the categorization of stimuli in the experiment,
but, more importantly, it validated the idea to describe the RGB-color space using
these color categories. When people use color categories when thinking, speaking,
and remembering colors [2, 4, 5, 8], why not use them for describing the color
space and use this description for CBIR? Since the existence of color categories
proved to be valid we used them for two experiments on color categorization: one
by way of color discrimination and the other by way of color memory.

Conform the hypothesis, no consistent color categorization was found over the
experiments. This, despite the fact that the same stimuli were presented in the
same blocks with the same button order, for each of the experiments. So, this
leaves as conclusion that the cognitive processes of discrimination and memory in-
fluence color categorization strongly. Such a distinction argues in favor of different
algorithms for color matching in CBIR, using on the one hand query-by-example
and on the other hand query-by-color.

Color matching using a CLUT, based on the markers derived from the exper-
imental results, could enhance the color matching process significantly. Results
based on such a CLUT would be more intuitive for users. This would yield for the
user more satisfying results than when using non-intuitive color matching functions
founded on a color space.

Furthermore, the strong effect of the stimulus order on their perception was
remarkable. This again indicates the strong influence of color memory on color
perception. However, this did not explain that the CLUT markers define fuzzy
boundaries between the color categories. This is due to a wide range of vari-
ables influencing color perception: memory, illumination, object identity, culture,
emotion, and language [2, 4, 5, 8].

So, we have presented a division of the RGB-colorspace, that can be employed



as a model of human color categorization founded on two different cognitive pro-
cesses: color discrimination and color memory. We propose to implement separate
color matching algorithms for query-by-example and query-by-color. Each compris-
ing their own sustained basic color categories as fuzzy clusters in the CLUT. Such
an approach would yield perceptually intuitive retrieval, and with that, satisfying
results for the user.
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Abstract

This paper proposes a preliminary study of a new, real life propositional
dataset, regarding the relation between patients and their doctors. The
aim of this paper is to analyze this dataset from two point of view: the
satisfaction of the patient with his or her relation with the doctor and the
problem of recognizing whether a patient is admitted in a psychiatric ward
or not. The first problem is an important one since the measure of the
quality in the health care providing is gaining more and more attention.
The second problem allows to check if psychiatric patients differ from other
patients in social context, how they are treated by doctors and what they
want from their treatment. The Inductive Logic Programming algorithm
ECL is employed for inducing rules for the two addressed problems. We
have chosen to use ECL because its outputs is of easy comprehension for
experts in the psychiatric field.

1 Introduction

In the health care providing, satisfaction is earning more and more importance.
Patients are nowadays better informed about their rights and the advances in
medicine. They ask more from the doctor; the time when the patient believed
everything that the doctor said is over. The traditional doctor-patient relation-
ship is becoming a client-provider relationship. Patients go to the doctor for advice
and then decide about their treatment. They analyze critically what the doctor
says. At the same time, they know that they may choose between different care
providers. The way in which doctors approach patients becomes this way an im-
portant factor. The client is king. Because of this we have decided to collect
opinions from different patients with an interview questionnaire. The objective
was to measure what the features of the doctor-patient relationship in different
wards are and how different patients perceive it. Also the degree of satisfaction
among the patients and the determinant factors for satisfaction were included in
our objective. In our study we have taken two kinds of patients: psychiatric pa-
tients and non-psychiatric patients (belonging to the internal medicine and general
surgery wards). The reason for these two groups is the special character of the



doctor-patient relationship in the psychiatry. All the collected information has
been organized in a dataset [2]. In every branch of the medicine, the relation be-
tween doctor and patient is of great importance. It determines the compliance of
the treatment and a part of the curative process. In the psychiatry the therapeu-
tic relationship has even more power. Therefore having a general rule that could
guide doctors towards a good relation with their patients would be very useful.
The communication between doctor and patient would be better and that would
lead to more satisfaction, better compliance with the treatments and better pre-
vention [1]. That means an optimal use of health care services. Such a rule could
be induced with Inductive Concept Learning (ICL) tools. ICL [9] constitutes a
central topic in Machine Learning. The problem can be formulated in the following
manner: given a description language used to express possible hypotheses, a back-
ground knowledge, a set of positive examples, and a set of negative examples, one
has to find a hypothesis which covers all positive examples and none of the nega-
tive ones (cf. [7, 10]). The so learned concept can be used to classify previously
unseen examples. Concepts are induced because obtained from the observation of
a limited set of training examples. When hypotheses are expressed in (a fragment
of) first order logic, ICL is called Inductive Logic Programming (ILP).

In this paper we try to induce a satisfaction rule from the data with a ILP
system: ECL [3, 4]. Moreover we analyze the data also to check whether psy-
chiatric patients differ from other patients in their answers to the questionnaire.
We do that by trying to induce a rule that can distinguish between psychiatric
patients and non-psychiatric patients. If such a rule exists, then it can identifies
the aspects of the relation doctor-patient that are different when the patient is a
psychiatric one.

This paper is organized as follow. In section 2 we describe the dataset and the
two problems tackled in this paper. In section 3 we present the method we use for
analyzing the data and in section 4 we present and discuss the obtained results.
Finally in section 5 we give some conclusions.

2 The Dataset

The data was collected between November 2000 and June 2001 in the psychiatry
ward of Hospital Gil Casares, Santiago de Compostela, Spain and in the internal
medicine and general surgery wards of the Hospital Xeral, Vigo, Spain. The same
interviewer collected all data. Ninety patients were interviewed in the hospitals
following an interview questionnaire. The interview questionnaire was specially
designed for this research project. The reason is that this questionnaire measures
the satisfaction only from the doctor-patient relation point of view. Other ques-
tionnaires published in the medical literature, e.g the Verona service satisfaction
scale (VSSS) [11], take more elements into account. Our questionnaire is based on
the VSSS, with less items to facilitate the recruitment of admitted patients and
focusing on the doctor-patient relationship as a satisfaction determinant factor.
The questionnaire consists on ten variables referred to patient’s demographic data
and twenty-six items that feature the relation between the doctor and the patient.



It was possible to answer to these twenty-six items with five different grades.
Thus each patient is described by thirty-six attributes. Moreover it is also

known in which ward the patient was admitted. The ten demographic attributes
include the sex, the age, the marital status (single, married...), the number of
children, the place of residence, the education level, the working situation (if the
patient is working or not, if the patient is retired...), the kind of profession and in
which environment the patient lives (alone, with parental or own family). All this
data, but the age of the patient, are discrete. The age of the patient is considered
a numerical attribute.

The other twenty-six attributes include, among the others, the satisfaction
level of the relation between the interviewed patient and the doctor, the way the
doctor gives information to the patient (the comprehensibility of the language that
the doctor uses with the patient), the frequency of the contact between doctor
and patient, the degree of personal involvement of the doctor and so on. All
this attributes are nominal. A detailed description of all the attributes can be
found in [2]. For privacy reasons each patient is identified by an unique code. So
examples have the following form: case(id1), case(id2) . . ., where id1 and id2 are
different patients. The background knowledge contains facts of the following form:
sex(id1,m), age(id1,30), satisfied(id1,y), trust(id1,1) . . ., saying that the patient
identified by id1 is a male of thirty years, satisfied with his relation with his doctor
and that he considers that he can trust his doctor with a degree equal to 1, and
so on. We have chosen to address two problems:

Satisfaction Problem Patient satisfaction is related to the quality of the patient
care. It is although not the only parameter to consider in the measure of
quality care [12]. Satisfaction with health care is a multidimensional concept.
It includes availability, financial aspects, convenience, staff’s professional
skills, among others. One of the determinant factors is the relation between
doctor and patient [8].

In this problem positive examples are patients that are absolutely satis-
fied with their relation with their doctors, and negative examples are those
patients who are not completely satisfied. For this problem there are 61
positive examples and 29 negative examples. The background knowledge
contains 3274 facts.

Service Problem In this problem we want to induce rules to distinguish psy-
chiatric patients from non-psychiatric patients. Psychiatric patients may
differ from other kind of patients in demographic features. Disorders as
schizophrenia, alcohol and drugs abuse are more frequent in the population
with a lower social status. Bipolar disorder type I is more frequent among
people with lower educational level. Dementia is more frequent among the
elderly [6]. Maybe these differences go further than the demographic data.
Thus it would be interesting to know if psychiatric patients perceive the
doctor-patient relation differently than other people.

For this problem there are 43 positive examples and 47 negative examples.
The background knowledge is made of 3198 facts. There are less facts in



the background knowledge because some attributes were excluded from this
problem, e.g. the diagnosis for the disease of the patient was excluded, for
obvious reasons.

3 ECL: a GA based Inductive Concept Learner

The two problems are analyzed with the Inductive Logic Programming system
ECL. ECL was profitably applied [4] also to propositional data, and so it is suitable
for this task. Moreover the output produced by ECL (a logic program) is of easy
comprehension, so that experts in the field can asses the goodness of the induced
rules. ECL is a GA based inductive concept learner. This system evolves a set of
Horn clauses that form a Prolog program. In figure 1 a scheme of ECL is given.

ALGORITHM ECL
Sel = positive examples
repeat

Select partial Background Knowledge
Population = ∅
while (not terminate) do

Adjust examples weights
Select n chromosomes using Sel
for each selected chromosome chrm

Mutate chrm
Optimize chrm
Insert chrm in Population

end for
end while
Store Population in Final Population
Sel = Sel - { positive examples

covered by clauses in Population }
until max iter is reached
Extract final theory from Final Population

Figure 1: The overall learning algorithm ECL

The system takes as input a background knowledge (BK), and a set of positive
and negative examples, and outputs a set of Horn clauses that covers many positive
examples and few negative ones.

Recall that a Horn clause is of the form p(X, Y ) : −r(X, Z), q(Y, a). with
head p(X, Y ) and body r(X, Z), q(Y, a). A clause has a declarative interpretation:
∀X, Y, Z(r(X, Z), q(X, a) → p(X, Y )) and a procedural one: in order to solve
p(X, Y ) solve r(X, Z) and q(Y, a). Thus a set of clauses forms a logic program,
which can directly (in a slightly different syntax) be executed in the programming
language Prolog. The background knowledge used by ECL contains ground facts
(i.e. clauses of the form r(a, b) ← . with a, b constants). The training set contains



facts which are true (positive examples) and false (negative examples) for the
target predicate. A clause is said to cover an example if the theory formed by the
clause and the background knowledge logically entails the example.

In the repeat statement of the algorithm a Final population is iteratively
built from the empty one. Each iteration performs the following actions: part of
the background knowledge is randomly selected, an evolutionary algorithm that
uses that part of BK is run and the resulting set of Horn clauses is joined to the
actual Final population. The evolutionary algorithm evolves a Population of
Horn clauses starting from an empty population, where an individual represents a
clause, by the repeated application of selection, mutation (the system does not use
any crossover operator) and optimization in the following way. At each generation
n individuals are selected using a variant of the US selection operator [5]. Roughly,
the selection operator selects a positive example and performs a roulette wheel on
the set of individuals in the Population that cover that example. If that example
is not covered by any individual then a new clause is created using that example
as seed. Each selected individual undergoes mutation and optimization. Mutation
consists of the application of one of the following four generalization/specialization
operators. A clause is generalized either by deleting an atom from its body or by
turning a constant into a variable, and it is specialized by either adding an atom
or turning a variable into a constant. Each operator has a degree of greediness. In
order to make a mutation, a number of mutation possibilities is considered, and
the one yielding the best improvement, in terms of fitness, is applied. Optimiza-
tion consists of the repeated application of one of the mutation operators, until
the fitness of the individual increases, or a maximum number of optimization steps
has been reached. Individuals are then inserted in the population. If the popu-
lation is not full then the individuals are simply inserted. If the population has
reached its maximum size, then n tournaments are made among the individuals in
the population and the resulting n worst individuals are substituted by the new
individuals.

The fitness of an individual x is given by the inverse of its accuracy:

fitness(x) = 1
Acc(x) = P+N

px+(N−nx)

In the above formula P and N are respectively the total number of positive and
negative examples, while px and nx are the number of positive and negative ex-
amples covered by the individual x. We take the inverse of the accuracy, be-
cause ECL was originally designed to minimize a fitness function. When the
Final population is large enough (after max iter iterations) a subset of its
clauses is extracted in such a way that it covers as many positive examples as
possible, and as few negative ones as possible.

4 Results and Discussion

In this section we will present some results obtained with ECL. In all the experi-
ments performed with ECL all the clauses considered are allowed to have at most
three atoms in their body. This limitation is necessary for allowing an easy in-
terpretation of the clauses by experts. We first run ECL on the complete set of



examples for both problems, in order to induce useful rules according to the judg-
ment of experts in the field. We then validate the method with a cross-validation
evaluation. An argument written as {a, b} means that it can be either a or b.

4.1 Satisfaction Problem

On the Satisfaction problem, the best logic program induced by ECL consists
of seven clauses. This logic program has an accuracy of 98.89%, a precision of
98.39% and a recall of 100%. This solution was found with a population size of
50, 10 generations and 10 individuals selected per generation and using 0.2 of the
background knowledge at each iteration of the GA, and max iter set to 10.

An example of clause found is case(X) : −wlclarity(X, {n, cn}), explained(X, s).
which cover 23 positive examples and 1 negative. This clause states that if a doc-
tor has given information about the disease to the patient and if the patient finds
it comprehensible enough, then the patient is satisfied. As expected, good com-
munication between doctor and patient determines the satisfaction of the patient.
If patients think that the doctor speaks clearly enough and they perceive that the
doctor explains to them their illness, they are satisfied.

An interesting clause, not found in the best solution is: case(X):- trust(X,{cs,s}),
wait(X,{n,av}). that states the if the patient trusts his doctor and does not have to
wait then is satisfied by his doctor-patient relation. This clause covers 52 positive
examples and 10 negatives. As expected, the system found correlation between
the patient’s trust in the doctor and not having to wait and perceived satisfaction.

Another instance is: case(X) : −change(X, n), trust(X, s), wlsd(X, {cs, s}).
Also this clause was expected. It says that if a patient does not want to change
doctor, if he trusts his doctor and would like to be seen always by the same
doctor, then the patient is satisfied. The clause covers 33 positive examples and 2
negatives.

4.2 Service Problem

On the Service problem, the best logic program induced by ECL is made of nine
clauses. This logic program has an accuracy of 89%, a precision of 82.35% and
a recall of 97.68%. This solution was found with a population size of 100, 10
generations, 20 individuals selected per generation, max iter set to 5 and with half
of the background knowledge used at each iteration of the GA. From a practical
point of view, not all of the clauses were useful, however a number of them turned
out to be correct. For example the clause case(X) : −trust(X, n). which states
that if a patient does not trust his or her doctor then the patient is more likely
to be a psychiatric patient. This clause correctly covers 9 positive examples and
no negative ones. The clause is judged to be correct. In fact psychiatric patients
are sometimes compulsory hospitalized. Because they have not chosen to see that
doctor, it can be justified that they do not trust him. Moreover, some psychiatric
patients suffer from delusions (false beliefs which are held with perseveration).
One typical delusion is the belief that everyone in the environment is an enemy.



That would explain that the patient sees the doctor as an enemy and does not
trust him.

Another interesting clause is case(X) : −explained(X, n), same doc(X, {cs, s}).
that states that if the patient affirm that his doctor has never explained him his
disease and if the patient is visited almost always by the same doctor, then it is
likely to be a psychiatric patient. This clause covered 14 positive examples and 1
negative. Patients with a psychiatric disorder have frequently lack of insight. They
do not perceive properly what their illness is. That can explain why they answer
more than other patients that nobody has explained them what their illness is.
If they are always seen by the same doctor, that is even more likely. It could be
that patients do not get an explanation of their illness in the first contact , but it
should certainly happen after a few meetings.

The last example we propose for the Service problem is represented by the
clause case(X) : −work(X, {baja, pensionista}).. This clause covered 6 positive
examples and no negative. It describes the working situation of the patient, saying
that if a patient has a temporal or permanent situation of work inability or he is
retired, then he is likely to be a psychiatric patient. Patients with a psychiatric
disorder are impaired in different functional areas, one of them is work. That
justifies the association between temporal or permanent situation of work inability
and retiring, and psychiatric disorder.

4.3 Cross-validation

We have evaluated ECL on the problems with a ten-fold cross-validation method.
Each dataset is divided in ten disjoint sets of similar size; one of these sets is used
as a test set, and the union of the remaining nine forms the training set. ECL is
then run, with the same parameter used in the previous section, on the training
set and the resulting logic program, is tested on new examples using the test set.
Three runs with different random seeds are performed on each dataset.

Problem ECL C4.5
Satisfaction 0.72 (0.08) 0.68 (0.04)

Service 0.70 (0.03) 0.72 (0.02)

Table 1: Results for the two problems. For both problem the average accuracy
and standard deviation (between brackets) are shown.

The average accuracy and standard deviation (between brackets), over all three
runs, are given in table 1. The same table present also the same information on
the results obtained by C4.5. No limitation on the number of attributes that can
be taken into consideration by C4.5 was used. This can explain the difference in
the performance of the two systems on the Service problem. However even in this
case the accuracy of the solution found by ECL is comparable with the one found
by C4.5. The computational cost is the main drawback of ECL, in fact C4.5 is
much faster than ECL.



5 Conclusions

In this paper we have analyzed a new real life dataset regarding the relation doctor-
patient. We have derived two problems from this dataset, the satisfaction of the
patient with his or her relation with the doctor and the problem of identifying
psychiatric patients. This last problem is important because analyzing the induced
rules, experts can check what the differences are in the doctor-patient relation with
psychiatric patients. Rules obtained on the satisfaction problem are the expected
ones. They focus on concepts like the will of the patient to change doctor, or the
will to be seen by the same doctor. All this factors are the expected ones. For
the service problem, results suggests that psychiatric patients may perceive the
relation with their doctor in a different way than other kind of patients.

In this paper we have proposed a preliminary analysis of the data, using only
ECL. We have also applied C4.5 but its results were only used for comparison in
the cross-validation. As a future work we are planning to analyze the data with
other classifier systems.
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Abstract

Situated and embodied reactive agents solve relatively complex tasks by
coordinating action and perception. Reactive agents are generally believed
to be incapable of coping with identical sensory states that require differ-
ent responses (i.e., perceptual ambiguity). In contrast to reactive agents,
non-reactive agents can cope with perceptual ambiguity by storing and inte-
grating sensory information over time. This paper investigates how and to
what extent reactive agents can cope with perceptual ambiguity. An active
categorical perception model is introduced in which agents categorise objects
by coordinating action and perception. The agent’s neurocontrollers are evo-
lutionary optimised for the task. Our results show that reactive agents can
cope with perceptual ambiguity despite their incapability to store sensory
information over time. An analysis of behaviour reveals that reactive agents
use the environment as an external memory.

1 Introduction

Perceptual ambiguity occurs when identical sensory states require different re-
sponses. Ambiguous sensory states cause a problem for agents that have to select
an appropriate action. The problem of perceptual ambiguity can be solved by stor-
ing information over time [1]. In agent models of behaviour, reactive agents, i.e.,
agents reacting directly and exclusively to the current sensory state, are generally
regarded as unable to cope with perceptual ambiguity. Beer [1] claims that only
non-reactive agents, i.e., agents with internal (recursive) dynamics, can cope with
perceptually ambiguous tasks. He states that they can do so because their inter-
nal dynamics allow non-reactive agents to organise ‘their behaviour according to
sensory stimuli that are no longer present’ (p. 424). However, numerous animals
behave reactively [6] and are still able to cope with perceptual ambiguity, presum-
ably omnipresent in their natural environments. The research question addressed
in this paper reads: How and to what extent can reactive and non-reactive agents
cope with perceptual ambiguity?
To answer this question, we define a model of an agent embedded in a simple
environment in which the level of perceptual ambiguity can be varied. The sen-
sor configuration of the agent determines the level of perceptual ambiguity. The
model is called the active categorical perception model (cf. [2]) to emphasise the

1P.O.Box 616, 6200 MD Maastricht, The Netherlands. E-mail: {mf.vandartel, kuyper,
postma, herik}@cs.unimaas.nl



active nature of perception in the agents studied. Through simulation studies, the
ability of reactive agents to cope with different levels of perceptual ambiguity is
evaluated.
The outline of this paper is as follows. In section 2, the active categorical per-
ception model is presented. Section 3 describes the experiments conducted and
reports on the results. In section 4, the behaviour of optimised agents is analysed.
The results are discussed in terms of internal and external memory and conclusions
are provided in section 5.

2 The active categorical perception model

In the active categorical perception model, agents are optimised to catch and avoid
falling objects. In the model, categorical perception is active because it is achieved
through an active interaction between agent and environment. Active perception
requires that the model is situated, i.e., that the agent is able to interact with its
environment.
A two-dimensional grid Gt of size xmax × ymax defines the environment in which
the agent acts at time t. For all experiments we set xmax = 20 and ymax = 10. The
objects and agents are allowed to move through the left and right boundaries of the
environment, defined by x = 0 and x = xmax −1, and to re-appear at the opposite
side of the environment. In the model, time passes in discrete steps. Each object is
placed at y = ymax − 1 at t = 0. The law of gravity in the model causes objects to
fall. Objects hit the floor defined by y = 0 at t = ymax−1. An object is represented
by a sequence of ones: Gt((x + j) mod xmax, y) = 1 for j ∈ {0, 1, . . . jmax − 1},
with jmax the width of the object. Two types of objects are defined: small objects
(jmax = 2) and large objects (jmax = 4). For the initial horizontal position of an
object, x is selected from x ∈ {0, 1, . . . xmax − 1}. The dynamics of falling objects
are represented as follows. From t to t + 1 grid Gt is modified by the following
rules: Gt+1(x, y) = Gt((x + 2d) mod xmax, y − 1) (x = 0, 1, . . . xmax − 1), and
Gt+1(x, y− 1) = 0 (x = 0, 1, . . . xmax − 1), with d ∈ {−1, +1} a direction param-
eter that is fixed between t = 0 and t = tmax. The first formula defines the new
position of the object. The second erases the old position of the object by setting
all values of grid cells in the row of grid Gt in which the object was last positioned
to zero. The object defined by the sequence of ones in Gt moves leftward for
d = −1 and rightward for d = +1. Figure 1 illustrates four consecutive simulation
time steps (denoted by t to t + 3) in the active categorical perception model with
a large object (represented by black grid cells) falling leftward. The four circles in
the bottom row of each grid represent the sensors of the agent, which are activated
(grey circles) by the presence of an object in the same column. In the figure, the
agent moves four grid cells leftward in each time-step.
An agent consists of a neurocontroller that receives environmental input through
an array of sensors. A motor system moves the agent according to the output of
the neurocontroller. Two feedforward neural networks served as neurocontrollers
for the reactive agent: (1) a simple perceptron (P) and (2) a simple multilayer
perceptron (MLP) of equal size.
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Figure 1: An agent with inactive sensors (white circles) and activated sensors (grey
circles) as a result of detecting a large object (black grid cells) in the environment
(grid G) over four time steps.

The sensor array of the agent consists of two types of sensors: functional sensors
and blind sensors. Each agent has s functional sensors (s = 4, for all experi-
ments outlined in section 3), with each functional sensor connected to one input
node. A variable number of blind sensors b (b ∈ {0, 1, 2, 3}), i.e., sensors that are
not connected to the input layer, are inserted into the sensor array; they deter-
mine the level of perceptual ambiguity. Blind sensors are always positioned in the
middle of the sensor array. The sensors occupy neighbouring grid cells and are
constrained to the bottom row of the grid Gt, Gt(x, 0) for all t. The activation
of the sensor at position x at time t is represented by I(x, t) and is defined as:
I(x, t) =

∑ymax−1
y=0 Gt(x, y). In order to catch and avoid objects, agents can move

to the left, move to the right, or stand still in the bottom row of Gt. Since the
environment is circular, i.e., objects and agents can move through the walls and
re-appear at the opposite side of the environment, the output can have any value.
The output of the neurocontroller, rounded to the nearest integer value, defines the
number of steps st moved to the left (negative output) or right (positive output).
If st = 0, the agent does not move. For a sensor positioned at x, the new position
after movement is defined by: (x + st) mod xmax. The behaviour of an agent is
evaluated when the object reaches the bottom row of grid Gt at t = ymax − 1.
An object is caught by the agent iff |ca − co| ≤ 4.5 (modulo the boundaries),
with ca representing the centre of the agent and co the centre of the object; an
object is avoided iff |ca − co| > 4.5 (modulo the boundaries). Setting the criteria
for behavioural evaluation in this way ensures that objects that activate sensors
at t = ymax − 1 are evaluated as being caught. The agent’s task is to categorise
the two classes of objects (small and large). Agents are optimised to avoid large
objects and to catch small objects. By avoiding large objects and catching small
ones an agent exhibits its ability to categorise.
Perceptual ambiguity is defined as the proportion of sensory states that are am-
biguous to the agent. Sensory states are ambiguous when they can be caused by



the presence of an object from either object class (small or large). Hence, cate-
gorisation is not possible on the basis of a single ambiguous sensory state. For
instance, in figure 1 all depicted sensory states are ambiguous to the agent except
for the sensory state at time t+1, since this state can only result from the presence
of a large object.
The number of blind sensors inserted in the middle of the sensor array determines
the level of perceptual ambiguity. When the number of blind sensors is increased,
the proportion of ambiguous sensory states increases too, i.e., it becomes more
difficult for the agent to categorise objects. Table 1 shows the percentages of
unique and ambiguous sensory states for the different numbers of blind sensors
(b ∈ {0, 1, 2, 3}). Only nine or fewer different sensory states (depending on the
number of blind sensors, as shown in table 1) can occur in the agent’s sensor array
during the task. The percentages listed in table 1 were obtained by recording the

number of number of possible number of unique number of ambiguous
blind sensors sensory states sensory states sensory states

b = 0 9 4 (44.4%) 5 (55.6%)
b = 1 9 4 (44.4%) 5 (55.6%)
b = 2 8 3 (37.5%) 5 (62.5%)
b = 3 7 0 (0%) 7 (100%)

Table 1: Number of possible, unique, and ambiguous sensory states for b ∈
{0, 1, 2, 3} blind sensors.

occurrences of each sensory state while exhaustively generating all possible sensory
states of objects from both classes.
The behaviour of the reactive agents depends on the weight values of their con-
stituent neurocontrollers. We employ an evolutionary algorithm to optimise the
behaviour of agents in our model. An evolutionary algorithm determines the
weight values for all connections in the agent’s neurocontroller. After randomly
initialising the weights of the neurocontrollers, the complete generation is tested
on the active categorical perception task described above. An agent’s fitness F ,
i.e., the success of a tested agent, is calculated as: F = (CC + CA)− (FC + FA),
with CC the sum of correctly caught objects, CA the sum of correctly avoided
objects, FC the sum of caught objects that should have been avoided, and FA
the sum of avoided objects that should have been caught. Agents are tested on
all possible starting positions, object classes, and directions in which objects can
fall (i.e., xmax · 2 · 2 = 80 trials). The performance of an agent is expressed by
its success rate (∈ [0, 1]), which is calculated by (F + 80)/(2 · 80). The algorithm
uses the standard evolutionary techniques of reproduction, crossover, and muta-
tion [3]. By constraining the input weights of all neurocontrollers we reduced the
evolutionary search space. For all agents the value of the i-th input weight to the
left of the centre is defined to be equal to minus the value of the i-th input weight
to the right of the centre (i ∈ 1,2).



3 Experiments and results

Experiments were performed with each combination of neuro-controller and num-
ber of blind sensors. Each experiment was executed 5 times, over which the success
rates of the best-performing agents were averaged. Comparing the results of the
8 experiments provides insight into the ability to cope with perceptual ambiguity.
Table 2 shows the average success rate (sr) and standard deviation (sd) for all com-
binations of neurocontroller and number of blind sensors (b). All agents appear

b=0 b=1 b=2 b=3
sr sd sr sd sr sd sr sd

P 0.7500 0.0049 0.7875 0.0056 0.7250 0.0046 0.6100 0.0017
MLP 0.8350 0.0160 0.8375 0.0199 0.7725 0.0132 0.7225 0.0096

Table 2: Average success rate (sr) and standard deviation (sd) for all neurocon-
trollers and sensor configurations.

capable of performing categorical perception above chance level (i.e., sr > 0.50).
For reactive P-controlled agents, those with one blind sensor (b = 1) outperform
agents without blind sensors (b = 0). It should be noted that for both cases, the
percentage of ambiguous sensory states is identical (i.e., 44.4%; see table 1). For
larger numbers of blind sensors (b = 2 and b = 3) a decrease in performance is
observed. The reactive MLP-controlled agents outperform the P-controlled ones
for each value of b, but show a similar pattern of relative performance for different
values of b.
Performance on the active categorical perception task is not linearly related to the
perceptual ambiguity in the task. This is, for instance, shown by the differences
in performance between agents with b = 0 and b = 1 for both neurocontrollers,
while the number of ambiguous sensory states is equal for both values of b. This
non-linear relation can be attributed to two factors. First, it can be attributed
to the change in sensor configuration as a result of altering the number of blind
sensors. Second, it can be attributed to the difference in the spatial extent or
scope of the sensor array. Presumably, both factors influence the performances in
our study.

4 Analysis of behaviour

We have now established to what extent reactive agents can cope with perceptual
ambiguity. In this section we investigate the different strategies employed. State-
transition diagrams were constructed from the sensory states of optimised agents
in order to investigate the behavioural strategies of reactive agents enabling them
to cope with perceptual ambiguity. Sensory state-transition (SST) diagrams make
explicit how reactive agents make use of their environment.
Before SST diagrams can be constructed, sensory state-action (SSA) mappings
of optimised agents have to be extracted, see figure 2. On the basis of the SSA
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Figure 2: Mapping of sensory state to action of an optimised MLP-controlled agent
without blind sensors (b = 0, sr = 0.835).

mapping, and the type and direction of movement of objects, we calculated every
possible sequence of SST. In figure 3, the SST diagrams for an optimised MLP-
controlled agents are shown. In the SST diagrams, and the SSA mappings used
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(a) Sensory state-transition diagram of
an MLP-controlled agent facing a small
object falling rightward.
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(b) Sensory state-transition diagram of
an MLP-controlled agent facing a small
object falling leftward.
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(c) Sensory state-transition diagram of
an MLP-controlled agent facing a large
object falling rightward.
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(d) Sensory state-transition diagram of
an MLP-controlled agent facing a large
object falling leftward.

Figure 3: Sensory state-transition diagram of an optimised MLP-controlled agent
and a small object falling rightward (a) or leftward (b), and with a large object
falling rightward (c) or leftward (d).

to construct the diagrams, sensory states are represented by ellipses with black or
white circles, expressing the binary value of activation for each individual sensor
(i.e., black = ‘1’ and white = ‘0’). The arrows in the diagrams represent transitions
from one sensory state to another. Since the depicted agents are reactive, there
can only be one successor state from each sensory state. However, this is not
the case for the sensory state in which all sensors are inactive, i.e., the sensory
state 0000. Although the agent behaves reactively, in the 0000 sensory state the
object can be at many different positions relative to the agent. The arrow from
sensory state 0000 to a target sensory state is labelled with a number indicating
the number of time steps before the transition to the target sensory state occurs,



i.e., the number of time steps the agent remains in sensory state 0000.
For small objects, only 6 of the 9 sensory states depicted in figure 2 can occur.
Hence, the diagrams in figures 3a and 3b, contain 6 sensory states. For large
objects, 8 of them can occur, which is why the corresponding diagrams 3c, and 3d)
contain 8 sensory states. Optimised MLP-controlled agents reveal behavioural
attractors in the MLP-controlled agent. Besides n-cycles, their diagrams reveal
the existence of point attractors that lead to catch behaviour. The point attractors
correspond to sensory states 0001 and 1000 for right and leftward falling small
objects (figures 3a and 3b), respectively. These attractor states also occur in the
case of large objects that should be avoided (see figures 3c and 3d). The agent in
figure 3 is able to enter these attractor states in almost all small-object cases (see
figure 3a and 3b). However, in the large object cases, the agent only occasionally
enters these attractor states (see figure 3c and 3d), namely, when the attractor
state is the initial state (i.e., when t = 0). The behavioural attractors in figure 3
clearly demonstrate how a reactive agent can make a categorical decision on the
basis of information stored in the environmental dynamics. By evolution it has
learned that different classes of objects yield different consequences of actions, e.g.,
entering or not entering a behavioural attractor.
Our analysis reveals that reactive agents compensate their lack of internal memory
by using the environment (i.e. the falling object) as an external memory. The
external memory is most strickingly revealed by the attractor states that couple
the dynamics of the agent to the dynamics of the object. MLP-controlled agents
make use of external memory as expressed by the behavioural attractors in the
SST diagrams.

5 Discussion and conlusion

Our findings contradict Beer’s claim that reactive agents (i.e., agents without in-
ternal dynamics) ‘cannot organise their behaviour according to sensory stimuli
that are no longer present’ [1] (p.224). Both reactive controllers (P and MLP)
perform categorisation above chance-level, even when all sensory states are am-
biguous, i.e., when b = 3. Nolfi (in [5]) supports the conclusion that reactive
agents can perform relatively well on tasks with perceptual ambiguity. The better
performance of MLP-controlled agents over the P-controlled agents indicates the
importance of a non-linear sensory state-action mappings in reactive agents coping
with perceptual ambiguity.
It is important to note that evolutionary selection occurs on the basis of complete
sequences of sensory-motor behaviour, rather than on single perception-action
steps. Consequently, our results can be explained by the fact that perceptual
ambiguity is defined locally in time, while behavioural success (catching or avoid-
ing) is defined globally.
A similar conclusion was drawn by Nolfi [5], who found reactive robots to cope
with perceptual ambiguity in a task in which all sensory states were ambiguous.
He concluded that they did so by exploiting the ‘emergent behaviours resulting
from a sequence of sensory-motor loops and the interaction between robot and the



environment’ (p.119). In Nolfi’s experiment [5], reactive agents were evolution-
ary optimised to find a goal position in a static environment. The results of our
experiments extend Nolfi’s results to a categorical perception task in a dynamic
environment. Categorisation is often argued to be fundamental to cognition [2, 4].
In our experiments, the environment acts as an external memory for the reactive
agents. Past actions are (to a certain extent) reflected in the current sensory state.
Trajectories towards behavioural attractors are expressions of the external mem-
ory. Hence, in this task an internal memory is not needed to cope with perceptual
ambiguity. Natural cognitive systems have also been shown to use the environment
as an external memory [7].
Our results illustrate how and to what extent situated reactive agents can cope
with perceptual ambiguity. The extent to which reactive agents can cope with
perceptual ambiguity depends on the ability to map sensory states to actions in
a non-linear way. We conclude that reactive agents can cope with perceptual
ambiguity by exploiting the environment as an external memory store.
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Abstract

This paper presents the specification of a programming language for cog-
nitive agents. This programming language is an extension of 3APL (An
Abstract Agent Programming Language) and allows the programmer to im-
plement agents’ mental attitudes like beliefs, goals, plans, and actions, and
agents’ reasoning rules by means of which agents can modify their mental
attitudes. The formal syntax and semantics of this language is presented.

1 Introduction

In research on agents, besides architectures, the areas of agent theories and agent
programming languages are distinguished. Theories concern descriptions of (the
behavior of) agents. Agents are often described using logic [9]. Concepts that are
commonly incorporated in such logics are for instance knowledge, beliefs, desires,
intentions, commitments, goals and plans.

It has been argued in the literature that it can be useful to analyze and specify
a system in terms of these concepts [2, 7]. If the system would however then be
implemented using an arbitrary programming language, it will be difficult to verify
whether it satisfies its specification: if we cannot identify what for instance the
beliefs, desires and intentions of the system are, it will be hard to check the system
against its specification expressed in these terms. This is referred to by Wooldridge
as the problem of ungrounded semantics for agent specification languages [11]. It
will moreover be more difficult to go from specification to implementation if there
is no clear correspondence between the concepts used for specification and those
used for implementation.

To support the practical development of intelligent agents, several program-
ming languages have thus been introduced that incorporate some of the concepts
from agent logics. First there is a family of languages that use actions as their
starting point to define commitments (Agent-0, [8]), intentions (AgentSpeak(L),
[6]) and goals (3APL, [3]). In the language GOAL ([4]) on the other hand, the
concept of declarative goals is central. In [10], the language Dribble was proposed
which constitutes a synthesis between the declarative and the action centred ap-
proaches. Dribble is however a propositional language without variables, which



severely limits its programming power. In this paper, we propose an extension of
the language 3APL, inspired by Dribble, with declarative goals and first order fea-
tures. Furthermore, whereas in Dribble one can use goals for plan selection only,
in this extension of 3APL we add rules for reasoning with goals. We will refer to
the extension of 3APL presented in this paper, simply with the same name 3APL.

In the next section we introduce the syntax of the extended version of 3APL
and indicate some of the important (new) features. In section 3 we describe the
operational semantics of 3APL using state transitions. We give some conclusions
and areas for further research in section 4.

2 Syntax

2.1 Beliefs and goals

The beliefs of a 3APL agent describe the situation the agent is in. The belief base
can contain information the agent believes about the world and it can contain
information that is internal to the agent. The goals of the agent on the other
hand, denote the situation the agent wants to realize. The beliefs and goals are
represented by a standard first-order language with variables (V AR), functions,
predicates and the usual connectives. Terms (TL) are built from variables and
functions. Formulae are built from predicates, terms, negation of atomic formula,
and conjunction of formulae. We assume that all variables are universally quanti-
fied with maximum scope. We will refer to this language as the domain language
(L) in this paper, with typical formula φ.

A 3APL agent has a belief base and a goal base, both being sets of formulas
from this domain language. In the rules which will be defined in the sequel, one
needs to be able to refer to sentences from the belief base or goal base. Therefore,
we define the following belief language and goal language on top of the domain
language.

Definition 1 (beliefs and goals) Let L be the domain language. Then, the belief
language LB and the goal language LG are defined as follows:
- if φ ∈ L, then Bφ ∈ LB and if β, β′ ∈ LB, then β ∧ β′ ∈ LB

- if φ ∈ L, then Gφ ∈ LG and if κ, κ′ ∈ LG, then κ ∧ κ′ ∈ LG

The belief and goal languages do not include negation. The main reason is
to avoid a number of the problems occurring with substitutions and unifications
concerning negation. They are very similar to those occurring in logic programs
with negation. Although some (partial) solutions thus could be used from that area
they would complicate the current paper unnecessary. We therefore left negation
as a separate issue to be dealt with in a subsequent paper.

2.2 Plans

In order to reach its goals, a 3APL agent adopts plans. A plan is a sequence
built from basic elements. The basic elements can be basic actions, tests on the
belief base or abstract plans (sometimes called achievement goals [3]). As in the



languages GOAL and 3APL, basic actions specify the capabilities with which an
agent should achieve a certain state of affairs. The effect of execution of a basic
action is a change in the belief base of the agent. An abstract plan cannot be
executed directly in the sense that it updates the belief base of an agent. Ab-
stract plans serve as an abstraction mechanism like procedure calls in imperative
programming. If a plan consists of an abstract plan, the abstract plan could be
replaced by basic actions through reasoning rules. Basic actions and abstract plans
consist of a name and a number of parameters that are terms from TL.

Definition 2 (plans) Assume a set of basic actions ACT and a set of abstract
plans AP . Let β ∈ LB. The plan language LP consists of the following elements:
the empty plan E ∈ LP , ACT ⊆ LP , β? ∈ LP , AP ⊆ LP and if π1, π2 ∈ LP , then
π1;π2, if β then π1 else π2 fi and while β do π1od ∈ LP . We identify E; π
with π; E and π.

2.3 Reasoning Rules

We propose various rules to reason with goals, plans, and their interactions. These
rules are conditionalized by beliefs.

Definition 3 (rules) Let β ∈ LB, κ, κh, κb ∈ LG, and π, πh, πb ∈ LP . We define
sets of reasoning rules for goals GR, plans PR, and their interactions IR as
follows:
- κh ← β | κb ∈ GR,
- κ ← β | π ∈ IR,
- πh ← β | πb ∈ PR.

The goal rules are used to revise, generate or drop goals. For example, the goal
rule G(on(x, y)) ← B(tooHeavy(x) ∧ notHeavy(z)) | G(on(z, y)) can be used to
revise one of an agent’s goals: it informally means that if the agent desires to have
block x on block y, but it believes that x is too heavy while z is not heavy, then
it should revise its goal and aim to have block z on block y.

The interaction rules are used to generate plans to achieve goals. They are simi-
lar to the goal rules of Dribble. For example, the interaction rule
G(on(x, z)) ← B(on(x, y)) | move(x, y, z) states that if the agent desires to have
block x on block z, but it believes that x is on block y, then it plans to move x
from y and put it on z. The belief condition thus indicates when the plan could be
selected to achieve the specified goal. Interaction rules can also be used to model
reactive behavior in the sense that goals and actions are generated on the basis
of agent’s beliefs (about the environment) rather than on basis of existing goals.
Reactive behavior can be modelled by interaction rules of the form � ← β | π.

Finally, the plan rules, which are similar to the practical reasoning rules of
3APL, are used to revise and drop plans. For example, the plan rule move(x, y, z) ←
B(¬clear(x)) | on(u, x)?; move(u, x, F l); move(x, y, z) informally means that if the
agent plans to move block x from block y onto block z (i.e. move(x, y, z)), but it
cannot move x because (it believes that) there is a block on x (i.e. B(¬clear(x))),
then the agent should revise its plan by finding out which block (u) is on x (i.e.



on(u, x)?), moving u onto the floor (i.e. move(u, x, F l)), and finally moving x
from y onto z (i.e. move(x, y, z)). Plan rules are not used to generate plans. This
is because we assume that a plan is only generated to achieve a certain goal. The
generation of plans is therefore restricted to the interaction rules.

2.4 A 3APL configuration and agent

Above, the beliefs, goals and plans of a 3APL agent were defined. These are the
elements that change during the execution of the agent. Together with a fourth
substitution component, they constitute a 3APL configuration. The substitution
is used to store values or bindings associated with first order variables. In the
sequel, we will use Free(e) to indicate the set of free variables (not bound by a
quantifier) that occur in the syntactic element e and dom(θ) to denote the set of
variables that form the domain of the substitution θ.

Definition 4 (configuration) A configuration of a 3APL agent is a tuple 〈σ, γ, Π, θ〉,
where σ ⊆ L is the belief base of the agent, γ ⊆ L is the goal base of the agent,
Π ⊆ LP ×LG is the plan base of the agent1, and θ represents the substitution that
binds domain variables to domain terms, i.e. θ ⊆ { [xi/ti] | xi ∈ V AR , ti ∈
TL, xi �∈ Free(tj),∀i �= j xi �= xj}. Moreover, the belief and goal bases are as-
sumed to be grounded, i.e. they consist of formulae in which no free variables
occur. Finally, the belief base and the goal base of agents are such that for any
goal φ ∈ γ the following holds: σ �|= φ, φ �|= ⊥ and σ �|= ⊥.

In this definition, we have defined Π as consisting of plan-goal formula pairs. The
goal for which a plan is selected is recorded with the plan, because this for instance
provides the possibility to drop a plan of which the goal is reached. Furthermore,
goals may be revised or dropped and one might want to remove a plan associated
with a goal which has been dropped, from the plan base.

Definition 5 (agent) A 3APL agent is a tuple 〈σ0, γ0, GR, IR, PR〉 where 〈σ0, γ0, ∅, ∅〉
is the initial configuration, GR is a set of goal rules, IR is a set of interaction
rules and PR is a set of plan rules.

3 Semantics

We define an operational semantics for 3APL in terms of a transition system ([5]).
A transition system is a set of derivation rules for deriving transitions. A transition
is a transformation of one configuration into another and it corresponds to a single
computation step. In order to define the semantics of the various rules, we first
need to define the semantics of the belief and goal formulae.

Definition 6 (semantics of belief and goal formulae) Let 〈σ, γ, Π, θ〉 be an agent
configuration, φ, φ′ ∈ L and ϕ, ϕ′ ∈ LB ∪ LG.

1Note that the (initial) goal that should be achieved by a plan is associated to that plan.



〈σ, γ, Π, θ〉 |= Bφ ⇔ σ |= φ
〈σ, γ, Π, θ〉 |= Gφ ⇔ ∃φ′ ∈ γ : φ′ |= φ and σ �|= φ
〈σ, γ, Π, θ〉 |= ϕ ∧ ϕ′ ⇔ 〈σ, γ,Π, θ〉 |= ϕ and 〈σ, γ, Π, θ〉 |= ϕ′

As explained above, the semantics of Gφ is defined in terms of separate goals, as
opposed to defining it in terms of the entire goal base. The idea is, that all logical
consequences of a particular goal are also goals, but only if they are not believed
([4]).

In the following, a set of derivation rules is proposed that specifies the semantics
of various ingredients of 3APL. These rules specify the semantics of a 3APL agent
with a set of goal rules GR, a set of plan rules PR and a set of interaction rules
IR. We assume the usual notions of ground substitutions and application of a
substitution as also defined in [3].

The first derivation rule specifies the execution of the plan base of a 3APL
agent. The plan base of the agent is a set of plan-goal pairs. This set can be
executed by executing the plan of one of the constituent plans-goal pairs.

Definition 7 (plan base execution) Let
Π = {(π1, κ1), . . . , (πi, κi), . . . , (πn, κn)} ⊆ LP × LG and
Π′ = {(π1, κ1), . . . , (π′

i, κi), . . . , (πn, κn)} ⊆ LP ×LG be plan bases, θ, θ′ be ground
substitutions, and V = Free(Π). Then, the derivation for the execution of a set
of plans is specified in terms of the execution of individual plans as follows:

〈σ, γ, (πi, κi), θ〉V → 〈σ′, γ′, (π′
i, κi), θ′〉

〈σ, γ,Π, θ〉 → 〈σ′, γ′,Π′, θ′〉
Transitions for individual plans are parameterized by the set of free variables
V of the entire plan base Π. This is necessary because in the transition rules for
individual plans, sometimes reference needs to be made to this set. In the following,
we use Goal as a function of type LG → ℘(L) that removes the G modalities from
a goal formula returning its goals from L. For example, Goal(G(p(a))∧G(q(b))) =
{p(a), q(b)}.

Now we will introduce the derivation rules for the execution of basic plan
elements: basic actions and tests. We do not introduce derivation rules for abstract
plans, because abstract plans cannot be executed. They can only be transformed
using plan rules.

Definition 8 (basic action execution) Let α ∈ ACT and let T be a function that
specifies the belief update resulting from the execution of basic actions, then the
execution of a single action is specified as follows:

T (αθ, σ) = σ′ & 〈σ, γ, {(α, κ)}, θ〉 |= κ

〈σ, γ, (α, κ), θ〉V → 〈σ′, γ′, (E, κ), θ〉

where γ′ = γ\{φ ∈ γ | φ ∈ Goal(κ) & σ′ |= φ}.
The condition 〈σ, γ, {(α, κ)}, θ〉 |= κ guarantees that the action can only be exe-
cuted if the goal for which α was selected, is still entailed by the current configura-
tion. This condition could be removed, leaving the decision of whether to enforce



it, up to a meta-program called the deliberation cycle ([1]). The substitution θ is
used to instantiate free variables in the basic action α.

The derivation rule for the execution of the test can bind the free variables
that occur in the test formula for which no bindings have been computed yet.

Definition 9 (test execution) Let β ∈ LB and let τ be a ground substitution such
that dom(τ) = Free(βθ), then

〈σ, γ, Π, θ〉 |= βθτ

〈σ, γ, (β?, κ), θ〉V → 〈σ, γ, (E, κ), θτ〉
The derivation rule for the execution of sequential composition is defined in the
standard way below. For reasons of space, we leave out the rule for the if-then-else
and while construct.

Definition 10 (execution of sequential composition)

〈σ, γ, (π1, κ), θ〉V → 〈σ′, γ′, (π′
1, κ), θ′〉

〈σ, γ, (π1; π2, κ), θ〉V → 〈σ′, γ′, (π′
1;π2, κ), θ′〉

The goal associated with some plan is passed on unchanged through the transitions
modifying this plan.

We will now define the transition rules for the reasoning rules. For this, we
will need the notion of a variant. A syntactic element e is a variant of another
element e′ in case e can be obtained from e′ by renaming of variables. We will use
variants of rules to avoid unwanted bindings between variables in those rules and
variables in the plan base (V ) or in dom(θ).

A goal rule κh ← β | κb is applicable if its head is derivable from the agent’s goal
base and its condition is derivable from the agent’s belief base. The application of
the goal rule only affects the goal base of the agent.

Definition 11 (goal rule application) Let κh, κb ∈ LG, β ∈ LB, η, τ be ground
substitutions such that dom(η) = Free(κh) and dom(τ) = Free(βη). Let the rule
κh ← β | κb be a variant of a goal rule ∈ GR such that no free variables in the
rule occur in dom(θ) and Free(κb) ⊆ Free(κh) ∪ Free(β). Then the transition
rule for the goal rule κh ← β | κb is defined as follows:

〈σ, γ, Π, θ〉 |= κhη & 〈σ, γ,Π, θ〉 |= βητ &∀φ′′ ∈ Goal(κb) : σ �|= φ′′ητ
〈σ, γ,Π, θ〉V → 〈σ, γ′, Π, θ〉

where γ′ = (γ\{φ ∈ γ | φ′ ∈ Goal(κh) and φ |= φ′η}) ∪ {φ′′ητ | φ′′ ∈ Goal(κb)}.
The effect of the application of the goal rule on the goal base is that it removes
goals of which a goal in the head of the rule is a logical consequence (for all
substitutions τ) from the goal base, and adds the goals in the body of the goal
rule to the goal base (for any substitutions τ and η).

A plan rule πh ← β | πb is applicable if its head πh unifies with a plan of the
agent and its condition β is derivable from agent’s beliefs. We assume that the
revised plan πb is designed to achieve the same goal. Therefore, the goal associated
with plan πh in the plan base will be associated with the revised plan πb as well.
The application of a plan rule only affects the plan base of the agent.



Definition 12 (plan rule application) Let πh, πb ∈ LP , κ ∈ LG, β ∈ LB, πh ←
β | πb be a variant of a plan rule ∈ PR such that no free variables in the rule
occur in V or dom(θ), η be a most general unifier for π and πh, and θ, τ be ground
substitution such that dom(τ) = Free(βη). Then,

〈σ, γ, Π, θ〉 |= βητ & 〈σ, γ, {(α, κ)}, θ〉 |= κ

〈σ, γ, (π, κ), θ〉V → 〈σ, γ, (πbητ, κ), θ〉

The effect of the application of the plan rule on the plan base is that the plan π
is replaced by the body πb of the plan rule instantiated with the substitution η,
that resulted from matching the head of the rule with the revised plan, and with
the substitution τ that resulted from matching the condition of the rule with the
belief base.

An interaction rule κ ← β | π specifies that the goal κ can be achieved by plan
π if β is derivable from the agent’s beliefs. An interaction rule only affects the
plan base of the agent.

Definition 13 (interaction rule application) Let κ ∈ LG, β ∈ LB , π ∈ LP , κ ←
β | π be a variant of an interaction rule ∈ IR such that no free variables in the rule
occur in V or dom(θ), and η, τ be ground substitutions such that dom(η) = Free(κ)
and dom(τ) = Free(βη). Then,

〈σ, γ, Π, θ〉 |= κη & 〈σ, γ,Π, θ〉 |= βητ

〈σ, γ, Π, θ〉V → 〈σ, γ, Π ∪ {(πητ, κη)}, θ〉

Note that the goal κη that should be achieved by the plan πητ is associated with
it. It is only this rule that associates goals with plans. The goal base of the agent
does not change because the plan πητ is not executed yet; the goals of agents
change only after execution of plans.

The semantics of a 3APL agent is derived directly from the transition relation
→. The meaning of a 3APL agent consists of a set of so called computation
runs. A computation run CR(s0) for a 3APL agent is a finite or infinite sequence
s0, . . . , sn or s0, . . . where si are configurations, and ∀i>0 : si−1 → si is a transition
in the transition system for the 3APL agent. The meaning of a 3APL agent
〈σ0, γ0, GR, PR, IR〉 is the set of computation runs CR(〈σ0, γ0, ∅, ∅〉). Note that
the first state of the computation runs is the initial mental state of the 3APL
agent.

4 Conclusion and Future Research

In this paper we have described the syntax and semantics of an agent programming
language that includes some of the classical elements of the theory of agents, i.e.
beliefs, goals and plans. We thus conjecture that it should be possible to verify
whether a 3APL program satisfies a given specification in terms of beliefs, goals
and plans. An interpreter for the basic form of 3APL is already implemented
and extensions are currently being programmed. The interpreter will enable us
to evaluate the effectiveness of the language for problems of realistic complexity.



Other classical elements of agent theories such as knowledge, desires, intentions,
and commitments are not considered in this work and left for future research. We
believe that an implementation language that provides programming constructs
for a full range of elements involved in agent theories facilitates direct and easy
implementation of agent specifications.
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Abstract

In this paper we investigate the relation between decisions, deliberation
and agent types. In particular, we are interested how deliberation leads to
decisions, and how agent types classify patterns of deliberation. We therefore
consider Classical and Qualitative Decision Theories (CDT and QDT), the
Beliefs-Desire-Intention (BDI) model, 3APL systems, and Belief-Obligation-
Intention-Desire (BOID) systems. The first two are based on a decision rule
which expresses a notion of rationality, whereas the latter three are based
on deliberation processes and agent types.

1 Introduction

In recent years the interest in models of decision making for autonomous agents
has increased. Classical decision theory [13] explains the decision making behavior
in terms of a probability distribution and a utility function together with a decision
rule, but other approaches criticize the representation of classical decision theory
as being non-practical and unrealistic. According to them it is hard to translate
all factors that influence the decision making behavior of an agent in terms of
two functions that assign numbers to actions and states. In contrast, they aim at
explaining the decision making behavior of agents in terms of qualitative concepts
such as preference and likelihood ordering, or cognitive concepts such as beliefs,
desires, intentions, and obligations.

There are many conceptualizations and formalizations of decision making.
In [6] we compare classical decision theory with qualitative decision theory,
knowledge-based systems and belief-desire-intention models developed in artifi-
cial intelligence and agent theory. They all contain representations of information
and motivation. Examples of informational attitudes are probability distributions,
qualitative abstractions of probabilities, knowledge, and beliefs. Examples of mo-
tivational attitudes are utility functions, qualitative abstractions of utilities, goals,
and desires. Each of them encodes a set of alternatives to be chosen from. This
ranges from a small predetermined set, a set of decision variables, through logi-
cal formulas, to branches of a tree representing events through time. Moreover,
they have a way of formulating how a decision is made. Classical and qualita-
tive decision theory focus on the optimal decisions represented by a decision rule.
Knowledge-based systems and belief-desire-intention models focus on a model of
the representations used in decision making, inspired by cognitive notions like be-
lief, desire, goal and intention. Relations among these concepts express an agent



type, which constrains the deliberation process. In this paper we are interested in
the relation between decisions, deliberation and agent types. In particular, we are
interested in the question:

How does deliberation based on agent types lead to decisions?

This question breaks down in three sub-questions:

1. What is an agent decision? To answer this question we discuss different
approaches and concepts used to explain the decision making behavior of
agents. The first is classical decision theory [8, 13] and the second is quali-
tative extension (QDT) [1, 9].

2. What is agent deliberation and how does it lead to a decision? The third
approach we discuss is based on an abstract model of the mental attitudes of
an agent: beliefs, desires and intentions (BDI) [2, 4, 10]. The fourth (3APL)
introduces the deliberation process that determines which actions should be
performed for a given set of underlying cognitive concepts.

3. How do agent types classify patterns of deliberation? The fifth approach we
discuss to answer this question is also based on mental attitudes extended
with obligations (BOID) [3].

The layout of this paper is as follows. We first discuss classical and qualita-
tive decision theory, thereafter agent types in the BDI approach and the BOID
approach, and finally we focus on deliberation in 3APL systems.

2 Decisions

In classical decision theory, a decision is a choice made by a decision maker of an
action from a set of alternatives. A decision is good if it is an alternative that the
decision maker believes will prove at least as good as other alternative actions.
Good decisions are formally characterized as actions that maximize expected util-
ity, a notion involving both belief and goodness [7].

Definition 1 Let A stand for the set of actions or alternatives. With each action,
a set of outcomes is associated. Let W stand for the set of all possible worlds
or outcomes. Let U be a measure of outcome value that assigns a utility U(w)
to each outcome w ∈ W , and let P be a measure of the probability of outcomes
conditional on actions, with P (w|a) denoting the probability that outcome w comes
about after taking action a ∈ A in the situation under consideration. The expected
utility EU(a) of an action a is the average utility of the outcomes associated with
the alternative, weighing the utility of each outcome by the probability that the
outcome results from the alternative, that is, EU(a) =

∑
w∈W U(w)P (w|a). A

rational decision maker always maximizes expected utility.

Qualitative decision theory relaxes the assumption of classical decision theory
that the decision making agent is able to weigh all possible alternative courses



of action before choosing one of them. In realistic situations decision making
agents are resource bounded in the sense that they have partial information and
do not have resources to compare the utility of possible states. The research on
qualitative decision theory aims therefore to develop representation and reasoning
schemes for partial information and generic preferences to represent probabilities
of states and generic preferences over those states [7]. Typically qualitative or-
derings are introduced that represent the likelihood (probability) and desirability
(utility) of states. In contrast to the classical decision theory where a decision rule
such as maximum expected utility determines the course of actions, in qualitative
decision theory, the course of actions are decided based on various strategies such
as maximize potential gain or minimize potential loss [1].

Boutilier [1] proposes a logic and possible worlds semantics for representing and
reasoning with qualitative probabilities and utilities, and suggests several strategies
for qualitative decision making based on this logic. His semantics is not quanti-
tative (like CDT), but purely qualitative. Consequently, the maximum expected
utility (MEU) decision rule is replaced by qualitative rules like Wald’s criterion.
The conditional preference is captured by a preference ordering (an ordinal value
function) that is defined on possible worlds. The preference ordering represents
the desirability of worlds. Similarly, probabilities are captured by an ordering,
called normality ordering, on possible worlds representing their likelihood.

Definition 2 The possible worlds semantics for this logic is based on models of
the form M = 〈W,≤P ,≤N , V 〉 where W is a set of worlds (outcomes), ≤P is a
transitive and connected preference ordering relation on W , ≤N is a transitive and
connected normality ordering relation on W , and V is a valuation function.

In Boutilier’s logic, conditional preferences can be represented by means of ideal
operator I. We have that a model M satisfies the formula I(ϕ|ψ) if the preferred or
best or minimal ψ worlds are ϕ worlds. For example, let u be the proposition ‘agent
has umbrella’ and r be the proposition ‘it rains’, then I(u|r) expresses that in the
most preferred rain-worlds the agent has an umbrella. Similarly, probabilities are
represented in this logic by means of a normative conditional connective ⇒. For
example, let w be the proposition ‘the agent is wet’ and r be the proposition
‘it rains’, then r ⇒ w expresses that the agent is wet at the most normal rain-
worlds. A rational agent is then assumed to attempt to achieve the best possible
world consistent with its (default) knowledge. Based on this idea, the notion of
goals is introduced as being some proposition that the agent desire to make true.
Boutilier assumes (for simplicity of presentation) that Cl(KB) is finitely specifiable
and takes it to be a single propositional sentence.

Definition 3 Given a set of facts KB, a goal is thought to be any proposition α
such that M |= I(α | Cl(KB)) where Cl(KB) is the default closure of the facts
KB defined as follows: Cl(KB) = {α | KB ⇒ α}.
The expressions of this logic represent qualitative constraints such that the pro-
posed logic enables the agents to reason directly with such constraints.



3 Agent types

In BDI systems, the (partial) information on states is reduced to dichotomous
values (0-1); the propositions are believed or not. This abstraction is called the
beliefs of the decision making agent. Similarly, the (partial) information about
the objectives of the decision making agent is reduced to dichotomous values (0-
1); the propositions are desired or not. This abstraction is called the desires of
the decision making agent. Finally, the (partial) information about the previous
decisions, to which the agent is still committed to, is represented by dichotomous
values (0-1); the proposition are intended or not.

The consequence of the fact that we no longer have pre-orders, like in Boutilier’s
logic, but only an unstructured set, is that we can now only represent monadic
expressions like B(ϕ) and D(ϕ), no longer dyadic expressions like I(ϕ|ψ). We
have that a world (at a certain time point) of the model satisfies B(ϕ) if ϕ is true
in all accessible worlds (at the same time point). Since there is no such ordering
on the possible worlds in BDI, each desire world can in principle be chosen as
the goal world. BDI proposes the notion of agent types which can be considered
as abstract decision patterns. The most famous ones are the realism and the
commitment strategies defined in BDI systems [11].

The realism constraint states that agent’s desire should be consistent with its
beliefs. Formally, the realism axiom states that the set of desire accessible worlds
should be a subset of the set of belief accessible worlds, B(ϕ) → D(ϕ). Moreover,
the belief and desire worlds should have identical branching time structure (the
same alternatives), ∀w∀t∀w′ if w′ ∈ Dw

t then w′ ∈ Bw
t , where Dw

t (Bw
t ) is the

set of desire (belief) accessible worlds from the world w at time t. The definition
of realism includes an additional axiom to reduce the set of desire worlds and to
guarantee that chosen desire world is consistent with the worlds that are already
chosen as the goal worlds. Formally, this axiom states that the intention accessible
worlds should be a subset of desire accessible worlds, i.e., D(ϕ) → I(ϕ). Moreover,
the desire and intention worlds should have identical branching time structure (the
same alternatives), ∀w∀t∀w′ if w′ ∈ Iw

t then w′ ∈ Dw
t .

The commitment strategies are different types of constraints resulting in addi-
tional agent types. These axioms determine when intentions or previously decided
goals should be reconsidered or dropped. In BDI, choosing to drop a goal is thus
considered to be as important as choosing a new goal. These constraints, called
commitment strategies, involve time and intentions and express the dynamics of
decision making. The well-known commitment strategies are ‘blindly committed
decision making’, ‘single-minded committed decision making’, and ‘open-minded
committed decision making’. For example, the single-minded commitment strat-
egy states that an agent remains committed to its intentions until either it achieves
its corresponding objective or does not believe that it can achieve it anymore.

In the BOID approach [3] goals are generated based on the derivation of so-
called extensions in default logic [12]. Default logic extends the inference rule
modus ponens with two new mechanisms. First, there is a consistency constraint
on the inference process, such that rules are only applied if they do not lead to an
inconsistency. Second, the application of defeasible rules may result in conflicting



outputs resulting alternative sets of logic formulas. In BOID, goal generation is
based on prioritized default logic. The specification of goal generation process -
our instantiation of a default theory - contains the specification of a set of facts, a
set of belief rules, a set of obligation rules, a set of intention rules, a set of desire
rules, and the specification of a priority function ρ on the rules.

In BOID agent types are defined in terms of goal generation process. These
agent types are based on overriding, such that in realistic agents beliefs override
other mental attitudes, and in social agents obligations override desires. In par-
ticular, agent types based on goal generation are conflict resolution methods. An
agent has a conflict if the goal generation process derives multiple extensions. A
conflict is resolved if the priority function is adapted such that no alternative ex-
tensions are generated. A mental attitude conflicts with another mental attitude
if two rules from different attitudes are applicable, but applying both leads to an
inconsistent set. A rule overrides another rule if it has a higher priority. Finally,
agent types are formalized in Definition 4 as constraints on the set of available
priority functions. When the goal generation process starts the selected priority
function obeys the constraints corresponding to the agent type.

Definition 4 An agent type based on goal generation is a consistent set of con-
straints on priority function ρ of the form X � Y with X, Y ∈ {B,O, I, D} defined
as follows: ∀rule x ∈ X ∀rule y ∈ Y ρ(rule x) > ρ(rule y). A primitive agent
type contains a single constraint. A complete agent type is a maximal consistent
set of constraints.

There are twelve primitive agent types, which are listed below together with the
corresponding constraint. They are ordered in six pairs, each agent type A together
with its inverse {X � Y | Y � X ∈ A}.

Constraint Agent type
B � O (O � B) Realistic with respect to obligations (dogmatic)
B � I (I � B) Realistic with respect to intentions (over-committed)

B � D (D � B) Realistic with respect to desires (wishful thinker)
O � I (I � O) (Un)Stable with respect to obligations

O � D (D � O) Social (selfish)
I � D (D � I) (Un)Stable with respect to desires

An agent type is a set of primitive agent types. For example, the realistic agent
type is {B � O, B � I, B � D}, the stable agent type is {I � O, I � D}, the
social stable agent type is {I � O, I � D, O � D}, etc. Moreover, agent types can
be derived. For example, since orderings are transitive we can derive that an agent
which is unstable with respect to obligations (O � I) and stable with respect to
intentions (I � D) is social (O � D). There are twenty-four complete agent types,
of which the six realistic ones are listed below.

Constraints Agent type
B � O O � I I � D Realistic, unstable-O, stable-D, social
B � O O � D D � I Realistic, unstable-O, unstable-D, social
B � I I � O O � D Realistic, stable-O, stable-D, social
B � I I � D D � O Realistic, stable-O, stable-D, selfish
B � D D � O O � I Realistic, unstable-O, unstable-D, selfish
B � D D � I I � O Realistic, stable-O, unstable-D, selfish



4 Deliberation language

In order to specify deliberation processes, a deliberation language [5] is devel-
oped whose expressions specify various deliberation processes. The deliberation
language is a many-sorted meta-language and its sorted terms refer to various
types of expressions of an object-level language. The object-level language spec-
ifies cognitive agents in terms of their beliefs, goals, plans, reasoning rules, etc.
The deliberation language is imperative and set-based. It is imperative because
it is used to program the flow of control and it is set-based because it is used to
select goals and rules from the set of object-level goals and rules. The expressions
of the deliberation language specify the selection and application mechanisms and
the order in which decisions should be taken. The selection mechanism involves
decisions such as which goals or plans should be selected and executed, which rules
should be selected and applied, or which mental bases should be updated by a for-
mula. The order of decisions determine whether goals should be updated before
getting executed or should the plans be executed before selecting a new goal.

In particular, the deliberation includes sorted terms that refer to object-level
entities such as goals, actions, plans, and rules, predicates that express relations
between terms, and statements that selects goals, plans, reasoning rules, and gen-
erate plans or examine the consequences of the plans. In addition, the deliber-
ation includes imperative language constructs to compose meta-level statements
and specify how to process the object-level entities. For now it is important to
illustrate only the statements of the deliberation language through which various
types of deliberation activities can be implemented. The operational semantics of
these statements are presented in [5].

Definition 5 Let s be any sort, ts be a term of sort s, and Vs be a variable of
sort s. The set of meta-statements MS is defined as follows:
- Vs := ts ∈ MS
- executegoal(tgoal, Vgoal),

selectrule(tgoals, trules, Vgoal, Vrule),
applyrule(trule, tgoal, Vgoal) ∈ MS

- plan(tgoal, Vplan),
replan(tgoal, tplans, Vplans),
executeplan(tplan),
backtrackplan(tgoal, tplan, Vplan) ∈ MS

- if ϕ is a meta-formula, α, β ∈ MS, then
α;β ,
IF ϕ THEN α ELSE β,
WHILE ϕ DO α ∈ MS

The statements of the deliberation language can be divided into four classes:
the assignment statement, the goal statements, the plan statements, and the com-
position statements. The assignment statement Vs := ts specifies the assignment
of a sorted term ts to a variable Vs of the same sort. The composition statements
specify the sequential order of statements, conditional and iteration statements.

The statement excutegoal(tgoal, Vgoal) specifies the execution of an individual



goal denoted by the term tgoal. As a goal may not be fully executable, some part of
it may remain not executed. This remaining part is itself a goal which is assigned to
the variable Vgoal. The statement selectrule(tgoals, trules, Vgoal, Vrule) specifies the
selection of a rule and a goal from the set of rules denoted by the terms trules and
the set of goals denoted by the term tgoals, respectively. The selected rule should
be applicable to the selected goal. The selected rule and goal are assigned to
variables Vrule and Vgoal, respectively. The statement applyrule(trule, tgoal, Vgoal)
specifies the application of a rule denoted by the term trule to a goal denoted by
the term tgoal. The resulting revised goal is assigned to variable Vgoal.

The statement plan(tgoal, Vplan) specifies the generation of a plan Vplan to
achieve goal tgoal. The statement replan(tgoal, tplans, Vplan) specifies the genera-
tion of a new plan to replace plans tplans that were generated to achieve goal tgoal.
The new plan is assigned to variable Vplan. The statement executeplan(tplan)
specifies the execution of the plan denoted by the term tplan. Finally, the last
statement backtrackplan(tgoal, tplan, Vplan) specifies the generation of a new plan
by backtracking through the space of possible plan. Note that replan statement
does not take the order of the plans in the plan space into consideration. The
existing plan denoted by tplan, which was generated to achieve the goal denoted
by tgoal, is replaced by a new plan which is assigned to variable Vplan.

Various types of deliberation processes can be specified as expressions of this
deliberation language. Because of the lack of space we refer to [5] for examples of
such expressions.

5 Summary

We considered a range of systems, which are concerned with decisions, deliberation
or agent types. We asked ourselves the following question:

How does deliberation based on agent types lead to decisions?

This question breaks down in three sub-questions. First, what is an agent decision?
To answer this question we discussed theories which define what a decision is, so-
called decision theories. The first is classical decision theory [8, 13] and the second
it qualitative extension (QDT) [1, 9]. In all these theories, a decision is the best
option among a set of alternatives. We also illustrated that classical as well as
recently proposed qualitative decision theories do not explain how decisions can be
found, but in Boutilier’s decision theory the concept of goal plays a central role.
This is also a crucial concept in the three theories of deliberation studied in this
paper.

Second, what is agent deliberation and how does it lead to a decision? To
answer this question we discussed two other approaches. The first approach we
discussed is based on an abstract model of the mental attitudes of an agent: beliefs,
desires and intentions (BDI) [2, 4, 10]. The second (3APL) is similar to BDI except
that the decision rules is replaced by a process called the deliberation process. It
is this process that determines which actions should be performed for a given
set of underlying cognitive concepts. The discussion on BDI systems and 3APL



illustrates how deliberation finds decisions. The deliberation process is based on
cognitive concepts like beliefs, desires, goals, intentions and plans. The system
generates goals, and thereafter finds plans to achieve these goals.

Third, how do agent types classify patterns of deliberation? The fifth approach
we discussed to answer this question is also based on mental attitudes extended
with obligations (BOID) [3]. The discussion on BDI-CTL and BOID illustrates
how agent types classify deliberation. The deliberation process in BDI and BOID
has been characterized in terms of agent types or deliberation patterns. In BDI-
CTL the agent types represent how beliefs, goals and intentions are related, and
when goals are maintained or dropped. In BOID the agent types represent how
the agent resolves his conflicts. For example, a selfish agent lets its desires take
precedence over his obligations. Using cognitive concepts and formulating the
decision rule in terms of deliberation patterns makes the later two approaches
cognitive theories of decision making.
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Abstract

Emotions make significant contributions to rational thought and behavior at multiple
levels. Most research with computational models of emotion focuses on reactive
behaviors caused by base or learned emotions; yet emotions can play a role in
purposeful behaviors as well, leading to emotion-related actions rather than reactions.
Higher-level cognitive processes can reflect on the emotional state, treating emotions
as data rather than forces, and incorporate them into consciously selected behaviors,
plans, and strategies. We have developed a computational framework for exploring
cognitive decision processes that reason about emotional actions as an integral
component of strategy and control over emotions. To validate this framework, we are
implementing a prototype gaming system that exhibits conscious use of the emotional
state and negative emotional behaviors during a game of chess in an attempt to impair
its opponent’s game play.

1. Introduction
There is increasing interest in the integration of models of computational
emotions with models of cognition and behavior — especially within the arenas
of cognitive neuroscience and intelligent virtual humans and agents — as it is
becoming increasingly accepted that emotions comprise a significant component
of rational thinking and human behavior. Most of the research with intelligent
virtual humans, however, has focused on emotionally reactive, behavioral
response mechanisms in an attempt to produce consistent, believable animations
of virtual humans, including facial movements, gestures, voice, etc. In these
models, the goal of computational emotions is to achieve increased
“believability” of the agents, increased enjoyment from interacting with the
agents, or to achieve a more meaningful, value-added communication channel
between the human and the agent [1]. This is communication-driven emotion
modeling [2]. Other research efforts have explored the use of emotional stimulus
evaluation (appraisal) to maintain representations of an agent’s emotional state.
The state changes in relation to the agent’s evaluation of external events
compared to its internal desires and goals. The resulting emotional states are



used to influence the action decisions of the agent, to modify its beliefs, or to
influence its reasoning and planning activities. This is appraisal-driven
emotional modeling [2].

In essentially all these efforts, the main goal of incorporating emotions is
achieving higher performance and/or higher satisfaction levels on the part of the
human through increased believability and emotional intelligence of the agent.
To make agents more predictable and understandable by the humans interacting
with them, the focus is on the direct, positive correlation of emotions with
behaviors, wherein positive (negative) emotions result in positive (negative)
behaviors.

Things are a bit different in the computer gaming arena — but not much.
Emotional modeling in games is also used primarily to make computer
characters behave more “believably”. Unlike intelligent virtual agent
applications, though, computer games are often designed specifically to beat
their human opponents. They attempt to reduce the human’s performance level
rather than increase it. However, even here, the focus has remained on positively
correlated, believable behaviors.

2. A Shift to Negative Emotional Behaviors
We are exploring the utility of negatively correlated emotional behaviors on the
part of a game-playing software robot in order to determine whether and how
they might prove effective in emotionally impairing a human opponent’s game
play. We use computational emotions neither to improve the human’s
performance nor his satisfaction with the game; rather, our goal is achieving
better game play on the part of the computer at the expense of the human.

Our research involves two fundamental shifts in focus from these other
efforts. First, we integrate appraisal-driven with communication-driven emotion
modeling. The effect is that the agent’s own emotion-driven actions and
behaviors loop back to influence its own desires, plans, and beliefs.
Additionally, its conscious plans and desires can elicit actions on its part that are
intended specifically to influence both its own emotional state and that of its
human opponents. Our model thus embodies an “end-to-end” approach. This is
similar to the approach of Franklin’s Conscious-Mattie [6]. Second, unlike C-
Mattie, we support negatively coupled emotions and behaviors, conscious,
purposeful control of emotions, and dissimulation.

We have developed a general-purpose framework – the NTIM (for
“intimidation”) framework – that incorporates a computational model of
emotions into a self-aware reasoning engine. The reasoning engine is capable of
emotional-response control and purposeful selection of behavioral responses.
We have implemented a prototype emotional, chess-playing agent based on this
framework in order to explore the cognitive aspects of conscious control of



emotional behavior. We refer to the prototype as the NTIM game-playing robot
below.

Rather than employing emotions in a direct, positive feedback loop to
achieve behavioral homeostatis [3], our use of emotions is in expressing
negative emotions and behaviors in an attempt to defeat the human more
resoundingly. We strive to disrupt the emotional channel. This requires
cognitive processing of emotions as data rather than behavioral forces.
Specifically, our use of negative emotional behavior is intended to imbue within
the human opponent a state of negative emotions that will impair the human’s
play, thereby reducing both his performance and his satisfaction levels. We
believe this inverse use of computational emotions is novel.

3. Chess and Emotions
We selected Chess as the initial application within which to study our
framework. There are several reasons for this choice. Foremost among these is
that chess has stood as the quintessential game for showcasing artificial
intelligence over the past 50 years. Numerous chess playing systems have been
explored during this time, but all with a complete reliance on analytical
capabilities for playing and winning the game. Emotions have not yet played a
role in the battle — at least not on the part of the computer.

However, when Kasparov lost to Deep Blue in 1997, emotions did play a
role — they even proved to be paramount. While Kasparov is reputedly adept at
imposing emotional pressure on his opponents, he is naturally (currently) unable
to intimidate a computer; but in an ironic twist of fate during the 1997 match,
several unexpected behaviors by Deep Blue caused Kasparov to unwittingly
“turn on himself”. Following the match, Kasparov admitted to suffering
significant emotional distress – even paranoia – as a result of Deep Blue’s
unexpected behavior [4]. Kasparov’s resulting self-imposed distress was
partially responsible for his losing the match, and in essence he partially
defeated himself. Clearly emotions played a key role in the game, albeit in a
very surprising and perhaps totally unexpected manner.

Our second motivation for selecting Chess, then, was to explore the
possibility of using negative emotional behaviors (e.g., intimidation) on the part
of the computer to achieve similar self-impairing reactions on the part of human
opponents. Even if the computer were capable of beating the human without
resorting to negative behaviors, doing so might make winning take less time or
prove more spectacular. Finally, because chess is a board game rather than an
immersive, virtual reality game, we would be limited to low bandwidth in the
emotional communication channels [1], resulting in stricter success criteria. In
our initial prototype, we have limited our model to vocal behaviors only.
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The following sample ratings illustrate definitions of various
emotion terms when scores on each PAD scale range from -1 to +1:

angry (-.51, .59, .25)
bored (-.65, -.62, -.33)
curious (.22, .62, -.01)
dignified (.55, .22, .61)
elated (.50, .42, .23)
hungry (-.44, .14, -.21)
inhibited (-.54, -.04, -.41),
loved (.87, .54, -.18)
puzzled (-.41, .48, -.33)
sleepy (.20, -.70, -.44)
unconcerned (-.13, -.41, .08)
violent (-.50, .62, .38).

The emotional state "angry"  is a highly unpleasant, highly aroused, and
moderately dominant emotional state. The "bored" state implies a highly
unpleasant, highly unaroused, and moderately submissive state.

Figure 1: The Mehrabian P-A-D Temperament Scale
From: Albert Mehrabian’s PAD Scales (see [5]).
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Figure 2: High-Level View of the NTIM Architecture
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4. Combining Emotional Traits and States
We chose Mehrabian’s PAD
Temperament Model for the
basis of our computational
emotion system [5]. This
model decomposes emotions
into three distinct components
— pleasure, arousal, and
dominance — each of which is
represented numerically in a
normalized scale from -1 to
+1. Because the three compon-
ents are (nearly) orthogonal,
they can be used as the basis
for a 3-dimensional vector
space into which various human emotions can be mapped. Figure 1 illustrates
this space and lists numeric P-A-D values for several of the more than 240
emotions defined for Mehrabian’s model.

Although Mehrabian’s PAD system is a largely static system and is used for
characterization and classification purposes, we developed a dynamic PAD-
inspired model that continually computes the robot’s changing emotional state
and biases it by the robot’s set of long-term, emotional traits. Emotional states
are transitory; they can vary substantially and rapidly throughout a game; an
emotional trait is a long-term predisposition to be in a particular emotional state.

5. The NTIM
Framework

The NTIM framework
integrates a traditional
chess-playing program
with an overarching,
emotionally aware
behavioral model. It in-
corporates parameteriz-
able, personality-specif-
ic belief models, dy-
namic emotional states,
scalable affective be-
haviors, and model-
based reasoning (see



Figure 2). The NTIM framework contains the following key components:
For the Chess Playing Engine, we chose to adopt an “off the shelf” chess

program and to tinker with it as little as possible. This greatly simplifies our
situational appraisal tasks since the chess engine already computes numerous
performance variables and statistics. The Decision Support System simply
provides mediated access to these variables and game statistics.

The Situation-Appraisal Manager performs stimulus evaluation and
situational appraisal. Given the computed performance variables and statistics, it
“thinks” about the current game situation (board, control, score, etc.) and
decides what it “means” to the robot and how the robot “feels” about it -- good
or bad. These feelings update the emotional state. The Emotional-State
Manager maintains the robot’s emotional state. Game play and situation-
appraisal induce changes in the emotional state, but the ESM uses the robot’s
temperament to ensure that the robot’s temporary states are kept consistent with
its personality.

The Behavior Management System selects, controls, and expresses the
robot’s negative, intimidating behaviors. The behavioral choices are purposeful;
they are based on the robot’s emotional state and beliefs that represents the
robot’s thoughts on how intimidation best works.

A Personality Specification Module can be used to tune the NTIM
cognitive, emotional, and behavioral systems. It consists of two separate
personality components consisting of “thought amplifiers” — sets of numeric
weights used to modify the base signals — and the emotional temperament
model — specifications of the robot’s emotional traits and their associated
strengths. [7]

6. Situational Influence on Emotions
The Situation-Appraisal Manager (SAM) performs low-level, unconscious
stimulus evaluations and situational appraisals. It symbolically “thinks about”
the current situation and decides what it “means” to the robot. This includes
evaluating the current board position, the way the game is proceeding, and the
like. These and other performance variables calculated by the chess engine are
treated as stimuli by the SAM and converted to situational variables for use in a
situational calculus. The situational calculus is used to define potential low-level
“thoughts” and “impressions” on the part of the robot; these thoughts affect the
robot’s emotional state.

Situational appraisal may also involve complex beliefs and memories of
game positions and play. We limit these to learned emotional beliefs, and thus
we treat them as additional stimuli as well. In this way, though, higher-level
cognitive inputs can influence the situational appraisals.



In an attempt to maintain cognitive and neurological plausibility, we model
the result of each situational assessment function as a set of signal strengths, or
here, as a triple of PAD deltas — potential changes to the system’s current
emotional state. These objective PAD deltas are weighted by the robot’s
personality-specific “thought amplifiers” to convert them into subjective PAD
deltas. These are then averaged using a weighted sum and passed on to the
Emotional State Manager as a single three-component vector for use in updating
the robot’s current emotional state.

7. The Emotional-State Manager
The Emotional-State Manager (ESM) maintains internal PAD-scale
representations of both the robot’s static temperament and its dynamic,
emotional state. The emotional-state PAD model is biased by the temperament
model. We use the following mechanisms to implement this:
� a personality-specific emotional temperament, specified as a set of points

and densities in the 3-dimensional PAD space [5]
� an update function that gradually ‘walks’ through the 3D space, dampened

by the temperament model; thus dynamic emotional swings stay relatively
consistent with the personality profile

� an emotional state fading mechanism that slowly moves toward the [0,0,0]
neutral state when the SAM produces no emotional input

During game play, the SAM reaches various conclusions about how it “feels”
about the game; these feelings are represented as PAD deltas and sent to the
ESM. The ESM uses these deltas and the current emotional state to compute a
new dampened, emotional state. If the SAM does not know what to think about
a situation, the emotional state fading mechanism kicks in. All this results in
dampened emotional swings, emotional states that fade over time, and emotional
states that remain reasonably consistent in terms of the personality’s emotional
traits.

8. Strategic Use of Negative Emotional Behaviors
We are initially exploring two simple cases in which negative, intimidating
behaviors can be exhibited by the robot. First, losing positions may cause it to
become angry and choose to rant and rave at the human — to express
displeasure, to hopefully upset the human’s future play, or whatever. Second,
winning situations might make it gleeful and choose to gloat or ridicule the
human. The human opponent would likely perceive both behaviors as negative,
and either or both might serve to impair his playing ability. However, the first
type of behavior might inadvertently please the human, since in this case the



human would already likely perceive himself to be in the superior situation.
Observing the robot’s pathetic exhortations at losing might at that point serve
only to encourage the human and to improve his play. We chose to focus on the
second case. Because the human will likely have already perceived that he is in
a losing situation, his emotional state is likely to already be negatively oriented
at the moment. Thus if the robot chooses to then gloat or ridicule the human, it
is in essence “piling on”, and the human is more likely to suffer further negative
shifts in his emotional state — or so we hope.

Thus we adopt the fundamental assumption that grousing when the human is
ahead is more likely to reinforce the human’s already positive emotional state
and make his play stronger, whereas gloating when the human is behind is more
likely to reinforce the human’s already negative emotional state and make his
play weaker

The NTIM framework contains a model-based method of purposeful
intimidation of the human opponent. It controls the type and frequency of
exhibited behaviors in an attempt to protect against inappropriately exhibiting
negative behavior or exhibiting too much or too little negative behavior. Were it
not to do so, then the human may become inured to the negative behavior and
recover from its impact. Because we do not yet have empirical results, the
NTIM framework’s belief model is parameterizable through the personality
“thought amplifiers”.

9. The Behavior Management System
Once the robot’s emotional state has been updated, the Behavior Management
System (BMS) decides whether and how to act out in its attempt to intimidate
the user. The determination is a function of the robot’s emotional state, a belief
model of how intimidation best works, and the history of recent intimidation
actions. Even though an emotional state may predispose the robot to certain
types of behaviors, these can be controlled, over-ridden, or modified; further,
the robot can dissimulate.

Our current behavioral repertoire consists only of negative vocalizations
(comments, sighs, finger tapping, etc.) recorded as sound files. They are played
on cue when the BMS determines that a specific type of negative behavior
should be invoked, such as contempt, impatience, disbelief, etc. Each negative
behavior type has associated with it one or more negative vocalization files; this
helps minimize potential repetitious behavior. We can also record and select
from multiple levels of emotional intensity for each negative behavior.

The BMS in the NTIM framework is not a simple “reactive” translator of
emotional states to emotional behaviors. It is a self-reflective, cognitive part of
the computational emotional process, able to consciously access the underlying
primary emotional evaluation (i.e. the ESM), and other data from the system to



actively choose an appropriate behavior within the context of a goal (e.g.
intimidating). Therefore, the emotional state from the ESM predisposes the
possible set of behaviors, it certainly does not prescribe it, as would be the case
in systems implementing a more reactive emotional expression.

10. Summary
We designed the NTIM framework to study the integrated use of emotions in
both reactive and conscious, purposeful behaviors. The core of this framework
is a computational model of emotions that dynamically integrates emotional
states with emotional traits. The framework also incorporates separate appraisal
and behavioral modules that are loosely coupled to the emotional maintenance
system. To explore the NTIM framework, we are developing a conscious chess-
playing robot whose goal is to reason about its own internal emotional state and
select appropriate negative behavioral responses that it believes will impair the
game playing skills of its human opponent. Our initial prototype is limited to
emotional vocal behaviors only; these are expressed by the robot as an integral
part of and during the actual playing of the game of chess.
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Abstract

Optimal maintenance management concerns a highly complex problem
requiring intelligent system support. In this paper we propose a generic
architecture of a scheduling module for preventive maintenance of a set of
objects consisting of three units: (a) an object model, (b) a fuzzy rule-based
quality system, (c) a maintenance scheduling unit. Most emphasis is put on
the creation of the quality system. We sketch how available expert knowledge
can be exploited to construct a fuzzy rule base and a parameterized quality
curve and how these two can be combined into one object quality system.
The system can be visualized which strongly supports expert-driven valida-
tion and testing. Using Mamdani fuzzy reasoning (which implements the
‘computing with words’), the system is able to translate state information
on a given object as collected through an inspection, into its specific quality
curve. The quality curve in its turn determines the moments when mainte-
nance actions are recommendable, desired or even urgent. Having collected
this kind of information of all objects to be maintained, the scheduling unit
is used to calculate an optimal planning scheme for maintenance execution1.

1 Introduction

Due to growing numbers of objects to be maintained and increasing demands
related to environmental measurements and availability, adequate maintenance
execution has become a complex and expensive task. Around 15 years ago it
was already recognized that a shift from corrective maintenance planning to a
preventative approach can help to reduce costs [5]. However, knowing the optimal
moments to execute maintenance activities concerning all objects is not simple:
we need all kinds of information from the domain at stake to be able to estimate
future objects’ states and, next to that, system support for optimal maintenance
scheduling and work planning.

1This paper is largely based on the content of master thesis [9].



Looking at current Computerized Maintenance Management Software (CMMS),
we notice that the possibilities of information storage, updating, and distribution
have improved a lot. In addition to this, CMMS often has modules available for
doing some risk management and for streamlining processes related to the execu-
tion of maintenance. What is still missing however are multi-channel access to the
software and, even more importantly, efficient and effective maintenance planning
modules.

The goal of this paper to sketch an appropriate architecture of the scheduling
module of future CMMS systems where the maintenance approach is preventive.
Such a planning module is supposed to consist of three units: (a) an object model,
(b) a fuzzy rule-based quality system, (c) a maintenance scheduling module. Most
emphasis is put on the creation of the fuzzy-rule based quality model. The rest
of this article is structured as follows. In section 2, we introduce the fundamental
building blocks of a software module for intelligent maintenance planning. Next in
section 3, we elaborate the fuzzy rule-based object quality model by giving details
on its creation, visualization and validation capabilities. We also dwell upon on
things to do next (section 4). We finalize by giving some conclusions.

2 Generic Architecture

In order to apply intelligent maintenance planning in a wide range of domains, we
developed a generic multitier architecture of the necessary software modules being
a presentation tier, a database tier and a business logic tier. For the purpose of this
article, the above-mentioned units from the business logic tier are of importance,
i.e. the object model, the quality system, and the maintenance scheduling module.

2.1 Object Model

Setting up a generic object structure is fundamental to the implementation of in-
telligent maintenance software. We assume having available the set of elements to
be maintained (as a working example we take a set of pylons used for supporting
high-tension electricity cables). Then, any part of an element that during inspec-
tion or maintenance activity is considered as a whole, will be termed an object
(for the working example, we can choose to define a traverse and a pylon foot as
being objects). Defining objects this way enables us to link a set of maintenance
actions to each object. In the software, these actions are represented by corre-
sponding ‘methods’. In practice, objects can be determined based on discussions
with domain experts: all elements to be maintained should in some way ‘logically’
be decomposed in objects.

2.2 Fuzzy Rule-Based Object Quality Curves

Having defined objects and the corresponding actions, we want to make an optimal
planning. To do so we need to know the moments of all objects when maintenance
can or should be performed. To be able to estimate the moments of next mainte-
nance, we assume that it is possible to
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Figure 1: Quality curve with threshold values determining the moments and the
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1. assess the quality curve of all objects based on collected inspection data;

2. estimate the moments of next maintenance actions given the quality curve;

3. determine an optimal maintenance scheduling scheme.

The way step 2 and 3 of these activities can be performed will be sketched in
section 2.3. In this paper, our focal point is on the first step, i.e., the determination
of quality curve for all objects (section 3).

2.3 Maintenance Scheduling

Knowing (an approximation of) the quality curve of each object, experts can
usually estimate the time to next maintenance or, more generally, the time to the
next moments that maintenance is advisable, should be done or is really necessary.
To explain we first observe that it is natural to assume that the object quality curve
is a monotonically decreasing function of time. Then the estimation of the next
maintenance moments can be based on a set of threshold values ‘thres 1’, ‘thres
2’, . . . in the quality curve. The determination of the threshold values is done
by domain experts. Each threshold ‘thres i’ corresponds to a time moment ti

that maintenance is ‘recommended’, ‘very recommended’, ‘urgent’, and so on: see
Figure 1. Here the following rule of thumb holds: the longer the postponement,
the more extensive the maintenance work.

In order to set up an optimal scheduling of all maintenance activities, one may
start to apply a single component strategy where the (best) possible action(s) for
each individual object are determined. Here we should reckon with several con-
straints, for example related to the sequence of maintenance actions: it is known
from practice that a series of light maintenance activities should be alternated
from time to time with the execution of a severe maintenance action. Next, it is
clear that grouping of actions for different objects may result in decreasing costs,
for example in case objects lie physically close together or in case several objects
require the same type of maintenance. It is the goal of the multiple component



strategy to synchronize maintenance actions such that costs are minimized. We
like to observe that this minimization problem is also constrained since the num-
ber of actions that can be executed at the same time is limited. It is also possible
that certain actions can not be executed simultaneously due to practical or bud-
getary reasons. So in practice, budget fitting also influences ‘optimal maintenance
scheduling’. For an overview on maintenance scheduling, we refer to [1].

3 Finding object quality curves

In this section, we elaborate the activities to fix the fuzzy rule-based quality curves
as introduced in subsection 2.2. To get proof of concept, we performed a case study
in the area of coating systems2. The elements to be maintained are the afore-
mentioned pylons used for high-tension electricity transportation. The objects
(i.e., the smallest parts that need maintenance as a whole: see section 2.2) are the
traverse, middle-part, and foot of each pylon. No relevant data set appeared to be
available but instead, a lot of expert knowledge was at our disposal based on years
of experience in all kinds of maintenance activities. After various discussions with
the experts it became clear that they were able to offer a lot of information about
the relationship between a set of quality-related feature values and the ‘overall
quality’ of an object. Inspections can be executed to assess the quality-related
feature values. As explained in section 2.3, it appeared necessary to determine an
quality curve for each object. So, in some way these things had to be combined.

Let us somewhat formalize the problem. The goal is to find quality curves Q =
Qo(t) representing the quality Q of object o as a function of time t. The collected
state information of each object o is given by feature vector fo = (fo1, fo2, . . . , foN )
of N feature vector values foi. The experts are supposed to be able to link (in
linguistic terms) state information about an object with a corresponding quality
parameter qo of it. Based on the value of qo, we want to determine the corre-
sponding quality curve Q = Qo(t). Here the following principles holds: the higher
the value of qo, the wider the quality curve and hence (see again Figure 1), the
longer the time to next maintenance. So our problem can be redefined as finding
the following two mappings:

fo → qo → Qo(t). (1)

3.1 Assessing the quality of objects

As mentioned above, qo-values need to be fixed from a set of feature values foi. Ex-
amples of the feature variables in this domain are the macro-environment (having
standardized ISO-classification [6] with well-defined classes C1, C2, . . . , C5) and the
coating system applied. To implement the mapping, we proposed to apply fuzzy
system theory. To do so, we asked the experts to express their knowledge in fuzzy

2For confidentiality reasons, we were obliged to make anonymous a lot of practical details of
the case study.



rules Rq, (q = 1, 2, . . . , Q) like

If ‘environment is C3’ and ‘conservation is light’ and
‘fo3 is complex’ and . . . then ‘q0 is medium’. (2)

Here, the terms ‘C3’, ‘light’, ‘complex’, ‘medium’ correspond to fuzzy membership
functions which have been defined during discussions with the experts. This work
included long conversations on the precise forms of the various fuzzy sets and
their mutual overlap. For reasons of simplicity, it was decided to use trapezoidal
membership functions. By applying a fuzzy reasoning scheme with Mamdani’s
fuzzy implication and the max-min composition [4, 2], the fuzzy output value of
qo is calculated. Next, by applying centroid of area defuzzification [2], the crisp
output value of qo is estimated for each combination of the (fuzzy) input values.
In this way, the idea of ‘computing with words’ is realized. It is important to know
here that in our case qo is expressed in years and lies in the interval [0, 20].

The first fuzzy rule base developed contained 5 × 44 = 320 rules caused by
the fact that the first feature variable had five possible values, and the other four
variables four values. A close inspection of the rule base revealed that many rules
could be removed simply because they contained a lot of so-called ‘don’t cares’.
A first approximation left us with 100 rules, which meant a reduction of over
200 rules. More precise pruning of the rule base resulted in a remaining set of
only 43 rules. Due to this pruning steps, the transparency of the fuzzy rule has
been greatly enlarged. For example, great insight in the importance of various
parameters has been gained. Of course the correctness of fuzzy rules had still to
be proven. We will come back to that issue in subsection 3.3.

3.2 Determination of quality curves

Knowing the qo-values from the output of the fuzzy system, we should be able to
calculate the quality curve of each object. To do so, we need to know a mathemat-
ical expression of the general shape of the quality curve. There happened to be
done some initial research on this problem based on the fitting of data from one
specific case. We decided to use these results, i.e., we decided to use the following
quality curve function (internal correspondence):

Qo(t) = 1 − a tb−po , with Qo(t) ∈ [0, 1]. (3)

Here, Qo(t) represents the (relative) quality Q (on a scale from 0 to 1) of object
o as a function of time t while a, b, and po are positive parameters. It should be
clear that, given values for po and b, the value of a determines whether the quality
curve decreases faster or slower to zero. The experts offered the information that
after having finished a conservation of an object, the quality of an object in the
beginning decreases quite slowly. The afore-mentioned initial curve fitting research
yielded indeed a small value for a, namely a = 0.00216. We decided to use this
value and to make it the same for the quality curve of all objects. The fitting
research also yielded a value for the parameter b, namely b = 4.16 and we also
decided to use this value for all objects. As a consequence of these choices, the
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Figure 2: Visualization of fuzzy system showing how, in two cases (left and right),
4 input slide positions are translated into the corresponding position of the output
slide and corresponding quality curve.

remaining problem is to fix the parameter po for each object. The value of this
parameter has been made dependent on the value of the fuzzy system output value
variable qo and has been chosen based on discussions with the experts in the field
yielding p0 = qo/10. The resulting curve used is therefore

Qo(t) = max(0, 1 − 0.00216 t4.16−qo/10). (4)

Note that since qo ∈ [0, 20] (see the previous section), the exponent of t will be
in the interval [2.16, 4.16]. In this way, we have constructed a first prototype of a
fuzzy rule-based system that implements the desired mappings of (1).

3.3 First inspections of correct working

The working of our prototype as found in the previous step has to be validated. Up
till now, the only knowledge available is that of experts, so again, we have to talk
with them. To facilitate the discussions, we have made a visualization where the
input feature vectors foi and the output parameter po are represented as a slide on
a bar. By moving the position of the input slides, the position of the output slide
is adapted automatically based on the above-described fuzzy rule-based system.
At the same time, the corresponding object quality curve is adapted and shown
to the user of the system. In Figure 2 we have shown the idea where in two
cases, the positions of four input slides are translated in two output positions and
corresponding quality curve 3.

The first impressions of our implementation are positive. By gradually chang-
ing one or more slides of the input bars, we sometimes note that the output bar
does not changes position nor the quality curve. However, in many cases the out-
put bar and quality curve changes too. The reason for this behavior can easily
be explained. The first phenomenon of no output chance occurs if only one rule

3Maybe needless to say but note how - given the quality curve of an object, given the threshold
values ‘thres i’, and using the mapping as visualized in Figure 1 - the several moments of next
maintenance can be determined for that object.



‘fires’ [2], the second one if several rules fire at the same time because of overlapping
membership functions in the input space.

4 Next Steps

Our first next step is to submit our visualized fuzzy system to a group of domain
experts in order to validate the system. To do so, a validation set will be con-
structed with a group of representative examples. In addition to that, experts
will be enabled to play with the system according to their own insights. If in
certain cases the output does not correspond to what experts expect, we will look
at the underlying fuzzy rules that fire and discuss which rule is possibly wrong.
By adapting rules, we shall try to optimize the system as much as possible. If
needed, we can also change the shape of the membership functions or the quality
curve but this is seen as a second best approach. Next to this, we shall try to
compose a separate group of domain experts to test the system after having com-
pleted the validation procedure just described. Hopefully, the latter group will be
quite satisfied concerning the performance of our fuzzy rule-based system.

We shall also start to collect data concerning the input and output variables
of the system. This step will enable data-driven fine tuning of our system in times
to come, e.g. by introducing rule weights which can be calibrated by application
of a learning procedure [2] . Having available data sets, another future approach
is to calculate the quality curves of all objects directly using Tagaki-Sugeno mod-
elling [7]. The corresponding fuzzy rules can be formulated as

If ‘fo1 is small’ and ‘fo2 is light’ and
‘fo3 is complex’ and . . . then Qo(t) = 1 − atb−po . (5)

A last idea is to incorporate probabilistic uncertainty as present in quality
curve in our modelling. To do so, we can make use of the the approach called
‘probabilistic fuzzy modelling’ [8, 3]. By all these activities, we expect to be able
to arrive at a robust methodology for modelling quality curves and to master the
corresponding technology. This technology can next be tried in other domains.

5 Conclusions

In this paper, we sketched the a general outline of a model for maintenance plan-
ning hereby focussing on the modelling of fuzzy rule-based quality curves. We
described the implementation of a prototype based on a case study in the coating
domain. Since data set where unavailable, we relied on expert knowledge. Expert
knowledge is usually not precise and for this reason, we decided to use fuzzy sys-
tem theory. The resulting first prototype has been visualized for reasons of better
understanding of its working and for validation and testing purposes. The first
validation results are quite promising and it is hypothesized that the proposed
type of intelligent maintenance planning can be used in many other domains.

We also dwelled upon possible improvements of the system. (Adaptive) fine-
tuning of the fuzzy rule base can be implemented provided adequate data sets



have been collected. Next to that, it can be advantageous the redesign the fuzzy
system using Tagaki-Sugeno fuzzy systems and probabilistic fuzzy modelling. Fu-
ture experimentation is needed to make our approach really robust and ready to
use other domains.
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Abstract

When using Genetic Programming to evolve decision trees for data classi-
fication the search space sizes tend to become extremely large and sometimes
theoretically infinite in size, depending on the representation. In this paper
we present a method derived from the well-known decision tree construction
algorithm C4.5 to refine and thereby reduce the search space sizes for our
decision tree evolvers. We will show that using this refinement method we
can significantly improve classification performance.

1 Introduction

Data classification is a particularly difficult problem for evolutionary algorithms
mainly because of two reasons. First of all evolutionary algorithms for data classifi-
cation have to compete with deterministic algorithms like C4.5 [8] which are faster
since they only have to make a small number of passes through the training-set.
Secondly, unlike machine learning and in particular neural network approaches,
evolutionary algorithms search for a classifier (usually decision trees) while algo-
rithms like C4.5 and Back-Propagation construct or build a classifier based on
heuristics, rules or mathematical models. The size of the spaces in which the evo-
lutionary algorithms are searching is usually very large and sometimes even infinite
(at least theoretically). Unlike other optimization problems, there is no represen-
tation for all possible solutions (decision trees) but rather the final solution quality
is partially dependent on the chosen representation, the so-called language bias.
Thus instead of searching in the space of all possible classifiers we can only search
in a restricted space. However, this does not mean that this search space is by any
means small as we will show for different data sets. In this paper we use tree-based
Genetic Programming (gp) [1, 7] to evolve decision trees for binary classification
problems.

The outline of this paper is as follows. We start by describing the decision tree
format that we will be using. Next we show how to calculate the search space size
given a set of possible internal and external nodes. We then define three decision
tree representations by specifying the set of possible internal and external nodes
that can occur in our trees. In Section 4 we describe our experiments followed by



the results. Finally, in the last section we draw some conclusions and look ahead
towards future research.

2 Full Atomic Representations

In this paper we use full atomic representations. Unlike the atomic representation
used in [3] which only uses atoms in its terminal set and Boolean operators as
internal nodes, a full atomic representation also uses atoms in the internal nodes.
Each atom is syntactically a predicate of the form (attribute operator value(s)),
where operator is a function returning a Boolean value (e.g., <, > or =). In the
leaf nodes we have class assignment atoms of the form (class := C), where C
is a category selected from the domain of the attribute to be predicted. A small
example tree can be seen in Figure 1. A full atomic tree classifies an instance I
by traversing the tree from root to leaf node. In each non-leaf node an atom is
evaluated. If the result is true the right branch is traversed, else the left branch
is taken. This is done for all internal nodes until a leaf node containing a class
assignment node is reached, resulting in the classification of the instance. The
advantage of this representation is two-fold. First of all unlike an atomic decision
tree, we do not have to traverse the entire tree to classify a data record but only
a single path from the root of the tree to a leaf (class assignment) node. This can
potentially save a lot of time. Secondly, the atomic representation was limited to
binary classifications while a full atomic representation can potentially be used for
any n-ary classification problem.

1

0

AGE < 27

class := A

class := B

LENGTH = 175

class := A

0

1

Figure 1: An example of a full atomic tree

2.1 Calculating the size of the search space

Since every decision tree using a full atomic representation is also a full binary
tree we can calculate the size of the search space for each specific full atomic
representation and data set. In order to calculate the size of the search space of



gp algorithms using a full atomic representation for a given data set we use some
formulae from discrete mathematics.

Let N be the number of tree nodes. The total number of binary trees with N
nodes bN can be calculated using the Catalan number

bN =
1

N + 1

(
2N

N

)
. (1)

Let n be the number of internal tree nodes. The total number of tree nodes N in
a full binary tree with n internal tree nodes is:

N = 2n + 1. (2)

We can now combine these two equations into the following lemma:

Lemma 2.1 The total number of full binary trees with 2n + 1 nodes is 1
n+1

(
2n
n

)
.

Proof Let B be a tree with n nodes. In order to transform this tree into a full
binary tree with 2n + 1 nodes we need to add n + 1 nodes. This can only be done
in one way. �

Since in a full atomic tree the contents of a node is dependent on the set of
internal nodes and the set of external nodes we can define the total number of full
atomic trees with a maximum tree size of N nodes, a set of internal nodes I and
a set of terminal nodes T as follows.

Lemma 2.2 The total number of full atomic trees with at most N nodes (N odd),
a set of internal nodes I and a set of terminal nodes T is

N−1
2∑

n=1

1
n + 1

(
2n

n

)
× |I|n × |T |n+1

Note that — contrary to decision trees in algorithms such as C4.5 — the same
atom can occur more than once in a path from root to leaf node.

We will use these formulae later to calculate the sizes of the search spaces in
our experiments.

2.2 A Simple Representation

By using a full atomic representation we have defined the basic shape of our
decision trees. We can define the precise decision tree representation by specifying
which atoms are to be used. In this section we will specify a simple, but powerful,
decision tree representation that uses different types of atoms based on the data
type of an atom’s attribute. For non-numerical attributes we use atoms of the form
(variable i = value) for each possible attribute-value combination found in the data
set. For numerical attributes we define the less-than operator (<). Again we use
atoms for each possible attribute-value combination found in the data set. The idea



in this approach is that the gp algorithm will be able to decide the best value at
a given point in a tree. This simple representation is similar to the representation
used by Rouwhorst and Engelbrecht [9].

2.3 Refined Representations

One of the drawbacks of the simple full atomic representation is the fact that it
creates an internal node for each combination of a numerical valued attribute and
value that occurs in the data set. In order to reduce the huge search space size that
results from the large number of possible internal nodes we will borrow some ideas
from C4.5. Decision tree constructing algorithms like C4.5 tend to be greedy and
non-backtracking in nature since finding the smallest decision tree consistent with a
specific training-set is NP-complete [5]. In the case of C4.5 and its predecessor ID3
the criteria used were gain ratio and gain [8]. These criteria measure the amount
of entropy based information gained by splitting a data set on some test. Just like
C4.5, our refined representations select a single threshold value for splitting a data
set on a continuous valued attribute. In effect, from all of the possible internal
nodes created by the simple representation only one is selected for each numerical
valued attribute. Thus for every numerical valued attribute Ai in a data set T we
will calculate the gain or gain ratio measure for every possible threshold value vj

from the domain Di of Ai. We will then select for every attribute Ai a threshold
value vt such that gain( ratio)(Ai < vt) ≥ gain( ratio)(Ai < vj) for all vj ∈ Di.
We do not expect to see much difference between using the gain and gain ratio
criteria as we only use them to split the domain of numerical valued attributes into
two, but we will try them both to see if there is a significant difference between
the two criteria.

2.4 Example

Let us examine the example data set T in Table 1.

Table 1: An example data set

A B class
1 a yes
2 b yes
3 c no
4 d no

In the case of the simple representation we get the following atoms:

• Since attribute A has four possible values {1,2,3,4} and is numerical valued
we use the < operator: (A < 1), (A < 2), (A < 3) and (A < 4).

• Attribute B is non-numerical and thus we use the = operator: (B = a),
(B = b), (B = c) and (B = d).



• Finally for the target class we have two terminal nodes: (class := yes) and
(class := no).

In the case of the refined representations we would have the same atoms for
attribute B and the target classes. Since attribute A is numerical valued we will
have to determine a threshold value. Using either the gain or gain ratio criteria,
(A < 3) would be chosen as the possible internal node as it results in the highest
gain, and gain ratio.

In the case of the simple representation we can calculate the size of the search
space to be approximately 3 × 1053, with our default maximum tree size of 63
nodes. In the case of a refined representation we have 5 possible internal nodes
and 2 possible class assignment nodes. Given the same maximum tree size of 63
nodes and using Lemma 2.2 this would imply a search space size of approximately
1 × 1047.

3 Multi-layered Fitness

Although we will compare our full atomic gp algorithms to other data classification
algorithms based on their classification performance, there is a second objective
for our full atomic gps which is also very important: understandability. The sim-
ple and refined representations introduced in the previous section are similar to
the decision trees constructed by C4.5 and quite easy for humans to understand.
However, even the most understandable decision tree representation can result in
incomprehensible trees if the trees become too large. In order to keep the size
of our decision trees limited we use two methods. The first method is a built in
system which prunes decision trees that have more than a pre-determined number
of nodes. The second method is the use of a multi-layered fitness.

A multi-layered fitness is a fitness which consists of several fitness measures or
objectives which are ranked according to their importance. In the case of our simple
representation we use a multi-layered fitness consisting of two fitness measures
that we want to minimize. The primary, and most important, fitness measure is
the misclassification percentage. The secondary fitness measure is the number of
tree nodes. When the fitness of two individuals is to be compared we first look at
the primary fitness. If both individuals have the same misclassification percentage
we compare the secondary fitness measures.

4 Experiments and Results

We will compare our full atomic gp representations to C4.5 using several data sets
from the uci machine learning data set repository [2]. An overview of the data
sets can be seen in Table 2. More details and comparisons to other evolutionary
and non-evolutionary algorithms can be found in the forthcoming PhD thesis of
the first author.

Each algorithm is evaluated using n-fold cross-validation and the performance
is the average misclassification error over n folds. In n-fold cross-validation the



Table 2: An overview of the data sets used in the experiments

data set records attributes classes
Australian credit (statlog) 690 14 2
German credit (statlog) 1000 23 2
Pima Indians diabetes 768 8 2
Heart disease (statlog) 270 13 2
Ionosphere 351 34 2

total data set is divided into n parts. Each part is chosen once as the test set while
the other n−1 parts form the training set. In all our experiments we used a 10-fold
cross-validation.

We will mention the results of C4.5 as reported by Freund and Shapire [4], in
order to compare our results to a non-evolutionary decision tree algorithm.

A single gp implementation was used for both simple and refined representa-
tions. It was programmed using the Evolving Objects library (EOlib) [6]. EOlib
is an Open Source C++ library for all forms of evolutionary computation and is
available from http://eodev.sourceforge.net.

In our gp system we use the standard gp mutation and recombination opera-
tors for trees. The mutation operator replaces a subtree with a randomly created
subtree and the crossover operator exchanges subtrees between two individuals.
Both the mutation rate and crossover rate are set to 0.9. The population was
initialized using the ramped half-and-half initialization [7, 1] method to create a
combination of full and non-full trees with a maximum tree depth of 6. We used
a generational model (comma strategy) with population size of 100, an offspring
size of 200 and a maximum of 99 generations. Parents were chosen by using (5-
)tournament selection. We did not use elitism as the best individual was stored
outside the population. Each newly created individual, whether through initial-
ization or recombination, was automatically pruned to a maximum number of 63
nodes.

Table 3: The approximate search space sizes for our algorithms

data set simple gp refined gp
Australian Credit 4 × 10120 1 × 1061

German Credit 7 × 10100 5 × 1067

Pima Indians Diabetes 3 × 10121 3 × 1053

Heart Disease 4 × 10105 1 × 1060

Ionosphere Disease 5 × 10146 9 × 1072

The search space sizes for our algorithms as calculated using Lemma 2.2 are
displayed in Table 3. As can be seen there is a huge difference in search space sizes
as the sizes for our simple gp algorithm are sometimes more than squared the size



for our refined gp algorithms.

Table 4: The average misclassification rates (in %)
Simple gp Refined gp C4.5

data set gain gain ratio
Australian Credit * average 22.0 14.3 15.4 15.9

s.d. 3.0 0.5 0.4
best 17.0 13.6 14.9
worst 25.7 15.5 16.1

German Credit * average 27.1 28.0 28.6 27.2
s.d. 0.7 0.7 0.5
best 26.1 26.9 27.4
worst 28.2 28.8 29.1

Pima Indians Diabetes average 26.3 26.8 27.6 28.4
s.d. 1.1 0.5 0.0
best 24.3 26.0 27.6
worst 28.5 27.7 27.6

Heart Disease * average 25.2 19.8 20.2 22.2
s.d. 2.3 2.0 1.1
best 22.6 15.9 18.1
worst 31.1 23.0 21.5

Ionosphere Disease average 12.4 7.6 7.6 8.9
s.d. 1.8 0.7 0.9
best 8.0 6.5 6.3
worst 14.3 8.5 9.1

We performed 10 independent runs for our two gp algorithms to obtain the
results presented in Table 4. When available from the literature the results of C4.5
are reported. For three data sets (Australian credit, Heart disease and German
credit) no results were reported for C4.5. In those three instances, marked with a
∗, we applied C4.5 to the data set ourselves. The best results for each data set are
printed in bold.

When we look at the results in Table 4 we see that on three of the five data sets
our refined gp algorithm using the gain criterion performs a lot better than our
simple gp algorithm and C4.5. If we look at the other two data set sets (German
Credit and Pima Indians Diabetes), we see these are also the data sets on which
our simple gp performs better than or close to C4.5. It is at the moment unclear
why on these two data sets the results differ from the other three data sets. If we
compare the two refined gp algorithms we see that using the gain criterion results
in better classification results on all five data sets. This is somewhat unexpected
as C4.5, which uses the gain ratio criterion, is generally considered to be superior
to ID3 which uses the gain criterion.

Due to the high number of parameters involved it is difficult to draw hard
conclusions. Refined gp seems to be the overall winner: it is either much better or
only slightly worse than the other methods.



5 Conclusions and Future Research

In this paper we have shown how the gain and gain ratio criteria from ID3 and
C4.5 can be used to refine the search space sizes for gp algorithms. When successful
the refinement (and reduction) of the search space helps our gp algorithms to find
better (local) optima. Unfortunately, the gain and gain ratio criteria do not always
help us determine the optimal threshold values.

At the moment our refined gp algorithms only select a single threshold value for
each numerical valued attribute and thereby split the domain of such an attribute
into two. However, the gain and gain ratio criteria can also be used to split the
domain of numerical valued attribute into n parts (using n − 1 threshold values).
Hopefully extending our refined gp algorithms in this way will improve classifi-
cation performance on all data sets. The gain ratio criterion should be especially
useful as it was designed to find a balance between information gained by splitting
a data set into a large number of data subsets and limiting the number of subsets.
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Abstract

Design by contract is a well known theory that views software construc-
tion as based on contracts between clients (callers) and suppliers (routines),
relying on mutual obligations and benefits made explicit by assertions. How-
ever, there is a gap between this theory and software engineering concepts
and tools. For example, dealing with contract violations is realized by ex-
ception handlers, whereas it has been observed in the area of deontic logic in
computer science that violations and exceptions are distinct concepts that
should not be confused. To bridge this gap, we propose a software design
language based on temporal deontic logic. We also discuss the relation be-
tween the normative stance toward systems implicit in the design by contract
approach and the intentional or BDI stance popular in agent theory.

1 Introduction

Design by contract [10, 11, 12] is a well known software design methodology that
views software construction as based on contracts between clients (callers) and
suppliers (routines), relying on mutual obligations and benefits made explicit by
assertions. It has been developed in the context of object oriented programming,
it is the basis of the programming language Eiffel, and it is well suited to design
component-based and agent systems. However, there is still a gap between this
methodology and formal tools supporting it. For example, dealing with contract
violations is realized by exception handlers, whereas it is well known in the area
of deontic logic in computer science [13, 18] that violations and exceptions are
distinct concepts that should not be confused. Formal tool support for design
by contract is therefore a promising new application of deontic logic in computer
science [19]. In this paper we study how deontic logic can be used as a design
language to support design by contract. We address the following three research
questions.

1. Which kind of deontic logic can be used as a design language to support
design by contract?

2. What kind of properties can be formalized by such a design logic?

3. How does this approach based on deontic logic compare to the BDI approach,
dominant in agent based software engineering?



The motivation of our work is the formal support for agent based systems.
Recently several agent languages and architectures have been proposed which are
based on obligations and other normative concepts instead (or in addition to)
knowledge and goals, or beliefs, desires and intentions. In artificial intelligence
the best known of these normative approaches is probably the IMPACT system
developed by Subrahmanian and collegues [6]. In this approach, wrappers built
around legacy systems are based on obligations. However, we are interested in
particular in component based agent systems such as the BOID architecture [3].

The layout of this paper is as follows. In Section 2 we discuss design by contract.
In Section 3 we discuss contract violations. In section 4 we compare this approach
based on deontic logic to the BDI approach.

2 Design by contract

We explain design by contract by an example program in the Eiffel programming
language. The explanation of design by contract as well as the example have been
taken from [9]. For further details on design by contract, see [10, 11, 12].

Design By Contract views software construction as based on contracts between
clients (callers) and suppliers (routines), relying on mutual obligations and benefits
made explicit by assertions. These assertions play a central part in the Eiffel
method for building reliable object-oriented software. They serve to make explicit
the assumptions on which programmers rely when they write software elements
that they believe are correct. In particular, writing assertions amounts to spelling
out the terms of the contract which governs the relationship between a routine and
its callers. The precondition binds the callers; the postcondition binds the routine.

The Eiffel class in the left column of Figure 1 illustrates assertions (ignore for
now the right column). An account has a balance (an integer) and an owner (a
person). The only routines – is . . . do . . . end sequences – accessible from the
outside are increasing the balance (deposit) and decreasing the balance (withdraw).
Assertions play the following roles in this example.

Routine preconditions express the requirements that clients must satisfy when
they call a routine. For example the designer of ACCOUNT may wish to
permit a withdrawal operation only if it keeps the account’s balance at or
above the minimum. Preconditions are introduced by the keyword require.

Routine postconditions, introduced by the keyword ensure, express condi-
tions that the routine (the supplier) guarantees on return, if the precondition
was satisfied on entry.

A class invariant must be satisfied by every instance of the class whenever the
instance is externally accessible: after creation, and after any call to an
exported routine of the class. The invariant appears in a clause introduce
by the keyword invariant, and represents a general consistency constraint
imposed on all routines of the class.

Syntactically, assertions are boolean expressions. To formalize the assertions
in our design language, we use a deontic logic based on directed obligations, as



class ACCOUNT
feature
balance: INTEGER
owner: PERSON
min_balance: INTEGER is 1000
deposit(sum:INTEGER) is
require
sum >= 0 Ocr(sum >= 0)
do
add(sum)
ensure
balance = old balance + sum Orc(balance = old balance + sum)
end
withdraw(sum:integer) is
require
sum >= 0 Ocr(sum >= 0)
sum <= balance - min_balance Ocr(sum <= balance - min_balance)
do
add(-sum)
ensure
balance = old balance - sum Orc(balance = old balance - sum)
end

feature [NONE]
add(sum:INTEGER) is
do
balance:=balance+sum
end

invariant
balance >= min_balance Or(balance >= min_balance)
end -- class ACCOUNT

Figure 1: class ACCOUNT

used in electronic commerce and in artificial intelligence and law [5, 7, 15, 17]. A
modal formula Oab(φ) for a, b in the set of objects (or components, or agents) is
read as “object a is obliged toward object b to see to it that φ holds”. We write
c and r for the caller and for the routine, such that the assertions in the program
can be expressed as the logical formulae given in the right column in Figure 1.
Summarizing:

Require φ = Ocr(φ): caller is obliged toward routine to see to φ.
Ensure φ = Orc(φ): routine is obliged toward caller to see to φ.
Invariant φ = Or(φ): routine is obliged to see to φ.

To use these obligations to a deontic design language, we have to add temporal



information. First, we have to formalize old expression, which is only valid in a
routine postcondition. It denotes the value the expression has on routine entry.
Consequently, we have to distinguish between expressions true at entry of the
routine and at exit of it. More generally, we have to reason how the assertions
change over time. For example, the require obligation only holds on entrance,
the ensure obligation holds on exit, and the invariant obligation holds as long as
the object exists. The obligations only hold conditionally. For example, if the
preconditions do not hold, than the routine is not obliged to see to it that the
ensure expression holds. Finally, the conditional obligations come into force once
the object is created, and cease to exist when the object is destructed.

We therefore combine the logic of directed obligations with linear time logic
(LTL), well known in specification and verification [8]. There are many alternative
temporal logics which we could use as well. For example, in [4] deontic logic is
extended with computational tree logic in BDIOCTL. Semantics and proof theory
are straightforward, see for example [4]. Due to space limitations, we do not give
the details. Instead, we address the question how to use the logic to reason about
assertions.

Definition 1 (Syntax OLTL) Given a finite set A of objects (or components,
or agents) and a countable set P of primitive proposition names. The admissible
formulae of OLTL are recursively defined by:

1 Each primitive proposition in P is a formula.

2 If α and β are formulae, then so are α ∧ β and ¬α.

3 If α is a formula and a, b ∈ A, then Oa,b(α) is a formula as well.

4 If α and β are formulae, then Xα and αUβ are formulae as well.

We assume the following abbreviations:

α ∨ β ≡def ¬(¬α ∧ ¬β) α → β ≡def ¬α ∨ β
�(α) ≡def �Uα �(α) ≡def ¬�(¬α)

Oa(α) ≡def Oa,a(α)

We assume the following propositions: create(c) holds when object c is created,
destruct(c) holds when object c is destructed, call(c1,c2,f) holds when object c1

calls routine f in object c2. We assume that if a routine in an object is called,
there is an earlier moment in time at which the object is created. However, since
our operators only consider the future, this property cannot be formalized. We
assume that propositions can deal with integers, a well known issue in specification
and verification, see [8] for further details. Finally, we assume that the time steps
of the temporal model are calls to routines. The first routine and the invariant in
the example can now be formalized as:

call(c1,c2,deposit(sum:INTEGER))→ Oc1,c2(sum >= 0)
(call(c1,c2,deposit(sum:INTEGER))∧ (sum >= 0)∧ (balance = b)) →

XOc2,c1(balance = b + sum)
create(c) → (Oc(balance >= min balance) U destruct(c))



3 Contract violations

Whenever there is a contract, the risk exists that someone will break it. This
is where exceptions come in. Exceptions – contract violations – may arise from
several causes. One is an assertion violation, if run-time assertion monitoring
is selected. Another is a signal triggered by the hardware or operating system
to indicate an abnormal condition such as arithmetic overflow, or an attempt to
create a new object when there is no enough memory available. Unless a routine
has been specified to handle exceptions, it will fail if an exception arises during
its execution. This in turn provides one more source of exceptions: a routine that
fails triggers an exception in its caller.

A routine may, however, handle an exception through a rescue clause. An
example using the exception mechanism is the routine attempt deposit in Figure 2
that tries to add sum to balance. The actual addition is performed by an exter-
nal, low-level routine add; once started, however, add may abruptly fail, triggering
an exception. Routine attempt deposit tries the deposit at most 50 times; before
returning to its caller, it sets a boolean attribute successful to True or False de-
pending on the outcome. This example illustrates the simplicity of the mechanism:
the rescue clause never attempts to achieve the routine’s original intent; this is
the sole responsibility of the body (the do clause). The only role of the rescue
clause is to clean up the objects involved, and then either to fail or to retry.

attempt_deposit(sum:INTEGER) is
local
failures: INTEGER
require
sum >= 0; Ocr(sum >= 0)
do
if failures < 50 then
add(sum); successful := True
else
successful := False

rescue
failures := failures + 1; retry
ensure
balance = old balance + sum Orc(balance = old balance + sum)
end

Figure 2: Routine attempt deposit

The principle is that a routine must either succeed or fail: it either fulfills
its contract, or not; in the latter case it must notify its caller by triggering an
exception. The optional rescue clause attempts to “patch things up” by bringing
the current object to a stable state (one satisfying the class invariant). Then it
can terminate in either of two ways:

• The rescue clause may execute a retry instruction, which causes the rou-



tine to restart its execution from the beginning, attempting again to fulfil its
contract, usually through another strategy. This assumes that the instruc-
tions of the rescue clause, before the retry, have attempted to correct the
cause of the exception.

• If the rescue clause does not end with a retry, then the routine fails; it re-
turns to its caller, immediately triggering an exception. (The caller’s rescue
clause will be executed according to the same rules.)

In our design language, the exception can be formalized as a violation, and
the exception handler gives rise to a so-called contrary-to-duty obligation. For
example, there is a violation if the postcondition does not hold, i.e., we do not
have balance = old balance + sum. In case of violation, a retry means that the
obligation persists until the next time moment. We extend the language with the
proposition retry. Now, the fact that a retry implies that the postcondition holds
again for the next moment can be characterized as follows:

Oc1,c2(φ) ∧ ¬φ ∧ retry → XOc1,c2(φ)

4 The normative stance

In this section we compare the normative stance, a phrase due to Jan Broersen
[2], implicit in the design by contract with the intentional or BDI stance popular
in agent based software engineering. Table 1 summarizes the comparison between
the intentional stance and the normative stance.

Stance intentional stance normative stance
Concepts BDI OP, rights, responsibility

from folk psychology ethics, law, sociology
Computer human = angry, selfish, . . . God, master/slave, servant

Class of systems decision making decision making
Realization specification and verification components

Implementation programming objects, operation
specification BDICTL temporal deontic logic

Table 1: intentional vs normative stance

First, the intentional stance is rooted in the philosophical work of Dennett,
whereas such grounding does not seem to exist for the normative stance (though
there are candidates, such as [1]). The concepts from the intentional stance come
from folk psychology. The normative stance borrows concepts from ethics, law or
sociology. Other examples of this normative stance we mentioned in the introduc-
tion are the IMPACT system [6] and the BOID architecture [3].

Second, the success of the intentional stance is that people like to talk about
their computer as a human which has beliefs and desires, which may be selfish, or
which can become angry. The implicit assumption of design by contract is that
designers find it useful to understand software construction in terms of contracts,



or, more generally, in terms of obligations. The success is due to the fact that
humans either consider the computer as their master, which has to be obeyed, or
as their slave, which has to obey orders.

Third, the intentional stance has been advocated for agent systems, which
are for example autonomous and proactive. It has been used as a high level
specification language, as well as low level programming language. We believe the
normative stance can be used in a wider setting. In the examples we used it for
low level objects. However, it is particularly useful if we use a higher abstraction
level in terms of components or agents.

5 Concluding remarks

In this paper we study how deontic logic can be used as a design language to
support design by contract. First, we ask which kind of deontic logic can be
used as a design language to support design by contract We show how directed
modal operators are capable of formalizing contracts between clients (callers) and
and suppliers (routines), relying on mutual obligations and benefits made explicit
by assertions. These formalisms have been developed and studied in electronic
commerce and artificial intelligence and law. Moreover, we show how temporal
operators can be used to formalize dynamic behavior such as contract violations.

Second, we ask what kind of properties should be formalized by such a design
logic. This is summarized in Table 2. In this paper, we do not consider contract
forms and contracts for testing and debugging. The contract form of a class,
also called its “short form”, serves as its interface documentation. It is obtained
from the full text by removing all non-exported features and all implementation
information such as do clauses of routines, but keeping interface information and
in particular assertions. The use of these elements in our deontic design language,
for example to combine assertions, is subject of further research.

social contract assertions directed obligations
violation exception violations
repair exception handling contrary-to-duty reasoning

contract form interface ?
testing and debugging ? ?

Table 2: Bridging the gap

Third, we ask how this approach based on deontic logic compares to the BDI
approach, dominant in agent based software engineering. Whereas the BDI ap-
proach is based on an attribution of mental attitudes to computer systems, design
by contract is based on an attribution of deontic attitudes to systems. We suggest
that the normative stance has a wider scope of applicability than the intentional
stance, though this has to be verified in practice. In further research we study the
relation with commitments in Shoham’s Agent Oriented Programming (AOP) [14],
and with rely/guarantee reasoning [16].
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Abstract

In this position paper we will investigate a novel architecture for profile-
based retrieval on the Web called Vimes1. This architecture is based on the
fact that resources found on the Web should not only be topically relevant to
a searcher’s query; other characteristics (such as the file format or structural
format) of a resource are equally important. Furthermore, Vimes uses profiles
to deal with user characteristics and constraints.

1 Introduction

In today’s “information society” information plays an increasingly important
role. The trick is to get the right information at the right time and in an appro-
priate format for a given goal. Finding the right information has been researched
extensively in the IR-field over the last decades. Already in the 1970’s people tried
to devise computer programs to assist them in their search for information. These
computerized searches started with searching in homogeneous document collec-
tions such as in the STAIRS-project (Salton and McGill, 1983). The search process
became more elaborate with the apparent rise of the Web. It led to the introduc-
tion of search engines such as GOOGLE which not only indexes (hyper)text, but
also images, PDF-documents and interactive databases such as Citeseer (Citeseer,
1997). In other words, search engines attempt to retrieve relevant resources, rather
than documents alone.

The importance of the timing aspect is particularly obvious when investment
decisions are involved, such as on the stock market. Getting some information
late could have huge (financial) consequences. Implementing a strategy for get-
ting information in time often depends on many things such as choosing the right
partner/supplier: some news sites are ‘faster’ then others in picking up news.

The third aspect mentioned deals with formats in the broad sense. It refers to
“file format” (e.g. PDF, or HTML) as well as “structural format” (e.g. “abstract”,

1Vimes is the Commander of the City Watch in Terry Pratchett’s Discworld series™. We hope that
our system will show the same ingenuity, tenacity and have the same success in information retrieval
as Vimes has had at solving crimes.



or “photograph”)2. The file format issue has been around since the early days of
computing. Since people use different tools for jobs such as text processing a need
for conversion tools between the file formats arose. Many of these conversions are
available today. This is not (yet) the case for the latter issue, even though attempts
have been made. A good example of this type of software is a computer program
that generates abstracts for expository text (see e.g. (Barzilay and Elhadad, 1997)).

It is apparent that these factors vary for different users of IR-systems. For some
users it is ok if certain financial records arrive slightly late, whereas for others it
might have unpleasant consequences, some people would prefer an abstract of a
(large) report over its full text etcetera. In other words, each of these factors can
be seen as a characteristic of a searcher. Loosely defined, a profile is the collection
of all characteristics of a searcher that are relevant for the retrieval process. The
goal of this position paper is to investigate how profiles can be used to improve
the IR-process and define the architecture of Vimes.

2 Overview

One of the basic functions of any information retrieval (IR) system is relevance
ranking: the (characterizations of) resources are ranked such that the resources
that are “most relevant” are listed first, and the ones that are least relevant are
listed last. In (Dhyani et al., 2002) an overview is given of metrics that are used
to determine the relevancy of a Web-document with regard to a query. Further-
more, it is pointed out that relevancy involves more than topical relevance; other
attributes of resources (such as its quality and price) are important as well.

2.1 Relevance

In (Gils et al., 2003) a conceptual model for information supply is presented. This
model is based on the notion that similar information can be conveyed by multi-
ple representations, leading to the notion that several representations (resources
on the Web) can belong to a single information service (provide access to their
underlying representations). Based on this work, we define:

Definition 2.1 (representation format) It is enforced that each representation has ex-
actly one type. Examples of these types are: PDF, HTML and Webservice.

Definition 2.2 (structural format) Not all representations that belong to a single in-
formation service have to convey the same amount of information. For example, one
conveys the “full content” and another is merely an “abstract”. These (types of) struc-
tural format are modeled as feature types in (Gils et al., 2003). In this article we refer to
them as the structural format.

Using these definitions we can introduce our notion of relevance. Apart from
topical relevance, which is the ‘traditional’ way of measuring relevance, we de-
fine that other constraints must be met as well. Examples of such constraints are

2In (Gils et al., 2003) the structural format is modeled as feature types.



its format (as explained in the previous section), but also price, quality etcetera.
It may very well be that a searcher is willing to pay a certain amount of money in
order to get his hands on a high-quality resource! Hence, we define relevance as
follows:

Definition 2.3 (Relevance) Resources are relevant with regard to a query if and only
if this resource meets all the criteria that a searcher poses on it. These criteria can be
formulated in either the query, or the user-profile.

This definition resembles the notion of functional versus non-functional require-
ments in Software Engineering (Sommerville, 1989). It is now well accepted that
non functional requirements and functional requirements are equally important
to any software engineering project (see e.g. (Cysneiros and do Prado Leite, 2002;
Barrett, 2002) for a discussion on the importance of non functional requirements).

This modified view of relevance has an impact on precision and recall, for it
is ‘less easy’ for a document to be relevant with regard to a query. For example,
it may be that a resource must be converted to another format before it is really
relevant. In Section 3 we explain how a retrieval system can exploit this new
notion of relevance in order to achieve ‘better retrieval’.

2.2 Profiles

Already in (Myaeng and Korfhage, 1986) it was recognized that information re-
trieval systems can be personalized for users by means of profiles. During the last
few decades a lot of research has been invested in the area of user profiles. Often,
these profiles are used to enhance the query by capturing the user’s notions of
query terms (see e.g. (Myaeng and Korfhage, 1986; Chen and Kuo, 2000; Pierra
et al., 2000)). However, profiles can be used more extensively. For example, in
(Gligor, 1996) profiles are used for access control. We define that:

Definition 2.4 (Profile) A (user) profile consists of a set of preferences with regard to
behavior of a search engine as well constraints on the results it presents to the user.

To illustrate this definition, the following list are the items that make up a
particular user-profile:

preferences : I prefer a maximum of 25 results per page, and by selecting a rele-
vant resource (clicking on the link) will open a new window.

constraints : I prefer HTML and PDF formats and refuse the Microsoft DOC-
format. Furthermore, the size of the resource should not exceed 25Mb.

Using this definition, there are two areas in the retrieval process where profiles
can be used. Firstly, they can be used for post-processing the results of the ranking
process. For example, an resource that was found to be topically relevant can
be converted to the proper format (See Section 2.1). Furthermore, profiles can
be used to make sure that the retrieval engine operates according to the user’s
wishes.



2.3 Format

In the previous section we explained what profiles are and what they can be used
for. In this section we present a possible format for storing these profiles, whereas
in the next section we explain how/where they are stored exactly.

Since we want the profiles to be re-used across (Web) search engines, the for-
mat should be an open standard. More specifically, we want our format to be
machine understandable and interoperable. The eXtensible Markup Language
(XML, see e.g. (Bray et al., 2000)) is particularly well suited for this task (see e.g.
(Suryanarayana and Hjelm, 2002)). The following XML-fragment is an example of
what a profile could look like:

<? xml version="1.0" ?>
<!-- ------------------------------------------------------------ -->
<!-- A profile has an owner, identified by his/her Email-address. -->
<!-- Furthermore, a check-sum is included for security purposes. -->
<!-- This profile stores 3 characteristics. -->
<!-- ------------------------------------------------------------ -->
<!-- define the owner of the profile -->
<profile owner="Bas van Gils" email="bas.vangils@cs.kun.nl" cs="2768A493">

<!-- 1st characteristic: how many results per page? -->
<characteristic type="results"> <page> 25 </page> </characteristic>

<!-- 2nd charactersitic: the max. size in Mb -->
<characteristic type="max_size"> <mb> 5 </mb> </characteristic>

<!-- 3rd characteristic: preferred file-types -->
<characteristic type="file_type">

<type nr="1"> HTML </type>
<type nr="2"> PDF </type>
<type nr="3"> PS </type>

</characteristic>
</profile>

Note that this excerpt is intended to illustrate our ideas. Defining a formal
DTD for profiles is part of future research.

3 Architecture

In the previous sections we explained our notion of formats, profiles and rele-
vance. These notions are essential for the architecture of Vimes, which we will
introduce here. The architecture uses many elements that stem from previous
research, such as brokers, agents, semantic web components and web services.

3.1 Components

User profiles will be stored in a repository for easy access and reuse by Vimes.
The format in which this information will be maintained should be an accepted
open standard, such as XML as outlined briefly in the previous section. Using
such an open standard will make life easier for the user as they only need to
define their preferences once. All retrieval engines that know how to deal with
(this type of) profiles can re-use this single profile3.

3Open issues that we need to work out still are the management of these profiles: where to store
them? how to achieve an acceptable level of security?



In the previous section we introduced a new notion of relevance. We also ex-
plained how, in some cases, resources may have to be transformed before they
are considered to be relevant. To cater for these transformations we introduce
a transformation broker4. The broker will be a networked service, encapsulating
functionality of all available transformation tools on the network and provide for
multiple methods of transport. For example, a request to the transformation bro-
ker includes the form desired is PDF and the resource document is a postscript
document. This particular conversion can be achieved by a transformation bro-
ker on the network that provides the tool ps2pdf. For similar reasons as before,
we choose open standards for transport, such as FTP and HTTP. An additional
benefit is that other parties can more easily participate/contribute by submitting
transformation routines to the broker.

The broker component will be Vimes’ main interface for users seeking infor-
mation. It will interact with the user-profile repositories and search engines on
the Web. Essential to our architecture is the broker’s ability to interact with not
only the well known web search engines (Yahoo, GOOGLE, AltaVista, Excite, etc.),
but also with such enabling technologies as static agents, mobile agents, web ser-
vices and services using the Semantic Web or Resource Description Framework
(see e.g. (Google, 2003; Fünfrocken and Mattern, 1999; Berners-Lee et al., 2001;
Miller et al., 2003)). Our broker component will also provide interaction with dif-
ferent forms of user-profile repositories, both local and remote. This will allow in-
teraction with other profile systems on the Web (see e.g. (Pierra et al., 2000) for an
agent-based approach along these lines). This leads to the following architectural
diagram, with the components in the shaded area making up the Vimes-system.

Please note that the components will be loosely coupled so that they (especially
the profile repository and the transformation broker) can also be accessed by
other systems via the Web.

3.2 Example session

In this section we describe what the retrieval process could look like, based on the
architecture as defined in the previous section. The first thing to be done is that
the user creates a profile, preferably via an intuitive Web-interface, after which

4This transformation broker flowed out of the earlier work done on resource access for generic
information retrieval (Schabell, 2002).



it can securely be stored in the repository. The second step is to browse to the
broker, which functions as the main interface for the rest of the process. The user
identifies himself (either automatically via e.g. a cookie, or more explicitly via a
login-screen) after which the relevant profile is retrieved from the repository.

When the profile is retrieved, the user can enter his query into the system. Two
things can happen at this point: either the broker decides to reformulate the query
based on the user-profile, or it leaves the query untouched. Subsequently, the
query is submitted to one of the search engines. This can be one of the well known
web search engines, but others are possible such as an agent, a web service or
other external services as described above. Based on the user’s profile, the broker
may decide to post-process discovered resources. The returned list of discovered
resources would then be transformed using the transformation broker. If this is
indeed the case, the resources are processed and ranked again before they are
presented to the user.

3.3 Future work

The goal is to implement this architecture within the PRONIR research project
(Proper, 2002) in the coming years. We will have to look deeper into the enabling
technologies and will have to make a decision to narrow the possibilities down
for our prototype. In either case, we will attempt to use open standards (XML,
SOAP, WSDL, UDDI, etc) and open protocols (HTTP, FTP, Jabber, etc) throughout
the entire architecture. Currently we are under way with regards to the transfor-
mation broker. We have setup a Conversion Clearinghouse that is web accessible,
allowing users to search through our available conversions. In the near future we
hope to have this online for extern input and usage. Development continues on
this part of the project (Schabell, 2003).

4 Conclusion

In this article we started out by introducing a new way of measuring relevance.
We feel that the relevancy of a resource with regard to a user query should be a
combination of several factors such as topical relevance (the traditional measure-
ment), but also things like its format, price, quality etcetera. To be able to deal
with this more elaborate relevancy metric, we need to know a lot more about the
user. Part of this additional knowledge is fixed over time for individual users. For
example, a search may always prefer a certain file-type over others, and wants the
search engine to list a maximum of 25 results per page. This lead to the introduc-
tion of profiles, which consist of constraints on the resources that are presented to
the user as well as preferences with regards to the behavior of the search engine.

The main contribution of this article is the architecture of Vimes, introduced
in Section 3. Vimes is intended to be a broker that assists users in querying the
Web. There are three important components in this architecture. The profile repos-
itory stores the profiles of all users in an open format such as XML. There are



still some open issues in this area, such as specifying a language for storing the
profiles, enforcing that they are stored securely, etcetera.

The second component is the transformation broker, which enables us to per-
form transformations on resources found on the Web. With these transforma-
tions we hope to be able to transform resources into a format that is convenient
/ wanted by individual users. For example, we can transform a HTML document
into PDF, or generate an abstract of a report that is too long according to a user’s
profile. We are currently working on a system that performs these transforma-
tions by setting up a Conversion Clearinghouse that is web accessible, allowing
users to search through our available conversions.

Last but not least, the broker in the Vimes architecture is the user-interface. It
interacts with the two other components, as well as with search engines on the
Web. Much work remains to be done in this are also. For example, we need to
figure out what the interface will look like, which message-standards are going
to be used to interface with the other components, etcetera.

All in all, this article provides insight into a novel way of thinking about re-
trieval. It outlines the architecture Vimes, without giving a full specification.
Finally, we have presented a road-map for our research.
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Abstract

In this paper we describe a framework in which concepts are related to
targets of navigation tasks. Concepts are represented by policies, that are
improved based on evaluations of a human teacher. Eventually, when the
task can be completed, actions with high expected rewards indicate which
observation show the ‘concept’. In an experiment we show that the robot is
capable of selecting observations that show the target concepts.

1 Introduction

In every day life we get surrounded more and more by ‘smart’ utilities, for which
we have to specify what they have to do for us. For video recorders, the program
itself is fixed and the user has to set parameters, like time and channel, used by
the program. The more complicated machines become, the harder it will be for
the human user to make machines do exactly what they want them to do. Already
many people have difficulties with programming a video.

In this paper we look into a way of making it easier for human users to ‘pro-
gram’ their equipment. Rather that teaching the user how to program, we will
make the equipment learn what should be done. For this, the user has to specify
the task which the user probably expresses using concepts that have meaning for
himself, but not necessary for the equipment. For an unknown concept, all the
equipment can do is try something. The user can evaluate these trials and based
on these evaluations, the equipment can learn the meaning of the concept and the
corresponding task that should be executed.

In this paper we use a mobile robot with a navigation tasks as test application.
Concepts will be in the form of “Go to the door”, “Go to the corner”, or “Go
to John’s office”. The “go to” is already implied, because it is the only thing
the mobile robot can do. The targets “door”, “corner” and “John’s room” are
the concepts that the robot has to learn to recognize using its sensor. These
concepts are names used by the user and do not have to correspond to particular
sensory observations. Somehow the robot has to label observations, such that they
correspond with the area the users associates with the concept.

In the next section we provide some background information. In section 3 we
present our framework to select observations that correspond to the targets of the
task. In section 4 we demonstrate this in an experiment.



2 Background

The word ‘concepts’ itself is rather vague and is used in many different situations.
We will consider concept learning as a task whose objective is too learn to discrim-
inate between items according to some underlying rule. This can be a database
with cases of which a subset is manually labeled to belong to a certain category.
The learning task is then to determine which specific attributes of these cases can
be use to distinguish them from the rest. This is not possible without the labels.
If these labels are not available concept formation can be used to dynamically
categorize the cases through interactions.

2.1 Concepts formation

A well know example of concept formation is the “Talking Heads Experiment”, a
project where a ‘language game’ is performed on many different robots [9]. The
general idea of language games, or ‘guessing games’, is that agents transmit ‘words’
about the environment. One agent is the speaker and the other the listener and
the objective of the game is that the listener guesses the correct meaning of the
word transmitted by the speaker. The correct meaning here refers to the ability
of the listener to identify the exact same object in the environment the speaker
associates with the transmitted word. If the listener guesses correctly then both
the speaker and listener reinforce that category.

One motive of research in language games is that they may explain the origin
of language or intelligence [8] in the sense that a shared lexicon emerged among a
group of interacting individuals. Such lexicons can be found through associations
between the perceived situations together with the received signals (words) [3][4].
This is a categorization of the input space. By dividing the input space in a finite
discrete set, the signals can be ‘grounded’ to the partitions of the sensory input
space. This resembles determining relevant attributes of cases in concept learning,
when the perceptions are viewed as cases.

Using only categories of perceptions has a rather limited use. Agents are only
capable of recognizing concepts when placed in their view. They cannot actively
contribute to the concepts formation or interact with the environment. In [14]
concepts are related to the sensorimotor control. Dynamics is included by adding
a finite state automaton. Now the listener has to guess the current state of the
speaker and predict its action. In this way concepts formation is more related
to control and manipulating the environment, then just perceiving and trying to
understand the environment.

2.2 Behavior based robotics

The ideas of guessing games are also investigated for other robot tasks, like target
tracking [13]. No longer does the origin of language form the main objective of
research. It starts to resemble a behavior based robotics approach. The underlying
idea of behavior based robotics is that the control architecture consist of a set of
low level reactive controllers. These low level controllers compete with each other



and a selection mechanism exist to choose the controller that determines the action
applied to the actuators. A good selection mechanism makes that reasoning is no
longer needed [2], but if it is not available it can be learned. In [5] an approach
is shown where Reinforcement Learning (RL) is applied to optimize the selection.
The representation used is referred to as a behavior based network. In [7] this
network is used in the context of training by example, where the trainer can be a
human or an other robot.

A possible definition of a language is given in [6] as: “a suggestion by objects,
actions or conditions of associated ideas or feelings”. The work is similar to that
in [7] but now also implicit communications is included. The implicit communica-
tion is the communication through actions (see the language definition). A human
observer is capable of understanding the intentions from the exhibited behavior,
because the action carry the intentional meaning and are therefore easy to under-
stand. The sequence of actions is the robot’s way of saying ”I think you meant
this”. If this was meant by the human observer, the robot can be rewarded to
reinforce that concept.

The behavior based approaches differ from the guessing game approaches in
the sense that they do not assume two agents that have to start from scratch
and find an agreement. It is more a teacher/pupil configuration where one agent
is already familiar with the concepts and the other has to learn it. Because the
teacher cannot know how the other agent perceives the environment, it has to
observe its behavior and judge that instead.

3 Framework

In our framework concepts are related to targets of navigation tasks. For each task
actions are executed according to a specific policy that is greedy with respect to
a corresponding value function. These value functions are formed by associating
values, representing the expected sum of future reinforcement, to observations
taken in the environment. So each policy is anchored in the environment through
the observations and represents the concept (goal of the navigation task). We will
use a mobile robot with omnidirectional camera to introduce this framework.

3.1 Low level reactive behaviors

Low level reactive behaviors can be implemented as regulators that use the er-
ror between the current pose and some target pose as input to compute control
actions. This requires that the robot keeps track of its location and orientation.
Visual homing is a visual navigation method where the target ’pose’ is indicated
by a target image. In [1] it is applied to a camera mounted on a robot arm. If
selected ‘interesting’ features in the current and target image are combined to
form corresponding pairs, the difference in position of these pairs can be used to
estimate the relative difference in pose at which the images were taken.

Images taken by a mobile robot with an omnidirectional camera can be used
as target images. In an area around the pose where an image was taken, the robot
is capable of estimating the relative difference in pose. This is the error needed



Figure 1: Navigation example: The robot can reach 1 and 2 but not 3. When 2
has a higher value the robot will move to the place where image 2 was taken. At
a certain point 3 may be reachable and if 3 has a higher value the robot changes
target image.

by the regulator and therefore the robot can find the target pose without actually
knowing its current pose. There is no need to keep track location and orientation
in the area where an image was taken. Images taken further away from the target
pose will be too dissimilar such that the robot is no longer able to home in to the
target.

3.2 Navigation

A robot that moves around and stores each observations, generates a database
with potential target images. As described in section 2, a behavior based approach
assumes a set of competing low level controllers. In our framework there is only
one low level controller with a finite set of potential targets images in the database.
The images are competing as targets. However, not all images will be competing,
only those taken near the robots current pose.

The areas in which images in the database can be reached should overlap a
little, such that the robot will have a choice in target image at any pose. The
policy is to choose the target image that has the highest value associated with it.
In figure 1 an example of the navigation behavior is shown. The areas in which
target images can be reached should not be to large. Otherwise one image with a
large area and a high value can make many images in the database obsolete. In
[11] it is shown that for our setup the radius of areas is about 2 meters.

Note that this navigation method is not restricted to omnidirectional images.
Any sensor for which the relative difference in pose can estimated from two obser-
vation will do.
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Figure 2: The data: This shows our corridor and parts of the lab, room A and
room B. All dots and circles are poses where an image was taken. The circles
represent the images in the database.

3.3 Learning

Instead of manually assigning values to images, these values can also be learned.
As indicated before in [12], the overlapping areas around images can be regarded as
a coarse code representation [10] of the continuous state space. This representation
is often used in reinforcement learning, and provides the ability to train the robot
using rewards and punishments. This is exactly what we need, if we want the user
to be able to train the robot by evaluating its behavior.

Note that the values associated with the images form the policy because they
determine the selection of the targets. This implies that the policy is anchored
to the environment. If the robot can ‘go to the door’ in one room, it may not be
able to do that in an other room. This is because the robot has learned what the
the correct behavior is, but it hat not learned why this is the correct behavior.
Concept learning can be used to find out why, if the value is used to add labels to
the images in the database. High values correspond with a high expected rewards,
so images with high values are most likely taken in the area corresponding to the
concept. The specific attributes found by concept learning then describe the actual
concept in terms of perception.

4 Experiment

The purpose of the experiment is to demonstrate that the framework described in
the previous section is capable of selecting a set of observations that correspond
to the target of the task.

4.1 Setup

We generated a data set of 234 images, taken mostly in our corridor, but some were
taken at the entrance of the Lab and two other rooms (A and B). We measured
manually the poses at which images were taken. We selected 43 target images



to form the database with potential targets. The rest was used to simulate the
movements of the robot. In this way we could repeat experiments under exactly the
same conditions. Note that we used the measured poses only for the simulation of
the robot movements. Figure 2 shows where images were taken and which images
are selected as targets.

4.2 Results

All images were transformed to 720 by 120 panoramic grayscale images and fea-
tures were selected according to [11]. Then we compared each image with a target
image and estimated the relative difference in pose according to [11]. If this was
possible, then this target could be selected from this pose. The average number of
possible targets for a pose was 4.95. To simulate the robot’s movements the low
level controller selects the neighbor pose that is closest to the target.

We did experiments with the Lab, room A and room B as target, and so we
created 3 policies. Because we simulated the motion of the robot we also had
to simulate the human teacher. A punishment was given in form of a −1 re-
inforcement, when the robot moved away from the door of the target area. A
reinforcement of 3 was given as reward for being at the target area. Because pun-
ishments are given directly for an incorrect action, we had to use TD(0) learning.
We only associate one value with each target and not four like in [12]. These values
were initialize between −10−7 and 10−7.

We explored by ranking all possible targets by their value and ignore each of
them with the same probability. We then picked from the remaining targets the
one with the highest value. The result is that the target with the highest value has
the highest probability of being picked, the second has the second and so on. This
kind of exploration resembles consequences of sensor uncertainty, when assuming
that each target has the same probability of being missed.

We did 50 runs of 100 steps for each target concepts. After each run the robot
started at a random pose in the environment. In figure 3(a) we see the result for
‘go to the lab’. The significantly higher values in and near the robot lab is clear.
The same hold for the results in figure 3(b) and figure 3(c) Figure 3 also shows
the three images with the highest value for each task. These images clearly show
the robot’s view when entering these rooms. Only the behavior of the robot and
evaluation of the teacher were used to select these images. Now they can be used
to describe the perceptual concept for each task.

5 Conclusion

In this paper we introduced a framework where concepts were learned by first
learning a policy, that can be used to show that the concept was understood. For
a mobile robot with omnidirectional camera we have shown that the navigation
task can be learned and that observations corresponding to the concept can be
selected using the resulting value function.
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Figure 3: The right shows the resulting values for the target images. Dark in-
dicates a high expected future reward. The left shows the three images with the
highest value.
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Abstract

In this paper we use formal argumentation theory to study the deliberation
cycle of the BOID cognitive agent architecture. We combine goal generation
with a planning approach recently proposed by Leila Amgoud. In her formal
argumentation framework plans for fulfilling a desire are represented just
like arguments that support a conclusion; the framework can thus deal with
conflicting desires. In this paper we show how the argumentation approach
to planning can be combined with goal generation in the BOID architec-
ture. We also show that combining goal generation and planning leads to
interesting new research questions about their relationship.

1 Introduction

An important aspect of intelligent agents is the goal deliberation process, in which
an agent decides which goals to pursue. Goal deliberation can be implemented in
many ways, though agent architectures often assume separate components for goal
generation, goal selection and planning [9, p 76]. Terminology differs; we say that a
goal generation process produces potential goals on the basis of an agent’s beliefs,
desires (internal motivation), and possibly obligations (external motivation). Goal
selection is the subsequent process of deciding which consistent subset of goals will
be pursued. These selected goals become intentions. Planning is the process of
finding a sequence of actions to achieve the intentions.

In this paper we study goal deliberation in the BOID cognitive agent architec-
ture [2, 3, 5]. Goal generation in the BOID architecture has been studied before,
but planning is the subject of a joint project with the IRIT laboratory in Toulouse,
which is developing an argumentation theoretic account of planning [1].

The BOID architecture uses sets of prioritized default rules to specify the
contents of four separate components: Belief, Obligation, Intention and Desire. As
in most rule-based systems, heads of rules are compared to the facts, producing a
set of applicable rules. Based on a priority order, a rule is selected and applied.
Earlier we showed how restrictions on priority orders correspond to agent types [3].
For example, a selfish agent ranks desire rules over obligation rules.



In goal deliberation we have to deal with two kinds of reasoning: forward rea-
soning from current beliefs to desirable states (deduction), and backward “means-
ends” reasoning from desirable states to required actions (abduction). This combi-
nation is often problematic. We have observed two problems with goal deliberation
in the BOID architecture.

1. The goal generation and goal selection components partly depend on plan-
ning, because potential or selected goals are required to be feasible [4, 7]. A
goal is feasible when some plan exists that is likely to achieve it. Rao and
Georgeff call an agent that only generates feasible goals strongly realistic. It
is waste of resources to consider infeasible goals. The feasibility restriction
requires that planning can provide feedback to goal generation and selection.

2. The application of a priority order is difficult. The easiest solution is to
define a local priority order over rules [8]. However, single rules often have
undesired consequences. Application of rules should therefore be compared
by their outcomes, using a utility value for example. In a possible worlds
framework utilities can be expressed, but in a practical agent system this
is difficult to achieve. In previous work we have chosen to use extensions,
maximally consistent sets of rules, as the main interface between compo-
nents [2, 3, 5]. The use of extensions has some drawbacks, both practical and
conceptual. The extensions themselves become large, and their consistency
becomes difficult to check and maintain. The number of extensions multi-
plies quickly, while the overlap between extensions is considerable. Clearly,
we need a clever representation.

To address these problems, we apply techniques from argumentation theory [6]. We
combine goal generation with Amgoud’s version of Dung’s argumentation frame-
work to reason about conflicting desires [1]. The central analogy is the following.
A desire or potential goal that has possible ‘trees of realization’ or plans to achieve
it, can be modeled just like an argument which consists of a conclusion with the
supporting argumentations. Trees of realization form a declarative representation
at the intermediate level between rules and outcomes. The attack relation defined
over arguments can serve as a criterium to select goals. Because infeasible goals
have no tree of realization, they are excluded from deliberation.

In this paper we use formal argumentation theory to study the deliberation
cycle of the BOID architecture. Due to space limitations, we do not discuss the
advantages and disadvantages of argumentation theory with respect to theories
developed in, for example, conditional logic, logic programming or databases. We
just observe that argumentation and dialogue theories have been used to analyze
logic, and that defeasible argumentation has been used to study non-monotonic
reasoning and reasoning about uncertainty. Theories for conditionals and rules
have attracted attention lately with dedicated workshops, and a further unification
may be expected during the coming years.

The paper is structured as follows. In section 2 we present goal generation, in
section 3 we combine it with Amgoud’s argumentation framework, and in section 4
we consider new research questions.



2 BOID goal generation

To keep discussion to a minimum, we only consider the generation of goals from
desires, not from obligations and intentions. In the language, we distinguish among
proposition variables that we call decision variables and other variables. Decision
variables represent atomic actions that need no further plan to be achieved. This
distinction is implicit in Amgoud’s framework.

Definition 1 (Logic) Let A be a set of decision variables. Let N be a set of
non-decision variables. Let L be a propositional language built from A ∪ N . Let
a literal l of L be a variable or its negation. Let a rule be an ordered nonempty
finite list of literals written like l1 ∧ l2 ∧ . . .∧ ln−1 → ln. We call l1 ∧ l2 ∧ . . .∧ ln−1

the body of the rule, and ln the head. If n = 1 the body is empty and we write ln.

We extend Amgoud’s notion of unconditional desires to a set of desire rules D,
and we interpret a plan library and background knowledge as sets of rules P and
Σ respectively. A desire rule l1 ∧ . . .∧ ln−1 → ln in D represents that ln is desired
in the context l1 ∧ . . . ∧ ln−1, a planning rule in P represents that ln is achieved
if l1 ∧ . . . ∧ ln−1 is achieved, and a background rule in Σ represents that ln is true
when l1 ∧ . . . ∧ ln−1 is true. Since a decision variable needs no planning rules, we
require that the head of a planning rule is not a decision variable.

Definition 2 (Desire-plan description) Let A, N and L be as defined in def-
inition 1. A desire-plan description is a tuple 〈D,P,Σ〉 with D, P and Σ sets of
rules from L, such that the heads of rules in P are built from a variable in N .

Here are some examples of desire-plan descriptions. The first example extends
example 1 of [1]. Note that the examples in this paper are meant to illustrate the
definitions. We realize that further validation of the approach is necessary.

Example 1 (Travel) Assume variables A = {ag, fr, hop, dr, sol, w, cp, gp} and
N = {wca, jca, hjor, dlc, fp, pa, t, vac}, with the interpretation:
wca : there is a war in Central Africa ag : to go to the agency
jca : to journey to Central Africa fr : friend brings the tickets
hjor : have a job on return hop : to go to a hospital
dlc : deadline for submission is close dr : to go to a doctor
fp : to finish a paper before going sol : to solicit for work
pa : the paper is accepted w : to work
t : to get the tickets cp : call the program chair
vac : to be vaccinated gp : write a good paper

Consider the following desire-plan description:
D = {¬wca → jca, jca → hjor, dlc →fp, fp→ pa}
P = {t ∧ vac → jca, ag → t, fr→ t, hop → vac, dr → vac, sol → hjor,

w →fp, cp → pa, gp → pa}
Σ = {¬wca, dlc, w → ¬ag, w → ¬dr, w → ¬hop}

In some contexts, the agent has desires to travel, have a job, to finish a paper and
get this paper accepted. There are several ways to achieve these desires. For ex-
ample, to get a paper accepted this agent can either write a good paper or call the
program chair.



The second example is concerned with food and wine.

Example 2 (Dinner) Let A = {e, r, d, t, w}, N = ∅ and represent dinner options
with e for entrecote, r for red whine, d for daurade, t for trout and w for white
wine. Let dinner preferences be D = {e, e → r, d, t, d ∧ t → w}, P = ∅ and
Σ = ∅. The agent prefers to have red wine with red meat, and white wine with fish.

A goal set is a set of related desires. First we define what it means to apply
desire rules to generate a goal set, which is analogous to applying inference rules
in classical logic. Then we define a goal set to be a set of heads of desire rules
that cannot be further split up into separate goal sets. This represents the fact
that desires in a goal set are related. The definition may seem circular, but note
that the size of the goal sets shrinks and that they are finite. The notion is thus
well-defined. Finally we define maximal goal sets with respect to set inclusion.

Definition 3 (Goal set) The closure of a set of rules R on a set of literals S,
written as C(R,S), is defined by C(R,S) =

⋃i=∞
i=0 Si with S0 = S and

Si+1 = Si ∪ {l | l1 ∧ . . . ∧ ln → l ∈ R and {l1, ..., ln} ⊆ Si}. We write H(R)
for the set of heads of the rules in R. Given a desire-plan description 〈D,P,Σ〉, a
finite set of literals GS is a goal set iff there exists a subset D′ of D such that:

1. GS = C(D′ ∪ Σ, ∅) ∩ H(D′);
2. C(D′ ∪ Σ, ∅) is consistent, i.e., does not contain two literals l and ¬l;
3. There is no set of goal sets {GS1, . . . , GSn} with each GSi 
= GS and GS =

GS1 ∪ . . . ∪ GSn.

A maximal goal set is a goal set which is maximal with respect to set inclusion.

The following two examples illustrate that a goal set is a set of related desires.

Example 3 (Travel, continued) The goal sets are {jca}, {jca, hjor}, {fp} and
{fp, pa}. The set of desires with {jca, hjor, fp, pa} is not a goal set, because it
can be split in {jca, hjor} and {fp, pa}. The latter two are the maximal goal sets.
Here, jca and hjor are related, because the desire to have a job on return from travel
(hjor) is conditional on making a journey to Central Africa (jca). Likewise, (fp)
and (pa) are related, because the desire to have a paper accepted (pa) is conditional
on finishing a paper before going to Central Africa (fp).

Example 4 (Dinner, continued) We have the following goal sets: {e}, {e, r},
{d}, {t}, {d, t, w}. The set of desires {e, r, d, t, w} is not a goal set, because it can
be split in {e, r} and {d, t, w}. This expresses for example that the desires for e
and r are related, but that desires for e and d are not related. The sets {e, r} and
{d, t, w} happen to be the maximal goal sets. Here, e and r are related, because the
desire for red wine (r) is conditional on having entrecote (e). Likewise, the desire
for white wine (w) is conditional on having daurade (d) and trout (t) for dinner.



3 Amgoud’s framework for planning

In this paper we combine Amgoud’s definitions of an argumentation framework
with our goal sets. Her motivation to study plan generation in an argumentation
framework is to deal with conflicting desires. She also shows how plan argumen-
tation differs from belief argumentation. Actions and sub-actions are defined as
tuples 〈h, H〉 analogous to claims for h with support H [1, 6].

Definition 4 (Action) An action for a desire-plan description 〈D,P,Σ〉 is:
– 〈h, ∅〉 for any decision variable h, called an atomic action; or
– 〈h, {l1, . . . , ln}〉 for any rule l1 ∧ . . . ∧ ln → h ∈ P ∪ Σ.

Two actions 〈h1,H1〉 and 〈h2,H2〉 conflict iff C(Σ, {h1, h2} ∪ H1 ∪ H2) � ⊥.

From these actions Amgoud constructs so-called realization trees, which serve as
a way to represent and reason about plans. Each node of the tree is an action and
each child of an action is one its subactions. We extend Amgoud’s definition of a
realization tree for goal sets, in which the root contains a set of desires. Realization
trees are plans to achieve a particular goal set, and may thus also be called goal
achievement trees.

Definition 5 A tree of realization g for a goal set GS, written as g(GS), is a
finite tree consisting of actions such that

– 〈, GS〉 is the root of the tree;
– A node 〈h, {l1, . . . , ln}〉 has exactly n children 〈l1,H1〉, . . . , 〈ln,Hn〉;
– The leaves of the tree are atomic actions.

Consider the holiday plans of example 1. Figure 1 visualizes two realization trees.
One for the goal set {jca, hjor}, which is based on desire rules ¬wca → jca and
jca → hjor, and one for {pa, fp}, based on desire rules dlc → fp and fp → pa.
Note that the goal generation steps are not visualized.

〈�, {jca, hjor}〉
↗ ↖

〈jca, {t, vac}〉
↗ ↖

〈t, {ag}〉
↑

〈ag, ∅〉

〈vac, {hop}〉
↑

〈hop, ∅〉

〈hjor, {sol}〉
↑

〈sol, ∅〉

〈�, {pa, fp}〉
↗ ↖

〈pa, {cp}〉
↑

〈cp, ∅〉

〈fp, {w}〉
↑

〈w, ∅〉

Figure 1: Two trees of realization

Just like arguments, trees of realization may conflict. Therefore it makes sense
to use concepts from argumentation theory. In general, an argumentation frame-
work is defined as a set of arguments with a binary relation that represents which
arguments attack which other arguments [6]. Here, trees of realization play the
role of arguments; the attack relation is derived from conflicts between actions.
For more details on this argumentation framework, we refer to Amgoud’s paper [1].



Definition 6 A system handling conflicting desires (shd) is a tuple 〈G, Attack〉
such that G is a set of realization trees and Attack is a binary relation over G.

Based on the notion of conflict between actions (definition 4), we can specify a
particular attack relation. The argumentation notions of defence, preferred exten-
sion and basic extension are defined accordingly. Note that Amgoud’s definition
of defence differs from the usual one.

Definition 7 Let 〈G, Attack〉 be an shd such that G contains all realization trees
that can be derived from goal sets of a given desire-plan description 〈D,P,Σ〉. Let
S ⊆ G and g, g1, g2 ∈ G be (sets of) realization trees.

– 〈g1, g2〉 ∈ Attack, i.e., g1 attacks g2, iff there exist actions a1 and a2 in the
nodes of g1 and g2 respectively, such that a1 and a2 conflict.

– S is attack free iff there are no g1, g2 ∈ S such that g1 attacks g2.
– S defends g iff for all g1 ∈ G such that g1 attacks g, there is an alternative

g2 ∈ S with root(g1) = 〈, GS〉 and root(g2) = 〈, GS〉, for some GS.
– S is a preferred extension iff S is maximal w.r.t. set inclusion among the

subsets of G that are attack free and that defend all their elements.
– S is a basic extension iff it is a least fixpoint of the function

F (S) = {g|g is defended by S}.
These argumentation notions are illustrated by the travel example.1

Example 5 (Travel, continued) There are 7 realization trees. Two for goal
set {jca}, one with hop and one with dr, and therefore also two for {jca, hjor}.
There is one tree for {fp} and again two for {fp, pa}, one with cp and one with gp.
The two trees in figure 1 attack each other, amongst other reasons because actions
〈ag, ∅〉 and 〈w, ∅〉 conflict. In fact any tree for {jca, hjor} or {jca} attacks any
tree for {fp, pa} or {fp}. These two clusters of trees are internally attack free.
There is no non-trivial defend relation in this example. The preferred extensions
are the set of trees for the cluster {jca, hjor} or {jca}, and the set of trees for the
cluster {fp, pa} or {fp}. The basic extensions are the same.

4 Intertwining goal generation and planning

Thus far, the generation of goal sets and of realization trees (planning) have been
largely kept separate. However, we can extend realization trees (plans) with a
representation of goal generation steps. To distinguish goal generation steps from
planning steps, we let the arrow point in the opposite direction. Consequently the
representation is no longer a tree and will from now on be called a directed acyclic
graph or dag. The arrows indicate the flow of reasoning in the following sense. A
downward arrow for goal generation represents a deduction step. In example 1,
from the desire jca and jca → hjor we may conclude {jca, hjor}. An upward
arrow indicates an abduction step. For example, from jca we can abduce {t, vac}
with the rule t∧ vac → jca. The following example illustrates that in some cases,
goal generation and planning are even more intertwined.

1The definitions and examples are implemented in Prolog, see http://boid.info/boidarg/.



Example 6 Let A = {a, b} and N = {p, q}. Consider the desire-plan description
D = { → p, a → q}, P = {a → p, b → q}, Σ = ∅. An example of a desire for
q triggered by a, is the desire to drink during extended physical exercise, such as
a rowing race. If we extend the formalism to obligations (external motivation),
another example would be the obligation to pay on the metro. The obligation is
triggered by the traveling action; it is not a precondition in the usual sense. In this
framework, preconditions or required resources are best represented by a planning
rule. The only goal set is {p}, and the only tree of realization for p contains the
actions 〈p, {a}〉 and 〈a, ∅〉. However, intuitively the action 〈a, ∅〉 seems to trigger a
further desire for q. When we extend a tree of realization with goal set generation,
we get the dag on the left of figure 2.

Example 7 Let A and N be as in example 6. Consider D = { → p, a → q},
P = {a ∧ b → p, a ∧ b → q}, Σ = ∅. This dag is shown at the right of figure 2.

〈�, {p}〉
↑

〈p, {a}〉
↑

〈a, ∅〉
↓

〈�, {q}〉
↑

〈q, {b}〉
↑

〈b, ∅〉

〈�, {p}〉
↑

〈p, {a, b}〉
↗ ↖

〈a, ∅〉 〈b, ∅〉
↘ ↙
〈�, {q}〉

↑
〈q, {c}〉

↑
〈c, ∅〉

Figure 2: Dags of realization with alternation for examples 6 and 7

5 Concluding remarks

In this paper we have combined BOID goal generation with planning in an ar-
gumentation framework. As a result, argumentation notions like attack, defend,
maximally preferred extensions and basic extensions, can be used in a model of
goal deliberation. Reconsider the two problems discussed in the introduction.

1. The preferred extension corresponds to the maximal set of mutually consis-
tent feasible goals: for each goal, there is a plan and for all possible conflicts
between plans, there is an alternative. Similarly, the basic extension can be
interpreted as a stable set (self-defending) of feasible goals. Therefore such
goal sets are good candidates to become intentions.

2. We suggest to use argumentation extensions, which are sets of realization
trees. Realization trees provide an intermediate structure to allow for con-
sistency checks and comparison. Goals without a defended realization tree
can be filtered out.



The use of realization trees thus promises to provide a representation layer at
a level between individual rules and complete outcomes. Because an infeasible
goal does not have a defended tree of realization, the feasibility restriction is easily
applied.

Dags of realization promise a tighter connection between goal generation and
planning. In particular, they are able to express alternating goal generation and
planning steps, illustrated by example 6. This possibility illustrates that more
research on the nature of the relationship between goal generation and planning
is required. In future work we will consider ways of extending the argumenta-
tion notions to dags of realization. Dags of realization form a representation that
addresses feedback between planning and goal generation. However, such a rep-
resentation format only provides a first step; more cognitive and applied research
into the nature and desirability of feedback between goal generation and planning
remains necessary.
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Abstract

Recognising a piece of music from a user whistling a small part of it is
not an easy task: for instance users switch to higher or lower octaves and
stretch or crop the notes. In this work we propose a symbolic technique to
recognise monophonic music from whistling: we first record the whistling
and store this as a sequence of tone frequencies and tone durations, then we
compare different approaches to normalise this data. After normalisation we
experiment with variants of the edit distance and we compare this approach
with n-grams.

1 From Whistling to Tones

Digitised music comes in two important categories. One is to sample the sound
signal during a performance, comparable to the recording of cassette tapes or vinyl
disks. Typical examples of this are the wave format and the mpeg 1 layer III (mp3)
format. Playing this type of records is easy: the samples contain enough informa-
tion to replicate the original signal. The disadvantages of these types of recording
are that they require a lot of storage space (about 10 megabyte per minute for
typical waves and one megabyte per minute for typical mp3 recordings) and the
information in the recording cannot be interpreted in the sense that you can dis-
tinguish separate notes or instruments. The other approach is to store symbolic
information: a script which tells which instrument should play a specific note at a
specific moment. To play such a record a script is executed in chronological order
and the music is generated. These types of digital music are best compared with
music scores (paper music); MIDI and ABC are the most common used formats.
The advantages of these symbolic approaches is that the music is interpretable
and file sizes are small (about 10 kilobyte per minute, 1% of the size of an mp3
file). Disadvantages are that it is up till now impossible to transform polyphonic
wave recordings automatically into symbolic recordings and that the quality of the
produced music depends not only on the recording but also on the generator.

In this paper we define recognising music as retrieving the correct music record
from a database when an approximation of a small piece of that record was given
as a query. We focus on techniques that use a symbolic representation. First we
have to be able to represent a database of songs and the query in a symbolic repres-
entation. MIDI is the most common symbolic representation, but it contains a lot
of information that is irrelevant for elementary music recognition: the instrument



that plays specific notes, specific ways in which a note should be played et cetera.
We will use a restricted representation: a sequence of notes, where each note is
only represented by its frequency (in Hertz) and its duration (in milliseconds).
It is easy to automatically generate such sequences from monophonic MIDI files,
for polyphonic MIDI files we require the user to identify the track that contains
the main melody. Transforming the whistling to this format is a bit more com-
plex: we obtain frequency samples directly from the microphone. Via fast Fourier
transformation we identify for each sample the most important frequency and we
remove all frequencies except the one with the highest energy. We split up this
stream into blocks whenever either a silence or an abrupt change of frequency oc-
curs. We consider each such block as one note with a duration equal to the block
length. As frequency our current implementation takes the frequency at the start
of the block. Further research should investigate the consequence of this decision:
maybe taking the average or median value results in a better representation of the
intended note. During experiment we also note that people ‘correct’ themselves
towards the end of a note, maybe taking a weighted average with more weight on
the end of the note could be useful?

For the remaining of the paper we will work with a set of 65 whistling samples
obtained from about 20 people of which nearly all had no musical training. We
work on a very restricted dataset because we can only handle monophonic MIDI
files. Since all files we found on the Internet were polyphonic we had to create
the database files ourselves and so we restrict to a database with only 21 different
entries. This is a mixture of children songs (‘London Bridge’, ‘Kortjakje’, . . .) and
popular songs (songs from Abba, Eric Clapton, . . .). In section 2 we discuss the
need for normalisation of the data and propose different approaches to this. Then
we investigate different approaches to calculate a distance between normalised
sequences in section 3. We empirically evaluate these proposals in section 4 before
we conclude.

2 Data Normalisation

Humans don’t whistle a piece of music at exactly the same frequency and duration
as it is stored in the database. One problem is that most users pick more or less
at random a frequency to start whistling and whistle the next notes relative to
this starting note. Something similar occurs with the duration of the notes: they
whistle a piece of music slower or faster than the original. Users also tend to shift
one or more octaves up or down as soon as they notice they reach the limits of
what they can whistle. We try to alleviate these problems as much as possible in
the normalisation phase. Another problem is that users add notes (‘filler notes’)
or leave out notes because either they forgot them or it makes the piece easier to
whistle. We will try to cope with this second type of problems in section 3.

To solve the first type of problems we test four normalisations on the input.
Since our input consists of two sequences (a sequence of frequencies and a sequence
of durations) we can transform each of them separately. In this discussion we
simply consider the input to be a sequence v of real values v1, v2, . . . , vn. We



briefly discuss these transformations and the motivation for testing them.

1. standard normalisation: vnorm
i = (vi − min(v))/(max(v) − min(v)). By

mapping the sequences to a range [0, 1] it makes them easier to compare.
However, this technique is very sensitive to outliers and doesn’t take into
account the fact that a linear increase in tone causes an exponential increase
in frequency (and similar for duration).

2. logarithmic averaging: vavg
i = log(vi)/avg(log(v)). We first take the

logarithm of every value in the sequence and then divide each element by
the average. Taking the average is less sensitive to outliers than the previous
approach and the logarithm helps solving the problem with the exponential
scale.

3. relative representation: vrel
i = log(vi)−log(vi−1). People with no musical

training will most often remember and reproduce music in a relative way (e.g.
‘the second note is two tones higher than the first’ instead of ‘first a re, then
a fa’). Note that this transformation shortens the sequence one element: vrel

1

does not exist.

4. sound contour: vcontour
i =↗ if vi > vi−1,↘ if vi < vi−1 and = if vi =

vi−1. This is a more abstract version of the previous transformation: we
only store the fact that the value increases, decreases or stays the same [3].
Since it is also a relative representation, it also shortens the sequence one
element.

Another problem that we can solve in the normalisation phase is that of dis-
cretisation. Some of the techniques in section 3 require the data to be nominal,
therefore we need to split up the real values that we obtain from the first three
transformations in ranges so that we can map each range onto a nominal value.
This is an unsupervised discretisation task for which different approaches exist.
In this paper we use a simple approach: we divide the range of the values into n
equal width bins [1]. We test two possible values for n, namely 10 (10-bin) and
the logarithm of the number of unique values in the transformed data (log-bin).

3 Distances Between Songs

To obtain the song in our database that best matches a whistled ‘query’ of the
user, we define a distance between the normalised query and the normalised data
in the database. For this task we will need an approximating substring matching
technique. There are two such techniques that are widely used: n-grams and the
edit distance.

3.1 N-grams

For a fixed n ∈ N (typical values for n are 3 or 4, for n = 1 we obtain a bags of words
representation) and two given sequences s = s1, s2, . . . , sl1 and t = t1, t2, . . . , tl2



we define an n-gram distance between s and t as
∑

i∈sub(count(i, s) − count(i, t))
where sub is the set of all substrings of length n of s and count(i, s) is the number
of times that substring i occurs in s. This distance only makes sense on nominal
data, so we will make use of discretised data

3.2 Edit Distance

The edit distance [5] between two strings s and t is the minimal number of in-
sert, delete and replace operations to transform s into t. It is usually defined
incrementally: (s1,i denotes the prefix of length i of sequence s)

d(s1,i, t1,j) = min




d(s1,i−1, t1,j) + windel

d(s1,i, t1,j−1) + windel

d(s1,i−1, t1,j−1) +
{

wreplace if si = tj
0 if si = tj

windel is the cost of an insert or delete operation1 and wreplace is the cost
of replacing an element. This distance can be calculated in O(mn) time and
O(min(n,m)) space, where m and n are the length of the first and second sequence.

When we use this to find the best match between a music fragment and a
complete song we face two problems. One problem is that comparing real values
(for the ‘replace’ action) will always yield a cost increase of wreplace. This problem
can be solved in three ways: we can either discretise the data, we can consider
two real values different only if they differ more than a certain threshold (i.e.
replacing si = tj by |si− tj | < threshold) or we can define a continuous wreplace =
f(si, tj). The second problem is that there are many delete operations necessary to
transform a long song sequence into a short fragment sequence. This will introduce
the problem that longer songs will have a higher distance to a fragment, even when
they match the fragment completely. This problem is solved by using a variant
of the edit distance that does not take delete costs at the start or the end of the
longer sequence into account [2].

4 Experiments

We test how well we can retrieve the correct song from only the frequency or the
duration information. We test this with each normalisation, discretisation and
approximate string matching algorithm discussed in the previous sections. Recall
that there are 65 queries on a database with 21 entries.

We use two criteria to measure the success of a classification. Our first criterion,
precision, is the number of times the classifier predicts the correct song, and is an
important criterion if you only provide one prediction to the user. When you
provide the user with a ranking of the songs in order of decreasing likelihood of
being the requested song, another criterion becomes important: how far down this

1these have equal cost because inserting an element when transforming s into t is the same as
deleting an element when transforming t into s: this guarantees that the distance is symmetric;
in the remainder of this text we will refer to this as the shift cost



list is the actual song? The average rank of the correct song becomes our second
criterion.

4.1 N-grams

The n-gram algorithm only has one parameter, namely the length of the substring.
We test the n-gram approach in which we vary the value of n between 2 and 9. We
do this for all discretised normalisation methods. When we compare the different
discretisation methods we see that log-bin, which creates fewer discretisation bins
than 10-bin, performs better. When we look at the different normalisations we see
that standard normalisation performs bad and the relative representation works
better than the other methods. The contour approach performs good as well,
despite its simplistic discretisation. The optimal value of n depends upon the
normalisation used. Four and five are on average the best values for n. Notice
that even the best approach (5-gram with the log-bin discretisation approach and
the relative log representation) only get 15 out of the 65 queries (23.1%) correct,
which is much better than random guessing (4.76%) but still very low for practical
use, especially since we only have few songs in our database.

When we repeat this experiment with the note duration sequence, we see no
structure in the results: both discretisation methods and all four normalisations be-
have in a similar manner: they fluctuate around seven correct predictions, without
any being clearly better or worse than the others. This means that predicting the
correct song from a query containing only durations is much harder with n-grams
than from a query containing only frequencies. But predicting from a duration
sequence still performs significantly better than random guessing, which means
that the durations do provide useful information.

The ranking criterion for classification evaluation does not seem to distinguish
between any of the n-gram approaches: all values fluctuate around an average
ranking of 8.5, which is too high to be practically useful.

4.2 Edit Distance

The edit distance uses two types of costs: insert/delete costs — which in these
experiments are independent of the frequency or duration we insert or delete —
and a replace cost. As we already mention in section 3.2 there are three variants
to deal with the replacements in this continuous domain: either we use discretised
data, we use ‘regions’ around the continuous values to decide whether they are
equal or not, or we define the replace cost in function of the difference between
the two compared values.

First we use the discretised data which we also used for the n-grams. The pre-
cision criterion on frequency data results are comparable with the n-gram results:
the relative log representation combined with the 10-bin discretisation and with
the relative logarithmic normalisation performs best, a bit above the level of the
n-grams (27.7% instead of 23.1%) but this difference is not statistically signific-
ant. We use values between one and five for the shift and replace cost; best results
are obtained when the shift cost equals the replace cost. When we compare both



using the ranking criterion we see that the average rank is only 7 instead of 8.5.
This result is obtained with a high shift cost (five) and a low replace cost (one):
apparently optimal settings for the precision criterion are not optimal settings for
the ranking criterion.

Second we use the region version of the edit distance. Our criterion to test
equality between two reals r1 and r2 is as follows: they are considered equal
if (r1 ∗ (1 − margin)) ≤ r2 ≤ (r1 ∗ (1 + margin)). We test various settings
for this margin as well as different shift and replacement costs and the different
normalisations. There are some notable differences with the discretised approach.
Logarithmic averaging performs better than the relative log normalisation for both
criteria. For both criteria a shift cost of five and a replace cost of one performed
best. The results on both criteria depend strongly on the margin used. The results
for the logarithmic averaging are shown in figure 1. We see the best performance
for the frequency sequence based on the is obtained with a margin of 2% or 3%.
For these values this approach is better than the n-grams and the discretised data
edit distance approach with respect to the ranking criterion (minimal rank 5.18
versus 6.88 for the discretised edit distance); for the precision criterion it performs
as well as the n-grams.
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Figure 1: Effect of margin on classification with edit distance using shift cost of
five and a replace cost of one. On the left we use the precision criterion, on the
right the ranking criterion.

Finally instead of defining the edit distance in terms of matching and non-
matching entries we can simply define the continuous edit distance (we restrict
ourselves to the absolute difference between the two values as wreplace, other func-
tions can be used as well)

dc(s1,i, t1,j) = min




dc(s1,i−1, t1,j) + windel

dc(s1,i, t1,j−1) + windel

dc(s1,i−1, t1,j−1) + |si − tj |
This variant of the edit distance outperforms the classic edit distance on this

problem for both criteria. In figure 2 we compare the normal edit distance ap-
proach (ed in the graph) with the continuous edit distance (ced in the graph). For
both of these techniques we calculate how often they correctly predict a song when



they are allowed to make n predictions. The starting point and end point of these
graphs are fixed: when we predict nothing we can’t predict anything right, and
when we are allowed 21 predictions we can predict everything right (remember
there were only 21 songs in the database). The straight line between these two
points represents the number of correct predictions if we guess randomly. The
predictions with the normal edit distance on the duration information results in
predictions that are just slightly better than random guessing. When we use the
continuous edit distance on this data we get an improvement, but it is clearly
worse than when we use the frequency information. Especially when n is small
(less than ten) the continuous edit distance on the frequency data outperforms the
normal edit distance approach. For n = 1 it already obtains 55.4% accuracy, with
n = 5 the accuracy increased to 73.9% while for the normal edit distance this is
23.1% and 56.9%.

The above results for the continuous edit distance are obtained with the relative
log representation. With other normalisations the results are in between the results
from the classic edit distance approaches and the results mentioned in the previous
paragraph.
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Figure 2: Number of correctly predicted songs in function of the number of songs
in a prediction.

In the above experiments we analysed the frequency and duration in isolation.
When we combine them by making the replacement cost a weighted sum of the
replacement cost of the frequency and the replacement cost of the duration the
result is always worse than the continuous edit distance on frequency data alone.
The length of the query can also influence the result: maybe queries that are ‘too
long’ result in worse matching? The queries are on average 11.3 notes long, with
the shortest only 4 notes and the longest 28 notes. We truncate queries at varying
length between 2 and 28 and investigate the effect on both criteria. Up till 15
both criteria improve when we use longer queries. From that point on there are
no statistically significant changes in the results if we increase the query length.



5 Discussion and Conclusion

Music information retrieval is a relatively new sub-domain of information retrieval.
We investigate a symbolic approach where all database entries are written as se-
quences of tone durations and tone frequencies. As input we let the user whistle
their ‘query’, which is also transformed in a sequence of tone durations and fre-
quencies. Then approximate string matching techniques are used to find the best
match in the database. This approach is comparable to the work of Lemström [3]
and the experimental commercial system CubyHum [4]. Our work is more restric-
ted since we use simpler normalisations and distances. However we do not present
a single approach but show the effects of different normalisations and approximate
string matching techniques on a real world dataset.

Our main conclusion is that the classic edit distance and n-grams both perform
badly. This seems to be due to the fact that they discretise the data (items are
either equal or different). We obtain much better results with a variant of the edit
distance in which we use the difference between two values as replacement cost.
Further we illustrate the need and effect of normalisation. Relatively short queries
of about 15 notes seem to give the best performance: longer notes don’t increase
the quality of the prediction but require extra computation time.

The data depends not only on the person that whistles the query, but also on
the microphone and sound card used to record the query, the echo in the room et
cetera. This makes it difficult to compare different approaches: there is a need for
standard benchmarking data sets in this domain. Further research is needed as
well, especially regarding the scalability of these approaches. More music-specific
preprocessing and normalisation approaches should be tested.

Acknowledgements: The authors thank Quentin Philippe for the implementa-
tion of the system and the discussions on the experiments.
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Abstract

We describe a framework for offline extraction of certain types of informa-
tion from a document collection, and discuss its usage for answering factoid
questions. We implemented this approach as a part of the Dutch Question
Answering System developed at the University of Amsterdam. The evalua-
tion of the system using data from the CLEF 2003 Question Answering track
shows that our strategy yields a significant improvement in the performance
of our overall system.

1 Introduction

With recent advances in computer and Internet technology, people have access
to more information than ever before. Much of the information is available in
free text with little or no metadata, and there is a tremendous need for tools to
help organize, classify, and store the information, and to allow better access to
the stored information. Current information retrieval systems allow us to locate
documents that might contain the pertinent information, but most of them leave
it to the user to extract the useful information from a ranked list. This leaves the
(often unwilling) user with a relatively large amount of text to consume.

To address these issues, a number of recent initiatives are aimed at providing
highly focused information ‘pinpointing.’ For instance, in the TREC question
answering (QA) track [9] participants are given a large document set and a set
of questions; for each question, the system has to return an exact answer to the
question and a document that supports that answer.

QA has recently received attention from the information retrieval, informa-
tion extraction, machine learning, and natural language processing communi-
ties [3, 6, 10]. But the field itself is not new; in an overview paper from the mid
1960s, as many as 15 implemented and working systems for question answering are
described [8]. These early QA systems, however, were usually natural language
front-ends to highly structured data sources, whereas modern systems aimed at
addressing TREC-style QA operate on unstructured data (typically, collections of
newspaper articles). In this paper we report on preliminary experiments in which
we attempt to bring those two traditions together. Our motivation for this work is
three-fold. First, while information retrieval techniques are relatively successful at
providing near-instant access to the vast amount of data on the web, the precision
required of QA systems makes on-the-fly question answering from unstructured



data sources too slow and impractical. Second, for many types of factoid ques-
tions used for evaluation purposes, the semantic information that (likely) answers
these questions, occurs in very fixed patterns. For example, for questions like
“Waar ligt Basra?”(that we classify as a location question), typical answer pat-
terns are “Basra, slechts vier kilometer van de grens met Iran” and “Basra, in het
zuiden van Irak.” Our strategy is to exploit such regularities for offline extraction
of semantic data so as to make the data available for rapid and easy access. Third,
having access to such extracted data will allow us to more easily answer certain
types of questions than we would be able to if we only did on-the-fly processing;
examples include list questions such as “Noem Europese staatshoofden.”

The remainder of this paper is structured as follows. In Section 2 we describe
the experimental setting in which we evaluated our ideas, the CLEF 2003 Dutch
Question Answering task. In Section 3 we describe our system architecture and
contrast it with the canonical QA system architecture. Then, in Section 4 we pro-
vide details on the creation and use of various kinds of offline tabular data within
the QA scenario; we also assess its effectiveness. In our final section (Section 5)
we formulate conclusions and discuss future work.

2 Experimental Setting

This year, the Cross-Language Evaluation Forum (CLEF [2]), a forum dedicated
to the development of information retrieval systems for European languages, fea-
tured a Question Answering track for the first time; the languages evaluated were
Italian, Spanish and Dutch. For the Dutch systems, the corpus was composed of
newspaper articles from 1994–1995, taken from the Dutch daily newspapers Al-
gemeen Dagblad and NRC Handelsblad. The total corpus size was about 500MB
(72 million words). The question set included 200 factoid question, out of which
10% had no known answer in the corpus.

At CLEF, systems were allowed to return three ranked answers for each ques-
tion; an answer can either be a 50-byte string which contained the answer, or the
exact answer phrase. Each answer is required to be accompanied by justification:
an identifier for the document from which the answer originated. The University
of Amsterdam only submitted runs with exact answers. The CLEF evaluation
uses the standard MRR (mean reciprocal rank) scoring metric; however, since the
official CLEF assesments have not yet been delivered at this time, we will use a
simpler measure in this paper: the percentage of questions which had a correct
answer in one of the three answer candidates provided by the system.

3 System Architecture

The general architecture of a QA system, shared by many systems, can be summed
up as follows. A question is first associated with a question type, out of a predefined
set such as date-of-birth or currency. Then, a query is formulated for the
question’s expected answer, and issued to an information retrieval engine, which
then returns documents that are likely to contain the answer. Those documents
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Figure 1: The University of Amsterdam’s Dutch Question Answering System.

are sent to an answer extraction module, which identifies candidate answers, ranks
them, and selects the final answer. On top of this basic architecture, numerous
add-ons have been devised, ranging from logic-based methods to ones that rely
heavily on the redundancy of information on the World Wide Web [9].

During the design of our QA system, it became evident that there are a number
of distinct approaches for the task; some are beneficial for all question types, and
others only to a subset. It was therefore decided to implement a multi-stream
system: a system that includes a number of separate and independent subsystems,
each of which is a complete standalone QA system that produces ranked answers;
the system’s answer is then taken from the combined pool of candidates.

Scientifically, it is interesting to understand the performance of each stream
on specific question types and in general. On the practical side, our multi-stream
architecture allows us to modify and test a stream without affecting the rest of the
system. A general overview of our system is given in Figure 1. The system consists
of 5 separate QA streams and a final answer selection module that combines the
results of all streams and produces the final answers.

Question Answering Streams. We now provide a brief description of the five
streams of our QA system: Table Lookup, Pattern Match, English Tequesta, Dutch
Tequesta, and Web Answer.

The Table Lookup stream is the focus of this paper; see Section 4 for details. It
involves construction of specialized knowledge bases from the collection by prepro-
cessing it. When a question type is determined to be one of the pre-defined types
that have a possible answer in these tables, lookup is performed in the respective
knowledge base and answers which are found there are assigned high confidence.

In the Pattern Match stream, zero or more perl regular patterns are generated
for each question according to its type and structure. These patterns indicate
strings which contain the answer with high probability, and are then matched
against the entire document collection. Here’s a brief example:



Question 2. In welke stad is het Europese Parlement?
Generated pattern Europese Parlement\s+in\s+(\S+)

Match . . . voor het Europese Parlement in Straatsburg, dat . . .
Extracted Answer Straatsburg

Naturally, these patterns also match strings which are not answers; we therefore
count the number of times each candidate answer string matched, and rely on
actual answers to appear more frequently than other strings.

The English Tequesta stream translates the questions to English using a free
web service (WorldLingo, www.worldlingo.com). The auto-translated questions
are then fed to Tequesta, an existing QA system for English developed in the
University of Amsterdam [4], using the English CLEF corpus, and extended with
an Answer Justification module to anchor the answer in the Dutch corpus.

The Dutch Tequesta is an adaptation of English Tequesta to Dutch and used as
an independent stream, provided with the original Dutch newspaper corpus. The
modifications to the original system included replacing (English) language specific
components by Dutch counterparts; for instance, we trained TNT [1] to provide
us with Part-of-Speech tags using the Corpus Gesproken Nederlands [5], and a
named entity (NE) tagger for Dutch was also developed locally.

The Web Answer stream looks for an answer to a question in the World Wide
Web, and then finds justification for this answer in the collection. The question is
converted to a web query, by leaving only meaningful keywords and (optionally)
using lexical information from EuroWordNet. The query is sent to a web search
engine (for the experiments in this paper we used Google); if no relevant Web
documents are found, the query is translated to English and sent again. If the
query yields some results, words and phrases appearing in the snippets of the top
results are considered as possible answers, and ranked according to their relative
frequency over all snippets. The Dutch NE tagger and some heuristics were used to
enhance the simple counts for the terms (e.g., terms that matched a TIME named
entity were given a higher score if the expected answer type was a date). Finally,
justifications for the answer candidates are found in the local Dutch corpus.

While each of the above streams is a “small” QA system in itself, many com-
ponents were shared between the streams, including, for instance, an Answer Jus-
tification module that tries to ground externally found facts in the Dutch CLEF
corpus, and a Web Ranking module that uses search engine hit counts to rank the
candidate answers from our streams in a uniform way. Our Question Classifier,
which was a shared component as well, relies on pattern matching, making use of
the fact that the vast majority of questions of a certain type are formulated in a
few typical ways.

4 A Closer Look at the Table Lookup Stream

Before we report on the impact of tabular data, we take a closer look at how the
data was obtained.



Extraction. We hand-crafted a small number of regular expressions able to
extract information about country currencies, leaders, roles, capitals, inhabitants,
abbreviations, and locations. We chose these categories because likely answers to
questions asking for such information tend to occur in a small number of fixed
patterns. Furthermore, our main aim was to determine the viability of the idea
of using knowledge bases generated from the text collection to answer questions;
for this reason we opted to work with a small set of hand-crafted high precision
extraction patterns. However, in a later stage of this work we plan to investigate
machine learning techniques for automatically extracting patterns; such techniques
have been used extensively in the field of information extraction [7].

In Table 1 we list the categories for which we created knowledge bases, plus
the number of facts per category. The “Adjective-location” category concerns
geographic information of the following type “Bhopal, stad, in India, NH19940125-
0036”, where the first field indicates a location, the second its type, the third a
country or region in which it is located, and the fourth the identifier for the
document from which it was extracted. “Locations” contains similar information,
but without the type; “Leaders” has information of the following kind “Beieren,
minister van milieu, Peter Gauweiler, NH19940217-0003”, and “Roles” generalizes
this to also include other roles besides government-related ones.

Type # Facts extracted # Unique facts extracted

Abbreviations 14575 6095
Adjective-location 2328 957
Capitals 1922 465
Currencies 41 26
Inhabitants 39 38
Leaders 10740 2456
Locations 4931 4202
Roles 9717 8954

Table 1: Facts extracted from the Dutch CLEF 2003 corpus.

Due to space limitations we can’t provide details on the extraction process for each
of the above classes; we briefly discuss some typical cases. Abbreviation questions
include questions asking for an abbreviation and questions asking for an expansion
of an abbreviation. To collect abbreviation-expansion pairs we made a single pass
through the document collection to identify strings of capitals in brackets; upon
finding one we extracted sequences of capitalized non-stopwords preceding it (with
about as many words as the length of the capitalized string).

While extracting abbreviation-expansion information requires no background
knowledge, the “adjective-location” category does. Using EU-guidelines for trans-
lators on official adjective-to-country/location mappings, we extracted phrases
such as “Mexicaanse vulkaan Popocatepetl” to produce facts such as “Popocate-
petl,vulkaan,in Mexico,NH19940718-0041”.

We used more background knowledge to populate the roles table: from the
Dutch part of EuroWordNet we compiled a list of about 900 professions; syntac-
tic appositions of the form “<name>, <clause-involving-a-profession>, were



then extracted to obtain descriptions of the people identified using <name>. A sam-
ple fact extracted in this manner is “Ally Derks, oprichter en directeur van het
International Documentary Filmfestival Amsterdam (IDFA), NH19941207-0070”.

None of the regular expressions used for extraction were meant to be exhaustive
of all possible varieties of patterns in which the information being extracted occurs.
They are straightforward, but reasonably high precision implementations meant to
extract a large proportion of the patterns in the text. After the initial harvesting
step, various cleaning up steps were applied to filter out noise. Again, in future
work we plan to use machine learning techniques (trained on a small sample of
manually extracted facts), but for the current proof-of-concept stage of our offline
extraction for QA work, we simply devised some rules by hand to reduce noise.

Look up. The generated tables are simple text files, rather than structured
databases; in addition, the actual “key” for the lookup in them is not directly
given, and has to be analyzed from the format of the question. We therefore use
the following method for the lookup: after identifying relevant knowledge base files
using the question type, we try to locate lines in tables that match the question
focus. If these are not found, we look for lines that contain as many terms from the
focus as possible, giving priority to capitalized words. If matching lines are found,
the candidate answers are extracted and ranked according to their frequencies.

The Impact of Using Tabular Data. In order to determine the effect of using
tabular data, we evaluated the performance of our system in three different ways:
with all five streams, with all streams except for Table Lookup and with Table
Lookup alone. An official CLEF assessment exists only for the entire five-stream
system, for exact answers; the rest of the evaluations were done by us manually,
in a compatible way to the CLEF evaluations, but counting inexact answers as
correct ones. Like the official CLEF evaluation, we considered a question answered
correctly if at least one of the top three answers given by the system was correct.
We refer here to the lenient (non-strict) results (although for answers obtained from
the Table Lookup stream it is guaranteed that the document given as justification
indeed contains the answer).

Table 2 lists the number of correctly answered questions for two sets of ques-
tions: both the whole set of 200 questions, and the 187 questions that contain
answers in the collection. In the first case the performance is somewhat better
— mainly because our system always includes NIL (no answer) in the top three
answers, and thus according to our evaluation scheme, questions without answer
in the collection are always answered correctly.

Only Without All five streams
# Questions Table Lookup Table Lookup Exact Inexact

200 (all) 54 (27%) 64 (32%) 89 (45%) 102 (51%)
187 (with answer) 41 (22%) 51 (27%) 76 (41%) 89 (48%)

Table 2: Evaluation: the number of questions answered correctly.

Looking at the bottom row in Table 2, we see that the Table Lookup stream



provides correct answers for 22% of the questions, and, more importantly, 14% of
the questions was only answered correctly by the Table Lookup stream (i.e., not
by any of the other four streams).

So where did the Table Lookup stream prove to be especially helpful? And
how significant was the contribution? Table 3 gives a breakdown in terms of
the question categories for which the system with the Table Lookup stream gives
correct answers, while the system without Table Lookup fails.

# Questions Category Example

8 Capitals Wat is de hoofdstad van Zuid-Afrika?
7 Inhabitants Hoeveel inwoners heeft Sydney?
5 Roles/Leaders Wie is de voorzitter van de Europese Commissie?
4 Abbreviations Waar staat GATT voor?
3 Locations In welke stad is het Europese Parlement?
1 Currencies Hoe heet de Chinese munteenheid?

Table 3: Categories of the questions for which the Table Lookup stream helps.

Summing up the entries in column 1 of Table 3, we see that the Table Lookup
stream correctly answers 28 questions not answered correctly by the other streams.
In total, 72 questions looked for answers that could (in principle) be present in our
tables. Table 4 gives the performance analysis for these questions: the number of
questions that were correctly vs. incorrectly answered by the Table Lookup stream
alone and all five streams vs. the four streams without Table Lookup.

Table Lookup All five streams

fo
u
r

st
re

a
m

s correct incorrect
correct 13 8

incorrect 29 22

correct incorrect

19 2
28 23

Table 4: Breakdown of Table Lookup results.

On the types of questions on which it could potentially make a difference, the Table
Lookup stream made a significant difference (using the sign test, with p < 0.01).
It is worth noting that the Table Lookup stream still leaves lots of room for im-
provement: only 42 out of 72 relevant questions were answered correctly by the
Table Lookup stream (58.3%); note that 6 of the missing answers were found by
the other four streams (at the expense of 1 previously correct answer), leading to
a total of 47 out 72 relevant questions answered correctly (65.3%).

The most common errors encountered in the incorrect answers produced by
the Table Lookup stream were:

• Some of the heuristics used for retrieving information from the tables did
not always work. For this reason, e.g., for question “Wie is de president van
Rusland?” the system answered “Rusland.”

• Failure to extract the required information. E.g. the sentence “. . . Australië’s
formele staatshoofd, de Britse koningin Elizabeth. . . ” didn’t produce the
entry (Australië, formele staatshoofd, de Britse koningin Elizabeth) in the
Leaders table, because there was no pattern for this type of phrase.



Addressing these errors is part of our ongoing work.

5 Conclusion

In this paper we explored the use of offline generated lookup tables for answering
certain types of factoid questions. The idea was implemented in a Table Lookup
stream as part of our participation in the CLEF Dutch QA evaluation exercise.
We found that the Table Lookup stream made a significant difference, providing
correct answers for 58% of all relevant questions. Our ongoing and future work
concerns adapting the ideas described here to the AQUAINT corpus used for the
TREC QA evaluation, applying machine learning techniques to identify suitable
patterns for populating tables and to clean up the output of those patterns. In
addition, we want to extend our patterns to include additional question categories,
such as age and date of birth or death.
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Abstract

Coevolution can in principle circumvent the difficult problem of design-
ing a fitness function; this may remove harmful biases, and thereby improve
search performance. Recently, based on Evolutionary Multi-Objective Op-
timization, the feasibility of accurate evaluation in coevolution has been
demonstrated theoretically. A current challenge in coevolution is how this
theoretical promise may be translated into practical algorithms. We inves-
tigate a setup consisting of multiple subpopulations, each with a varying
degree of exploration. It is shown that by allowing these subpopulations to
interact, the desirable aims of exploration and reliability can be combined.

1 Introduction

Coevolutionary algorithms [2, 1, 13] can address problems where the quality of
an individual is determined by its outcomes in several tests. This description
defines the broad class of test-based problems, ranging from supervised learning
(where a learning example is a test) to board games such as chess or Go, where
each opponent can be viewed as a test. The number of possible tests in such
problems is typically very large, and evaluating an individual on all possible tests
is therefore generally infeasible. Most evolutionary algorithms therefore require
the user of the algorithm to specify a fitness function to be used for evaluation
purposes. However, as the ideal evaluation function for test-based problems is
generally unknown, choices in defining such a fitness function can greatly influence
the performance of the algorithm employing it.

In coevolution, the problem of choosing a fitness function is avoided; rather
than having user-defined evaluations along with the biases these are likely to in-
troduce, coevolutionary algorithms evaluate individuals based on interactions with
other evolving individuals. Thus, the examples in supervised learning or the oppo-
nents in chess are themselves evolving individuals, and the coevolutionary process
decides which tests to use for evaluating other individuals.

While coevolution may avoid certain biases that are due to inaccurately deter-
mined fitness functions, an important question is to what extent an evolved set of
tests can provide accurate evaluation. Indeed, apart from a number of tantalizing



successful results [13, 16, 15], coevolutionary methods are notorious for their un-
reliability. A particular problem is that it has long been unclear how the evolving
tests should be evaluated; if these are set up in symmetric competition with the
learning individuals, there is no guarantee that all underlying objectives of the
individuals will be tested. As an example, the members of two competing popula-
tions of chess players may continue to adapt to individuals in the other population,
without making any progress in the long run [5, 18]. This Red Queen problem can
be understood by recognizing that there may be multiple objectives underlying
performance in a problem, such as strategy and tactics in chess, or fuel-efficiency,
esthetics and costs in car design. If individuals are not tested on all underlying
objectives of a problem, progress in one objective will often be accompanied by
undetected regress for the untested objectives.

Recently, based on Evolutionary Multi-Objective Optimization (EMOO) [9],
the feasibility of accurate coevolutionary evaluation has been theoretically con-
firmed. It was proven that for any set of learners, a small set of tests exists that
provides all information relevant to the evaluation of the learners [6, 7, 8]. More-
over, this Complete Evaluation Set can be approximated by practical algorithms,
as it provides an operational criterion for the evaluation of the tests; by evolving
tests according to this criterion, approximation of the Complete Evalution Set can
be guaranteed in the limit [8]. Another approach to the theoretical study of coevo-
lution is based on order theory; using this formalism, a set related to the Complete
Evaluation Set has been described [3], and geometrical aspects of coevolution are
investigated [4].

A current challenge in coevolution is how the theoretical promise of accurate
evaluation without a user-defined fitness function may be translated into practical
algorithms. A first algorithm based on approximating the Complete Evaluation
Set is the delphi algorithm. By making strict choices regarding the replacement
of individuals, this algorithm is able to achieve sustained progress in all underly-
ing objectives for several difficult test problems [7]. In order to apply theoretically
justified coevolutionary algorithms in practice, a number of hurdles must be over-
come. Perhaps the most important limitation resulting from strict replacement
criteria is that it may reduce the potential for exploration.

In this paper we focus on this issue by presenting and demonstrating a novel
technique that combines exploration and reliability. The technique employs a
number of subpopulations. Inspired by the method of parallel tempering [12], each
subpopulation has a different temperature, which controls its degree of exploration.
Since the parents used for crossover and mutation can come from any subpopula-
tion, genetic material can spread accross the subpopulations. In this way, a ’cold’
subpopulation can reach improved locations in the search space. Moreover, while
the highly explorative ’hot’ subpopulations would normally be likely to lose high
quality individuals, the cold subpopulations function as an archive that allows
them to rediscover such individuals. It is found that by this system of interacting
subpopulations, the desirable features of exploration and stability can be success-
fully combined.



2 Coevolution: the delphi Algorithm

The delphi algorithm distinguishes between two types of individuals: learners are
candidate solutions whose performance is to be optimized, while the evaluators
are tests that are used to evaluate the learners. The delphi algorithm uses one
population of learners and one population of evaluators.

Following the recent approach in coevolution known as Pareto-Coevolution [10,
17], learners are evaluated by viewing their outcomes against the tests in the test
population as objectives in the sense of Evolutionary Multi-Objective Optimization
(EMOO) [9]. Evaluators aim to detect differences between learners so as to allow
for informed decisions in learner replacement. An evaluator is said to distinguish
between two learners if it assigns a higher outcome to one learner than to the
other. The notion of distinctions was introduced by Sevan Ficici in [11].

We will use a symmetric test problem with three possible outcomes: win (1),
draw (0), or lose (-1). In this problem, the outcome of an interaction G(a, e)
between a learner a and an evaluator e returns 1 if and only if the outcome is a
win for the learner. Since we are using the experiments as a model of practical
problems, it should be sufficiently difficult for evaluators to make distinctions.
Therefore, we will only say that an evaluator distinguishes between two learners
in the case of win/lose outcomes. Thus, whether an evaluator e makes a distinction
between learners a and b is defined as follows:

dist(e, a, b) ⇐⇒ G(a, e) = 1 ∧ G(b, e) = 1 (1)

Evaluators are evaluated by using all potential distinctions between two learners
in the learner population as objectives. Since a learner cannot be distinguished
from itself, this results in a set of n2

l −nl objectives for a population of nl learners.
In addition, the nl objectives of obtaining a high score against a learner are used,
resulting in a total of n2

l objectives. Evaluation is based on the above choice of
objectives for learners and evaluators, and employs the Pareto-dominance relation,
see e.g. [9].

The delphi algorithm operates as follows. The learner and evaluator popula-
tions are initialized using random individuals. Next, the following cycle is repeated
until a target performance criterion is met. A generation of learners is generated
using the available operators of variation, typically mutation and crossover. For
each new learner, we consider in turn whether it dominates an existing learner; if
so it replaces it, if not it is discarded. Next, the same procedure is applied to the
evaluator generation, except that a newly generated evaluator can only replace its
parent if it dominates it; this additional requirement promotes diversity, and is
based on Mahfoud’s Deterministic Crowding procedure [14].

3 Exploration versus Reliability: an Insurmount-

able Tradeoff?

The strict replacement criterion of Pareto-dominance allows the delphi algorithm
to achieve reliable progress in difficult test problems, such as the five-dimensional



compare-on-one problem with mutation bias [7]. However, the delphi algorithm
can only make progress if, given a current population, a better individual can be
generated within a single step of mutation or crossover. If the fitness landscape of
a problem contains local optima given the available operators, identifying a better
individual may require multiple steps of mutation or crossover that do not appear
beneficial. To study how coevolutionary methods can be developed that combine
reliability with exploration, we define a test problem that requires exploration in
order to be solved.

The test problem is based on the compare-symmetric function, which is
defined as follows:

Gsym(a, e) =




1 if ∀i : ai ≥ ei ∧  ∀i : ai = ei

−1 if ∀i : ei ≥ ai ∧  ∀i : ai = ei

0 otherwise
(2)

where a is a learner, e is an evaluator, both learners and evaluators are real-valued
vectors, and xi denotes the value of individual x in dimension i. In its basic form,
this problem does not require exploration, assuming for instance the standard
mutation operator as the operator of variation. We can introduce a need for
exploration by discretizing the values of each individual before the outcome of the
interaction function is determined; this results in plateaus in genotype-space on
which all individuals have equal outcomes, so that progress can only be detected
when the next plateau is reached. If the discretization interval is larger than
the mutation range, then from certain regions in the space multiple steps will be
required to arrive at an improved location, as desired. Discretization is performed
by applying the following function to each value of the individual: d(x) = δ�x

δ �.
To test the effectiveness of this procedure in making the compare-symmetric

difficult for methods with limited exploration, we study the performance of the
delphi algorithm on both the normal and the discretized version of the compare-
symmetric problem. Individuals are initialized by choosing each value randomly
from [0, 0.125]. New individuals are generated using two-point crossover (50%)
or mutation (50%). Mutation randomly chooses a dimension and adds a con-
stant chosen uniformly from [-0.05,0.2], and is applied twice when used; this
ensures that an increase in one dimension is often accompanied by a decrease
in another dimension, which substantially complicates the problem of detecting
progress based on interaction outcomes. Again, this choice is made to model dif-
ficulties faced by coevolutionary algorithms in practice. The experiments use the
3-dimensional compare-symmetric problem. For the discretized version of this
problem, δ = 0.25. Both the learner and the evaluator population are of size 50.
The curves show the best individual in the population. Score are determined by
the lowest dimension of an individual, and averaged over 50 runs.

Figure 1 (left) shows that while delphi performs well on the continuous ver-
sion of compare-symmetric, it fails entirely when the problem is discretized.
This confirms that the discretization has the desired effect of making the prob-
lem unsolvable for methods that only performs a single step look-ahead. In the
following, we will investigate whether methods can be developed that can address
the discretized version of the problem. To this end, we consider how the aims of
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Figure 1: Left: Performance of Delphi on the compare-symmetric problem. Since
exploration is required for the discretized problem, Delphi is unable to progress.
Right: Performance of the setups with multiple subpopulations with varying de-
grees of exploration. While the non-interacting subpopulations already achieve
some progress on the discretized problem, the interacting version greatly improves
over this performance.

reliability and exploration may be combined in a single method.

4 Combining Exploration and Reliability

We face the problem of deciding whether to accept or reject a new individual, based
on the objective values of the two individuals. A reliable choice that avoids regress
is to accept the new individual only if it dominates the current individual. The
other extreme of a maximally explorative choice is to always accept the replace-
ment. Selection strategies in between these two extremes can be characterized by
the degree to which they perform exploration.

Using the Boltzmann distribution, we can define a selection strategy with a
tunable degree of exploration, so that selection methods from anywhere in the
spectrum of explorativeness can be automatically produced. The degree of explo-
ration is regulated by a temperature parameter T . Specifically, an individual with
value v will be accepted into the population with probability e

v
T

e
vmax

T
.

To distinguish between dominating, non-dominated, and dominated individu-
als, these classes are assigned values of 100, 40-60, and 10 respectively. The value
of a non-dominated individual is determined by the fraction of objectives for which
has a high value.

We will investigate a setup consisting of five matched pairs of learner and
evaluator subpopulations, where each learner subpopulation is evaluated as before
on its corresponding evaluator subpopulation, vice versa. Subpopulation pairs
with a varying degree of exploration can now easily be generated by choosing a
different temperature for each subpopulation pair.

The use of a range of different temperatures makes it likely that some temper-
ature will provide the ’right’ degree of exploration. However, there is no guarantee
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Figure 2: Performance per subpopulation (first run). As the difference between
the graphs shows, the use of interaction greatly enhances performance; explorative
subpopulations are able to generate improvements, and can avoid regress by using
the stricter subpopulations as an archive. The stricter subpopulations provide re-
liability, but are also able to progress by importing improvements from explorative
subpopulations. In this manner, the desirable aims of combination of exploration
and reliability are combined.

that any single degree of exploration addresses the problem of balancing explo-
ration and reliability. The central idea of this paper is therefore to let the sub-
populations interact; if explorative subpopulations can identify improvements and
these improved individuals can migrate to more reliable, less explorative subpop-
ulations, the two aims of exploration and reliability may be combined. To achieve
this, we let each subpopulation consider all other subpopulations to choose the
parents used to produce offspring.

Figure 1 (right) shows the results of using non-interacting subpopulations. The
curves show the best minimum value of an individual over all subpopulations.
While delphi was seen to stall for this problem due to its lack of exploration, the
use of varying degrees of exploration already results in some progress. However, as
noted, the use of independent subpopulations does not guarantee that exploration
and stability will be combined. The second curve in Figure 1 presents results
with the proposed scheme for combining exploration and reliability. As the graph
demonstrates, this method greatly improves performance, and achieves substantial
progress on the difficult discretized compare-symmetric problem.

To see whether the proposed method can indeed combine exploration and relia-
bility, we also plotted the performance of each subpopulation separately, see Figure
2. This figure clearly shows the operation of the proposed method, and clarifies
how it can combine exploration and stability. In the non-interacting setup, highly
explorative subpopulations can achieve arbitrarily bad performance by accepting
too many detrimental replacements. The strict, less explorative subpopulations
for this method are not able to improve very much, as they are unable to gener-
ate new, improved individuals. In the setup with interaction, the subpopulations
behave very differently, even though they have exactly the same temperature val-
ues as in the first setup. The strict subpopulations are able to progress every



once in a while, apparently through the use of genetic material from other sub-
populations, as this is the only difference with the control setup. They thereby
function as a form of archives that accept improvements when they are made,
but do not produce improvements themselves. Interestingly, the behavior of the
highly explorative subpopulations also changes; whereas formerly these were likely
to regress, they can now use material from the more strict subpopulations to undo
such regress. In summary, the interaction between subpopulations with different
degrees of exploration makes it possible to obtain the desirable combination of
exploration and reliability in coevolutionary algorithms.

5 Conclusions

Recently, theoretical advances in coevolution have suggested criteria for the evalu-
ation of the tests used to evaluate learners. A first algorithm based on these ideas,
named delphi, is able to achieve progress on all underlying objectives of challeng-
ing test problems, but is limited in that it does not perform exploration. We have
investigated how exploration and reliability may be combined. It was found that a
setup with interacting subpopulations with varying degrees of exploration is able
to achieve this desirable goal. We hope this result may bring us closer to the goal
of theoretically informed, practical algorithms for coevolution.
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Abstract

We consider function approximation by fuzzy systems. Researchers outside the
fuzzy systems community have many times criticized function approximation by
fuzzy systems as being heuristics driven and unrelated to the probabilistic nature of
the uncertainty. We demonstrate that the probabilistic nature of uncertainty is taken
into account by probabilistic fuzzy systems. Furthermore, these systems take also
fuzzy uncertainty into account by their fuzzy partitioning of input and output spaces.
We discuss how additive reasoning in probabilistic fuzzy systems leads to the esti-
mation of conditional probability densities, and how the fuzzy systems compute the
expected value of this conditional density function. We show that some of the most
commonly used fuzzy systems can compute the same expected output value and we
derive how their parameters should be selected in order to achieve this goal. Hence,
we provide reasons for the success of fuzzy systems in function approximation.

1 Introduction

Approximation of unknown functions from sampled data is an important activity in mod-
ern modelling and systems theory. With the advent of modern computer systems, the costs
of data collection and storage have been reduced significantly. However, it has become
equally important to develop models from the data, which have sufficient generalization
power and can describe the underlying process with accuracy despite the nonlinearity and
the complexity of these processes. The machine learning community has responded to this
need by developing various methods such as neural networks [1], support vector machines
[2] and fuzzy systems [6], which can be used for nonlinear function approximation.

Amongst the systems that have universal approximation capability, fuzzy systems
have attracted particular interest due to their ability to provide linguistic descriptions of
the modelled process. Encouraged by their success in practical applications, fuzzy sets
community have proposed various rule base structures and reasoning mechanisms for
fuzzy systems (e.g. [9, 10]), putting the emphasis on the modelling of the linguistic un-
certainty and the interpolation capability of fuzzy systems. Many researchers outside the
fuzzy set community, however, have felt uneasy about the success of fuzzy systems for
function approximation, partly because the connection of these systems to the probabilis-
tic nature of uncertainty in many data sets was unclear (see e.g. the panel discussion by
the representatives of three European Networks of Excellence on fields related to com-
putational intelligence in [3]). Fuzzy systems are thus often criticized as being heuristic
systems without clear connections to probability theory.



Since fuzzy systems are known to be universal approximators [7], it is reasonable to
assume that they lend themselves for probabilistic analysis, just like other universal ap-
proximators known from the literature. The question that needs to be answered is whether
fuzzy systems are able to estimate conditional probability density functions (pdf’s), and
in particular, whether they are able to estimate the conditional expected output values for
a given system. If the answer is positive, this can explain the success of fuzzy systems for
function approximation.

Various researchers have studied the relation between probabilistic and fuzzy systems.
Dubois and Prade have studied the relation between the possibility theory and the prob-
ability theory [4]. However, fuzzy systems for function approximation are not based on
the possibilistic interpretation of the fuzzy sets. Kosko has analyzed the relation of fuzzy
systems to probabilistic systems [8]. He finds a connection between fuzzy systems and
probabilistic systems, but his argument is mainly based on the mathematical similarity of
center-of-gravity defuzzification [6] to the computation of the expectation in probability
theory. However, since the concept of membership is different than the concept of proba-
bility density, his results are not conclusive. In this paper, we follow an approach similar
to [16]. We consider the relation of fuzzy systems for function approximation to the
probabilistic uncertainty in the data within a framework of probabilistic fuzzy systems,
which deal explicitly with two types of uncertainty (fuzziness or linguistic uncertainty
and probabilistic uncertainty) based on probability measures for fuzzy events. We show
that probabilistic fuzzy systems estimate conditional pdf’s for the output variable, given
the inputs to the system. We provide an additive reasoning mechanism for this purpose.
We derive simple expressions for computing the expected output of a probabilistic fuzzy
system. We show that zero-order Takagi–Sugeno (TS) deterministic fuzzy systems use
the same expressions for reasoning. Hence, its parameters can be selected such that its
output is equal to the conditional expected value of the identified function.

The outline of the paper is as follows. In Section 2, we give an overview of the concept
of probability of fuzzy events, which is at the basis of probabilistic fuzzy systems. We
introduce probabilistic fuzzy systems in Section 3 and we discuss how reasoning can be
made with these systems. An additive reasoning mechanism is introduced. It is explained
how conditional expected output of the system can be computed. In Section 4, the relation
of probabilistic fuzzy systems to deterministic fuzzy systems is considered. It is shown
that the output of both systems can be equivalent in certain cases. We discuss in Section 5
several issues related to our findings, and conclude the paper in Section 6.

2 Probability of fuzzy events

Probabilistic fuzzy systems are based on the concept of the probability of a fuzzy event,
as defined by Zadeh [17]. In the following, we give a brief introduction to the theory
of probability measures of fuzzy events and we cite several results that we will need in
the following sections. The material in this section assumes a random scalar variable x
defined on a continuous sample space X . The results for discrete variables and vector
variables are analogous.

A compact subset Γ of X defines an event, and its probability Pr(Γ) is found by



integrating the probability density function f(x) as

Pr(Γ) =
∫

x∈Γ

f(x)dx =
∫ ∞

−∞
χΓ(x)f(x)dx , (1)

where χΓ(x) is the binary characteristic function for the event Γ such that χΓ(x) = 1 ⇔
x ∈ Γ and χΓ(x) = 0 otherwise. In other words, the probability of an event is the
expectation of its characteristic function.

By replacing the characteristic function in (1) with a membership function µ(x):X →
[0, 1], the probability measure for crisp events can be extended to a probability measure
for fuzzy events. In this case, the probability of a fuzzy event A is found by taking the
expectation of the membership function as

Pr(A) =
∫ ∞

−∞
µA(x)f(x)dx = E(µA(x)) . (2)

This result allows us to assess the probability of a fuzzy event from sampled data by
using standard expectation estimators such as the arithmetic mean [15], provided that the
samples xp, p = 1, . . . , P , come from a well-defined sample space X , i.e. the fuzzy sets
on X form a proper fuzzy partition [15].

In Section 3, we will need estimates for the conditional probability for a fuzzy event
A, given another fuzzy event B. This can be found by [15]

Pr(A|B) =
Pr(A ∩ B)

Pr(B)
≈

∑P
p=1 µA(xp)µB(xp)∑P

p=1 µB(xp)
, (3)

where the intersection of two fuzzy events is modelled by the product t-norm.
In classical probability theory, we can approximate a probability density function with

a finite support by scaling the characteristic functions of crisp events for a disjoint cover
of the support. Such an approximation is called a histogram. Assuming we partition
the support into disjoint sets Γj , j = 1, . . . , J , the probability density function f(x) is
approximated by

f(x) ≈ f̂(x) =
J∑

j=1

Pr(Γj)χΓj
(x)∫ ∞

−∞ χΓj
(x)dx

. (4)

Similarly, one can approximate the probability density function by scaling the member-
ship functions of fuzzy events that form a proper fuzzy partition of the support as [15]

f(x) ≈ f̂(x) =
J∑

j=1

Pr(Aj)µAj
(x)∫ ∞

−∞ µAj
(x)dx

. (5)

Theorem 2.1 Let X be a well-defined sample space partitioned into J fuzzy sets Aj ,
j = 1, . . . , J . Then,

∫ ∞
−∞ f̂(x)dx = 1.

Proof: Note that for a well-defined sample space,
∑J

j=1 Pr(Aj) = 1. Then,

∫ ∞

−∞
f̂(x) =

∫ ∞

−∞

J∑
j=1

Pr(Aj)µAj
(x)∫ ∞

−∞ µAj
(x)dx

dx =
J∑

j=1

Pr(Aj)

∫ ∞
−∞ µAj

(x)dx∫ ∞
−∞ µAj

(x)dx
= 1. (6)



Because of overlapping membership functions, fuzzy histograms appear to have nice
approximation capabilities, better than crisp ones. We show this in figure Fig. 1 where the
probability density function (pdf) of the standard normal distribution is approximated by
a classical and by a fuzzy histogram using in both cases a partitioning in seven classes.
For more details we refer to [14].

Approximations of normal distribution

x

pdf normal distribution
crisp histogram

fuzzy histogram

Figure 1: A fuzzy histogram better approximates a pdf than a crisp histogram.

3 Probabilistic fuzzy systems

Probabilistic fuzzy systems combine two different types of uncertainty, namely fuzzi-
ness or linguistic vagueness, and probabilistic uncertainty. In previous works, we have
presented various types of probabilistic fuzzy systems with the corresponding reasoning
schemes [5, 11, 12]. In this section, we present a more general formulation where the
consequent of each rule is a conditional pdf, given the fuzzy antecedent of the rule. We
assume that the function that is being approximated is a mapping R

n → R and that the
rule consequents are defined on finite domain Y . This is not a serious restriction, since
most function approximation takes place in a compact space.

A probabilistic fuzzy system consists of the rules Rq, q = 1, . . . , Q, of the type

Rq : If x is Aq then f(y) is f(y|Aq) , (7)

where x ∈ R
n is an input vector, Aq : X −→ [0, 1] is a fuzzy set defined on X and

f(y|Aq) is the conditional pdf of the output given the fuzzy event Aq. If Aq had been
crisp events, then only one of the rules would fire and hence only one of the conditional
pdf’s would be used. The system output can then be written as

∑Q
q=1 χq(x) f(y|Aq).

In case of fuzzy events, multiple rules may fire and it is more appropriate to take a con-
vex combination of rule outputs. We thus propose an additive reasoning mechanism that
determines the output of fuzzy system as

f(y|x) =

∑Q
q=1 µAq

(x)f(y|Aq)∑Q
q=1 µAq

(x)
=

Q∑
q=1

βq(x)f(y|Aq) , (8)



where βq(x) = µAq
(x)/

∑Q
q=1 µAq

(x) represents the normalized degree of fulfillment
of rule Rq. Note that this reasoning assumes that individual rules are connected with the
“else” directive. The following theorem shows that the reasoning (8) returns a proper pdf.

Theorem 3.1 Let R = ∪Q
q=1Rq be a fuzzy rule base consisting of the rules of type (7).

Then, the reasoning scheme (8) computes a pdf, i.e.
∫

Y
f(y|x)dy = 1.

Proof:∫
Y

f(y|x)dy =
∫ ∞

−∞

∑Q
q=1 µAq

(x)f(y|Aq)∑Q
q=1 µAq

(x)
dy =

∑Q
q=1 µAq

(x)
∫ ∞
−∞ f(y|Aq)dy∑Q

q=1 µAq
(x)

= 1.

Therefore, if we know the pdf for each rule output, we can calculate the conditional pdf
for each input vector x. The expected conditional output of the probabilistic fuzzy system
is given by the following theorem.

Theorem 3.2 The expected conditional output of the probabilistic fuzzy system is given
by the weighted average of the expected output of each rule, i.e.

E(y|x) =
Q∑

q=1

βq(x)E(y|Aq). (9)

Proof:

∫ ∞

−∞
y

[
Q∑

q=1

βq(x)f(y|Aq)

]
dy =

Q∑
q=1

βq(x)
∫ ∞

−∞
yf(y|Aq)dy =

Q∑
q=1

βq(x)E(y|Aq).

In general, the pdf’s in the rule consequents are not available, and they must be esti-
mated from the data. For this, we use the approximation in (5). Let J fuzzy classes Cj

form a fuzzy partition of the compact output space Y . We now decompose each rule to
provide a stochastic mapping between its fuzzy antecedents and its fuzzy consequents.
The rules are interpreted to have the following form.

Rule Rq: If x is Aq then y is C1 with Pr(C1|Aq) and . . . and

y is CJ with Pr(CJ |Aq). (10)

Now, by using the additional parameters Pr(Cj |Aq) and the characterization (5), we can
compute the expected conditional output of the fuzzy system by using the following the-
orem.

Theorem 3.3 Let Rq be the rules of a probabilistic fuzzy system. Let the output domain Y
of the probabilistic fuzzy system be partitioned into J fuzzy classes Cj such that Y forms
a well-defined sample space. Then the expected conditional output of the fuzzy system is
approximated by

E(y|x) ≈
Q∑

q=1

J∑
j=1

βq(x) Pr(Cj |Aq)zj , (11)

where zj is the centroid of the jth output fuzzy set and Pr(Cj |Aq) is computed according
to (3).



Proof: For the proof of this theorem, we compute
∫

Y
yf(y|x)dy, and we first substitute

(8) for f(y|x) and then (5) for f(y|Aq).

E(y|x) ≈
Q∑

q=1

βq(x)
∫

Y

y

J∑
j=1

Pr(Cj |Aq)
µCj

(y)∫
Y

µCj
(y)dy

dy

=
Q∑

q=1

βq(x)
J∑

j=1

Pr(Cj |Aq)

∫
Y

yµCj
(y)dy∫

Y
µCj

(y)dy
=

Q∑
q=1

J∑
j=1

βq(X) Pr(Cj |Aq)zj ,

where zj is the centroid of the fuzzy set Cj defined by

zj =

∫
Y

yµCj
(y)dy∫

Y
µCj

(y)dy
. (12)

For modelling purposes, the parameters Pr(Cj |Aq) and zj can be computed once
offline. The evaluation of the expected output then requires the evaluation of βq(x) for a
given x and the evaluation of (11), which can be very fast.

4 Relation to deterministic fuzzy systems

In this section, we consider the relation of the probabilistic fuzzy system described in
Section 3 to deterministic fuzzy systems. In particular, we are interested in the relation
between the expected output of a probabilistic fuzzy system and the deterministic output
of a zero-order Takagi–Sugeno system [10].

Theorem 4.1 A zero-order Takagi–Sugeno fuzzy system with Q rules with antecedent
fuzzy sets Aq and consequent parameters cq computes the expected value of the condi-
tional pdf provided that the parameters cq are equal to the expected defuzzified output of
the probabilistic fuzzy system, i.e. provided that cq =

∑J
j=1 Pr(Cj |Aq)zj .

Proof: The proof is provided by re-arranging (11) and comparing it to the output of a zero-
order Takagi–Sugeno system. The output of a zero-order deterministic Takagi–Sugeno
system is given by

y∗ =
Q∑

q=1

βq(x)cq . (13)

Re-arranging (11) gives

E(y|x) =
Q∑

q=1

βq(x)
J∑

j=1

Pr(Cj |Aq)zj =
Q∑

q=1

βq(x)cq ,

with

cq =
J∑

j=1

Pr(Cj |Aq)zj . (14)



Therefore, by selecting the consequent parameters of the TS model in a specific way,
one can approximate the expected output of the underlying system that has generated
the data. Note that in many cases the parameters of TS fuzzy systems are optimized to
minimize an error function, and hence optimality can be achieved in practical situations.
This can explain the success of TS fuzzy systems for function approximation.

5 Discussion

The previous sections have shown that probabilistic fuzzy systems are able to approximate
the conditional output pdf’s for function approximation. Furthermore, the expected output
of these systems is equal to the output of deterministic zero-order TS fuzzy systems,
provided that the consequent parameters are selected according to (14). This property
provides motivation for the success of additive fuzzy systems for function approximation.
Note that in addition to the probabilistic nature of the data, probabilistic fuzzy systems let
the analyst explicitly model linguistic concepts through the use of antecedent fuzzy sets
Aq and the consequent fuzzy sets Cj . This allows the model to estimate the underlying
probabilistic structure, while the model is calibrated to the linguistic description of the
user. In addition to regular pdf’s and conditional pdf’s, probabilistic fuzzy models allow
one to answer questions such as “what is the probability that the output is large given
that the input is small” (Pr(Cj |Aq)) or “what is the probability that the output is medium
given a particular input” (Pr(Cj |x)). Analyzing answers to these questions can provide
additional information in a particular problem (see e.g. [13]).

Although we have discussed that the probabilistic fuzzy systems can approximate
conditional pdf’s, we have not analyzed the accuracy of this approximation. In general,
the accuracy of the approximation of the conditional pdf’s can be increased by increasing
the number of consequent fuzzy sets Cj on the output domain. It is known that using
a fuzzy partition already improves the approximation of the conditional pdf significantly
[13]. Similarly, increasing the number of rules will improve the accuracy of interpolation
between the rules.

6 Conclusions

Probabilistic fuzzy systems are able to approximate conditional pdf’s, while at the same
time calibrating the model to the linguistic conceptualization of the model maker. As
such, they deal explicitly with both the fuzziness in the linguistic descriptions and the
probabilistic uncertainty. We have proposed an additive reasoning scheme for probabilis-
tic fuzzy systems. The expected output of these systems is shown to be computable from
the probability of a consequent fuzzy event given an antecedent fuzzy event, the cen-
troid points of the consequent fuzzy sets and the degree of fulfillment of the fuzzy rules.
A zero-order TS fuzzy system can produce the same output as the expected output of
a probabilistic fuzzy system provided that its consequent parameters are selected as the
conditional expectation of the defuzzified output membership functions. Our results pro-
vide insight why additive deterministic fuzzy systems such as TS systems have proven to
be so successful for function approximation purposes. Future research will concentrate
on further study of probabilistic fuzzy systems.
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Abstract

We present an approximate algorithm for reconstructing internals of
multi-layer perceptrons from membership queries. The key component of
the algorithm is a procedure for reconstructing weights from linear thresh-
old units. We prove that the approximation error, measured as the distance
between the original and reconstructed weights, is dropping exponentially
fast with the number of queries. The procedure is combined with a labelling
strategy that involves solving multiple Linear Programming problems. This
combination results in an algorithm that extracts internals of multi-layer
perceptrons: the number of relevant hyperplanes, their parameters, and the
logical structure. In practice, networks that compute combinations of 10-15
hyperplanes can be reconstructed in several minutes.

1 Introduction

In this paper we consider the following problem. Suppose that we are given a
multi-layer perceptron that calculates a function f over the d-dimensional cube
[−1, 1]d. (By perceptron we mean here a linear threshold unit that computes the
characteristic function of a halfspace; multi-layer perceptrons compute boolean
combinations of halfspaces.) Now the question is: how can we reconstruct the
“internals” of such a black-box perceptron by asking a sequence of questions in
the form: what is the value of f(x) on the given x from [−1, 1]d? In particular, we
are interested in finding the number of hyperplanes that correspond to the first
layer, their parameters (weights), and their logical structure (which intersections
of halfspaces are classified as positive and which as negative?).

The main result of this paper is an algorithm that automatically finds all these
items. As we impose no restrictions on the precision of perceptron’s weights, our
algorithm returns an approximate model of the original perceptron.

We will start with proposing an algorithm for extracting weights from a single
perceptron. This algorithm, called orthogonal bracketing, is shown to converge
exponentially fast (in the number of queries) to true weights. It is used as the main
component of a procedure that can handle arbitrary perceptrons. This procedure
generates random queries to discover inconsistencies between the perceptron and
its current approximation. Whenever an inconsistency is spotted, the bracketing
procedure locates a new hyperplane that is responsible for it. Next, a number



of Linear Programming problems are generated and solved in order to find all
non-empty intersections of detected halfspaces and their labels.

The actual implementation of the presented method can handle perceptrons
with 10-15 nodes in the first hidden layer in a matter of minutes. The overall
complexity of the algorithm is shown to be exponential in the number of such
nodes, so reversing bigger networks might be practically intractable.

Our work is strongly related to research in the areas of computational learn-
ing theory and learning with queries. The problem of learning intersections of
two homogeneous halfspaces was addressed by Baum, [4] who later generalized it
to intersections of an arbitrary number of halfspaces, [3]. His results were fur-
ther generalized and improved in a sequence of papers; Goldberg and Kwek, [6],
present and extensive overview of these papers. They also tackle the problem
of exact learning of convex polytopes under assumption of limited precision of
weight representations. The literature on the subject of learning with queries is
very extensive, [1], but it is mostly focused on learning in discrete spaces.

2 Extracting weights from a single perceptron

Let us consider a single perceptron with d inputs, i.e., a device that calculates a
function f : [−1, 1]d → {−1, 1} which is given by:

f(x) = sign(
d∑

i=1

wixi + b).

Traditionally, the elements of vector w = (w1, . . . , wd) are called weights and
the parameter b is called the bias. Because the linear equation wT x + b = 0
determines a (d−1)-dimensional hyperplane H in Rd, the perceptron returns 1 on
points that are above H and −1 on points that are below H. We will denote both
halfspaces by H+ and H−, respectively. To make sure that the parameters (w, b)
are uniquely determined by H we will assume that ‖w‖ = 1. Then w is known to
be normal to H and |b| is the distance between the origin and H.

We are interested in an algorithm that asks a sequence of questions in the form:
what is the value of f(x) on the given x from [−1, 1]d? and returns a vector (v, c)
that closely approximates (w, b). Clearly, we would like our algorithm to ask as
few questions as possible, while returning good approximations of true weights.

Clearly, to find parameters of a hyperplane H one only needs to find d linearly
independent points that are on (or very close to) H. When such points are found,
say, p1, . . . , pd, all the weights can be calculated by solving the system of d linear
equations vT pi +1 = 0, in v = (v1, . . . , vd), and setting c = 1/‖v‖ and v = v/‖v‖.
To find a point that is close to H it is enough to find a pair of points, p and q,
that are on the opposite sides of H. We will call such a pair of points a bracket.
Given a bracket (p, q) of size δ = ‖p − q‖ we can squeeze it exponentially fast by
iterating the bisection operation:

r=(p+q)/2; if f(r)==f(p) then p=r; else q=r;



Clearly, after k iterations (what costs k queries) the resulting bracket has the
size δ/2k. Thus, to find H, one could generate at random queries until d differ-
ent brackets are formed; then the bisection operation should be applied to each
bracket to make them smaller than 1/2k , where k is a program parameter. Finally,
a hyperplane that passes through centers of all the brackets should be found. Un-
fortunately, such a “random bracketing” algorithm has several drawbacks. First,
the d points that are used for finding the hyperplane might be positioned in such
a way that the corresponding system of linear equations is ill-conditioned (they
might be either too close to each other or almost linearly dependent). In such situ-
ations the approximation error might be relatively big. Second, when two brackets
are relatively close to each other, i.e., when the ratio “bracket size”:“distance” is
big, there is a lot of “uncertainty” about the position of the true hyperplane, which
may lead to big errors. Finally, it is very difficult to quantify the relation between
the parameter k and the possible error, measured, for example, by ‖w − v‖.

To avoid all these problems, the Orthogonal Bracketing Algorithm mimics the
classical Gram-Schmidt orthogonalization process. Brackets are constructed se-
quentially in such a way that their centers form an orthonormal system.

Let us assume for a while that the hyperplane H is homogeneous, i.e., that
the origin O belongs to H. Let k > 0 be an integer. We will construct (d − 1)
points p1, p2, . . . , pd−1 in such a way that their distance to H is at most 1/2k,
their distance to O is 1, and vectors p1, . . . , pd−1 are orthogonal to each other.
(Whenever there is no risk of confusion we slightly misuse the notation using the
same symbols to denote points and vectors.) The construction of pi’s is inductive.

Initialization. Let p be an arbitrary vector of length 1. Due to symmetry
(H passes through O) points p and −p have different labels, i.e, f(p) �= f(−p).
Let q be any vector of length 1 that is orthogonal to p. Clearly, f(q) �= f(p) or
f(q) �= f(−p), so (p, q) or (−p, q) is a bracket. Let us squeeze this bracket by
iterating k times the spherical bisection operation:

r=(p+q)/2; r=r/||r||; if f(r)==f(p) then p=r; else q=r;

(here we assumed that f(p) �= f(q)), and let p1 denote its normalized center (after
squeezing). Let us note that the distance between p1 and H is smaller than 1/2k.
Indeed, all the vectors that are produced by the squeezing procedure are on the
unit circle that is located in a two dimensional space spanned by vectors p and
q. The angular distance between p and q is 2π/4 < 2 and it is divided by 2 with
every bisection (k times), so the final bracket has the size smaller than 2/2k and
H must pass between its center (p1) and one of its ends.

Inductive step. Let us suppose that we already have points p1, . . . , pi, where
i < d−1, that satisfy our constraints. To construct pi+1 let us consider an arbitrary
vector p of length 1 that is orthogonal to vectors p1, . . . , pi. Such p can be easily
generated: take at random any vector x, set p = x − p1 < x, p1 > − . . . − pi <
x, pi > and normalize it. (Since i < d − 1 vector x is with probability 1 linearly
independent from p1, . . . , pi, so ‖p‖ �= 0.) Let q be any vector of length 1 that
is orthogonal to p, p1, . . . , pi. By the same argument as used in the initialization
step, one of the pairs: (p, q) or (−p, q) must be a bracket. We squeeze it by k-



fold bisection and define pi+1 to be its normalized center. Moreover, by the same
argument as before, the distance between pi+1 and H is smaller than 1/2k.

The fact that vectors p1, . . . , pd−1 are orthonormal is crucial in the proof of the
following theorem.

Theorem 1. Suppose that H is given by wT x = 0, ‖w‖ = 1. Let G denote a
hyperplane vT x = 0, ‖v‖ = 1, that passes through the points O, p1, . . . , pd−1 that
are determined by the above algorithm. Then we have:

1. For every x ∈ G s.t. ‖x‖ = 1 there is y ∈ H s.t. ‖x − y‖ ≤ √
d − 1/2k,

2. If
√

d − 1/2k <
√

3/2 then ‖w − v‖ < 2√
3

√
d − 1/2k.

Proof Let x ∈ G be such that ‖x‖ = 1. Because vectors p1, . . . , pd−1 form an
orthonormal basis in G there exist α1, . . . , αd−1 such that

x =
d−1∑

i=1

αipi and
d−1∑

i=1

α2
i = 1.

Let q1, . . . , qd−1 ∈ H be such that ‖pi − qi‖ ≤ 1/2k, for i = 1, . . . , d − 1, and let
y =

∑d−1
i=1 αiqi. Then, using Cauchy-Schwarz inequality, we have:

‖x − y‖2 = (
d−1∑

i=1

αi(pi − qi))2 ≤ (
d−1∑

i=1

|αi|‖pi − qi‖)2 ≤ (
d−1∑

i=1

α2
i )(

d−1∑

i=1

‖pi − qi‖2).

Thus ‖x − y‖ ≤ √
d − 1/2k.

To prove the second part let us consider a two-dimensional plane P that con-
tains vectors v and w. Let v′ ∈ G ∩ P and w′ ∈ H ∩ P denote unit vectors
that are orthogonal to v and w, respectively. Clearly, as v and w are normal
to G and H, v′ and w′ do exit. Let h denote the height of the triangle w′Ov′

and let α denote the angle v′Ow′ and β the angle Ov′w′. From the first part of
our theorem we have h <

√
d − 1/2k, and we assumed that

√
d − 1/2k <

√
3/2,

therefore h <
√

3/2. Let us notice that for h =
√

3/2 the triangle w′Ov′ is equi-
lateral, α = π/3, and β = π/6. Moreover, when h is getting smaller, so does β.
But ‖v′ − w′‖ = h/ cos β and

√
3/2 < cos β < 1 for 0 < β < π/6. Therefore

‖v − w‖ = ‖v′ − w′‖ < 2√
3

√
d − 1/2k.

The bounds derived above, especially the second one, are very useful: they
provide information about the value of k under which the error is guaranteed
to be smaller than a pre-specified value. As we can see, for a fixed k the error
‖v − w‖ is bounded by c

√
d. However, the norm definition involves summation

over d dimensions. Therefore the error bound “per dimension” (i.e., per weight)
is limited by c

√
d/d = c/

√
d.

Let us return to the homogenity assumption that we have made at the begin-
ning of this section. When H is not homogeneous we have to make two modifica-
tions. First, the initial bracket (or a point that plays the role of the origin) has to



be found. Here we apply the same trick as with the random bracketing algorithm:
just make at most, say, 1000 random queries, until a bracket is found. If after
1000 queries no bracket is found we have a trivial case of a constant function.
Otherwise, as soon as a bracket is found we squeeze it to a point (using a suitably
large k) – let us call it p0. Next, let us consider a ball with center in p0 and radius
r being the smallest coordinate of |p0|, so the ball is fully included in [−1, 1]d.
One can easily verify that the inductive construction of points p1, . . . , pd−1 is still
valid: instead of O we use p0 and instead of a unit ball we work on a ball with
radius r. Moreover the bounds of Theorem 1 still hold.

3 Extracting internals from a MLP

Let us consider now a multi-layer perceptron with d inputs, i.e., a device that
calculates a function f : [−1, 1]d → {−1, 1}. It is well-known that f can be
represented as a boolean combination of halfspaces that are determined by linear
threshold units from the first layer. Indeed, let these units define h hyperplanes
H1, . . . , Hh, and let λ ∈ {−1, 1}h be a sequence of labels that refer to two possible
sides of each hyperplane. Then the value of f on the intersection Hλ = Hλ1

1 ∩
. . . ∩ Hλh

h is constant; let us denote it by fλ.
In other words, the function f is fully specified by h equations of the hyper-

planes Hi

wT
i x + bi = 0, for i = 1, . . . , h

and at most 2h labels fλ, for λ ∈ {−1, 1}h (some Hλ’s might be empty).
In the previous section we described the Orthogonal Bracketing algorithm

which, after some modifications, can be used for finding Hi’s (i.e., vectors (wi, bi)).
Now we will describe a labelling procedure that for given Hi’s finds all labels fλ.

3.1 Labelling procedure

Let us consider λ ∈ {−1, 1}h and let Hλ = Hλ1
1 ∩ . . . ∩ Hλh

h . To find a label for
Hλ we only need to find an arbitrary point x ∈ Hλ and apply f to it. This could
be achieved by solving a system of h linear inequalities

wT
i x + bi > 0, or wT

i x + bi < 0

where choices are made depending on values of λi’s. However, taking into account
that our algorithm works with approximations of true Hi’s, we would like to find
x such that all the inequalities are satisfied by as large margin as possible–this
should guarantee that x is in the “safe” region, far from boundaries. Fortunately,
this extra requirement can be expressed as a Linear Programming problem that
uses h + 1 slack variables z, z1, . . . , zh. Indeed, let us consider the following LP
problem:

Maximize z subject to:

wT
i x + bi − λi(z + zi) = 0,

−1 ≤ xi ≤ 1,



0 ≤ zi,

0 ≤ z,

for i = 1, . . . , h.

We can see that any solution x of this problem lies in Hλ and that the variable z
which measures the margin is maximized.

It should be noticed that z doesn’t really reflect the Euclidean distance between
x and the boundaries of Hλ. A direct approach to maximizing this distance would
immediately lead to a quadratic optimization problem which is computationally
much more expensive than solving a simple LP. This issue is addressed in more
depth in [5]. In practice, however, the LP approach is sufficiently powerful and
the low computational costs make it very attractive. For example, using a popular
LP solver that implements the interior-point method, LIPSOL, [7], we were able
to solve labelling problems for 10 hyperplanes (i.e., generated and solved 1024
instances of LPs) in about 1-2 minutes (for d ranging from 20 to 100) on an
ordinary PC with 1GHz processor.

3.2 Main Algorithm

The two procedures described earlier, orthogonal bracketing and labelling pro-
cedure, are the key components of the algorithm for extracting internals from
multi-layer perceptrons. The algorithm uses two parameters: k, that controls the
accuracy, and a threshold t that defines the termination condition.

The algorithm starts with an empty collection of hyperplanes and a constant
labelling function that maps all inputs to 1, or -1, depending on the result of
the first query, e.g., f(0). Then random queries are made (up to t) to find out
any inconsistency between the actual f and the current collection of hyperplanes
and the corresponding labelling function. If within t queries no inconsistency is
discovered the algorithm terminates. As we argued before, a suitably big value of t,
e.g., 1000, is sufficient to provide high confidence in the (approximate) correctness
of the result. If an inconsistency is spotted the algorithm switches to the bracketing
mode to locate a hyperplane that is responsible for it. After finding approximate
weights for this new hyperplane, it is added to the current set of hyperplanes and
new labelling is recomputed. The whole process of finding inconsistencies and
fixing them is repeated until t consecutive random queries provide answers that
are consistent with the current labelling function.

The original bracketing algorithm requires some modifications. First of all, let
us notice that an inconsistency is detected when two points x, y are found, such
that f(x) �= f(y), and both x and y belong to the same Hλ. In such a situation the
pair (x, y) is a bracket for a yet unknown hyperplane. The squeezing procedure
can be used for finding a starting point p0 on this hyperplane, with accuracy
< 1/2k. Then the distance r from p0 to the boundary of Hλ can be found (it is
the minimum of the distances to all hyperplanes). Thus the ball with radius r and
center in p0 is fully included in Hλ and the orthogonal bracketing procedure can
be started.



Although the orthogonal bracketing procedure always finds a solution in case
of a single hyperplane, the possibility of multiple hyperplanes that pass through
the ball may complicate things. Basically, there are two problems that may arise.
The first one is that the search for next bracket may fail: now it is no longer the
case that for any q on the ball, q and −q have different labels. The second problem
is at first sight even more severe: the procedure may converge and produce points
that are on different hyperplanes. In this case, i.e., when the generated points
p1, . . . , pd−1 are located on two or more different hyperplanes, the hyperplane that
is determined by these points is irrelevant. Fortunately, the labelling procedure
takes care that the new labelling is always consistent with f , so although the new
collection of hyperplanes may contain a bogus one, it will have no consequences for
the final result. There is, however, a simple method for detecting such pathologies.
When p and q belong to the same hyperplane then a small ball with center in
(p+q)/2 intersects this hyperplane. In turn, testing if a ball intersects a hyperplane
is simple: a few random queries on points that are on the ball should produce some
alternating labels, otherwise the ball is most likely disjoint with it.

Thus we have two types of problems: the first one is easy to detect (the proce-
dure doesn’t converge), the second one, less harmful, can be detected by a heuristic
test. In both cases the remedy is simple: divide r by 2 and restart the procedure.
By decreasing the size of the ball we decrease the probability of encountering
problems.

3.3 Complexity analysis

The presented algorithm detects hyperplanes one after another. Each time a new
hyperplane is located the labelling procedure is called. It solves 2i LPs, where
i is the current number of hyperplanes. Therefore, if in total h hyperplanes are
detected then 2h+1 − 1 LPs have to be solved. In theory the LP solver works in
polynomial time in the number of constraints and the number of variables, but
for relatively small values of h and d the execution time may be considered to be
constant. The time required by the bracketing procedure is proportional to khd
and is so small (when compared to the rest) that it can be neglected.

Every solvable instance of LP generates a query, thus the number of queries that
are generated by the labelling procedure is also bounded by 2h+1. Additionally, for
each hyperplane at most t random queries are made, followed by kd queries that
are generated by the bracketing procedure (when we ignore pathological cases).
Thus the total number of queries is about h(t + kd) + 2h+1.

Concluding, both the time complexity and the number of queries are dominated
by the 2h term. Therefore, the presented algorithm is applicable only to networks
with at most 10-20 nodes in the first hidden layer.

4 Conclusions

We presented two efficient algorithms for extracting weights from multi-layer per-
ceptrons: the orthogonal bracketing algorithm for single perceptrons and a com-
bined bracketing-labelling procedure for general case. The orthogonal bracketing



procedure was proved to produce approximations with error dropping exponen-
tially fast with the number of queries. Experiments with an actual implementation
of this procedure demonstrated that when the number of allowed queries is 10 (20
or 30) times the number of inputs, then weights are recovered with accuracy of
about 3 (6 or 9, resp.) decimals. The complexity of the general procedure was
shown to be bounded exponentially in the number of units in the first hidden
layer (or, equivalently, in the number of involved hyperplanes). We believe that
this bound is tight.

There are several issues that could be investigated further. We will outline
only some of them. First, it would be interesting to provide deeper theoretical
analysis of the presented algorithms and place them in the context of Valiant’s
PAC-learning theory or Angluin’s framework for learning with queries. Second,
more insights in the real-life performance of the presented algorithms should be
gained. The algorithms are already implemented and some systematic experiments
that are aimed at the issues of accuracy, speed, reliability, etc. are started. The
results will be reported elsewhere. Third, we believe that the orthogonal bracketing
procedure can be used as a starting point for constructing heuristic strategies for
efficient labelling of training examples. Finally, a natural question to ask is the
case of “ordinary” feed-forward networks with smooth activation functions (logistic
sigmoid). Is the reverse engineering of such networks difficult?
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Abstract

The Internet, which is becoming a more and more dynamic, extremely
heterogeneous network has recently became a platform for huge fully dis-
tributed peer-to-peer overlay networks containing millions of nodes typically
for the purpose of information dissemination and file sharing. This paper
targets the problem of analyzing data which are scattered over a such huge
and dynamic set of nodes, where each node is storing possibly very little data
but where the total amount of data is immense due to the large number of
nodes. We present distributed algorithms for effectively calculating basic
statistics of data using the recently introduced newscast model of computa-
tion and we demonstrate how to implement basic data mining algorithms
based on these techniques. We will argue that the suggested techniques are
efficient, robust and scalable and that they preserve the privacy of data.

1 Introduction

With the rapid increase in the number of computers connected to the Internet
and the emergence of a range of mobile computational devices which might soon
be equipped with mobile IP technology, the Internet is converging to a more dy-
namic, huge, extremely heterogeneous network which nevertheless provides basic
services such as routing and name lookup. This platform is already being used to
support huge, fully distributed peer-to-peer overlay networks containing millions
of nodes typically for the purpose of information dissemination and file sharing [8].
Such fully distributed systems generate immense amounts of data. Analyzing this
data can be interesting from both scientific and business purposes. Among other
applications, this environment is a natural target for distributed data mining [10].

In this paper we would like to push the concept of distributed data mining to
the extreme. The motivations behind distributed data mining include the optimal
usage of available computational resources, privacy and dependability by eliminat-
ing critical points of service. We will adopt the harshest possible constraints on the
distribution of data and the elements of the network and demonstrate techniques
which can still provide useful information about the distributed data effectively
and dependably.

There are two constraints that we will adopt. The first is that all nodes are
allowed to hold as few as one single data instance. This can be viewed as an



extremum of horizontal data distribution. The second is another extremum: there
is practically no limit on the number of nodes. The only requirement is that in
principle each pair of nodes could communicate directly which holds if the nodes
are on the Internet with a (not necessarily fixed) IP address.

Furthermore, we will concentrate on two other very important aspects. The
first is data privacy, the second is the dynamic nature of the underlying network:
nodes can leave the overlay network and new nodes can join it.

To achieve our goal we will work in the newscast model of computation [5]. This
model is built on a lower layer, an epidemic protocol for disseminating information
and group membership [4], and it provides a simple interface for applications. The
advantage of the model is that due to the robustness and scalability of the epidemic
protocol it is built on, the applications of the newscast model of computation
inherit this robustness and scalability and can target the kinds of distributed
networks described above.

2 The Newscast Model of Computation

The newscast model has been developed as part of the European FP5-IST DREAM
project [9]. The newscast model of computation is implemented by a probabilistic
epidemic protocol for information and membership dissemination. This protocol
provides a dependable, scalable and robust way of maintaining a connected overlay
network and disseminating information among its members effectively. Here we
do not discuss this protocol since it is not necessary for understanding the paper.
The interested reader should consult [5]. Information about related work can be
found in [2, 6].

During the discussion of the newscast model of computation we will make
further simplifications avoiding the technical details and focusing only on those
properties that we apply when developing our algorithms.

The two main concepts of the model are the collective of agents and the news
agency. Computation is performed by the agents that might have their own data
storage, processor and I/O facilities. The agents communicate through the news
agency according to a special schedule which is orchestrated by the news agency.
It is very important to stress here that although the news agency plays the role of
a server in the model, it is a purely virtual entity and the actual implementation
of its functionality at the protocol level is a fully distributed peer-to-peer solution.

The communication schedule is organized into cycles. In each cycle the news
agency collects exactly one news item from all the agents. At the same time it
delivers to every agent a random sample of c news items that were collected in the
previous cycle.

Even though we do not discuss the protocol here, note that since agents receive
only the news content but no information about the sender, the system can stay
completely anonym so privacy is not violated. The actual protocol that implements
this model can effectively act as a “remailer”, where the origin of a given item is
hard to track down.

To shed some more light on how to develop applications for the model, we



present an easily comprehensible yet interesting example. Let us assume that the
collective contains n agents, and each agent i knows a single number ai. The task
is to find the maximum of these numbers a∗ = maxn

i=1 ai. The following two-liner,
which will be common to all agents, will solve this problem.

NewsItem newsUpdate(news[]) {
myMax = max(myMax, a, news[1],...,news[c]);
return myMax;}

where a = ai for agent i.
It is important to note that reading the output of the algorithm is possible for

all agents, so there is no need for a specific user terminal or service to extract the
output. Although there is no signal that informs the agents that the value is found,
using the theory of epidemic algorithms [1] it can be proven that all agents will hear
about the final solution very quickly. The trick is that from the point of view of a
true maximum value the algorithm is in fact an effective broadcasting mechanism,
since all agents will keep returning it after they have seen it at least once. So the
maximum value spreads exactly like an epidemic, “infecting” a quickly growing
number of agents. Let as assume that pi is the probability that a given agent is
not infected in cycle i. The probability that a given agent is not infected in cycle
i+1 is given by pi+1 = pip

c
i since it had to be uninfected in cycle i and none of its

c samples in the news update must be infective. The initial value p0 = (1 − 1/n).
It is clear that pi decreases extremely fast.

3 Calculating Basic Statistics

Let us consider a system of n agents that form a newscast network, and let each
agent store one number–its own value. Our objective is to program these agents
in such a way, that they will collectively find, within very few cycles, the mean
of all values (or a good approximation of it). In this section we will present
three algorithms for this task: basic averaging, (BA), systematic averaging (SA),
and cumulative averaging (CA). These algorithms, although based on the same
idea, have different properties with respect to convergence speed, accuracy and
adaptivity.

The ability of finding the mean is central for implementing some basic data min-
ing algorithms within the newscast framework. In Section 4 we will demonstrate
how the process of finding the mean can be adopted for finding other statistics,
like conditional probabilities, information gain, Gini index, etc. – the key elements
for building various classification procedures like Naive Bayes and decision trees.

To simplify the statistical analysis of the behavior of our algorithms we will
assume that c = 2, i.e., that news that are distributed by the news agency always
consist of 2 news items. It should be noticed that in practice the value of c is
usually much bigger than 2 (e.g., in our experiments we used c = 20) which yields
much faster convergence rates than our theoretical bounds.



3.1 Basic Averaging

Probably this is the simplest algorithm for finding the mean. During the first
cycle (when no news are available) every agent publishes its own value. In this
way the news agency gets a copy of all values to be averaged. Next, all agents
switch to the “averaging mode”: whenever they receive news they calculate the
average of all news items and publish it. More formally, agent’s behavior – the
newsUpdate(news[]) function (where news[] refers to the list of news items, each
of them being a single number) – is defined as follows:

NewsItem newsUpdate(news[]) {
if (news[] is empty) return own value;
else return the average of elements in news[];}

The rationale behind the algorithm is based on the following observation: if we
are given a set of numbers and replace two of them by their average then the
overall mean will not change, but the variance will decrease. Therefore, in every
cycle the news agency receives a collection of numbers that (on average) has the
same mean as the mean of the original set, but the variance will be getting smaller
and smaller. As a matter of fact, the variance is dropping exponentially fast with
the number of cycles: every cycle reduces the variance by factor 2. Indeed, in a
single cycle n pairs of numbers are drawn at random (we assumed c = 2), and
consequently each pair is averaged. This can be modeled by a random variable
(X + Y )/2, where X and Y are independent random variables that take values
in V – the set of values kept by the news agency – with each value having the
same chance. Clearly, we have: E[(X + Y )/2] = E[X] = E[Y ] = E[V ] and
V ar((X + Y )/2) = V ar(X)/4 + V ar(Y )/4 = V ar(V )/2, where E[.] denotes the
expected value (mean) and V ar(.) the variance of a random variable (so we are
misusing a bit the notation, as V is not a random variable).

As said earlier, the newscast model that we are working with is an idealization
of the real model that works in a more unpredictable way. In particular, it is not
realistic to expect that all the agents get or send their news items simultaneously.
But even if the agents acted on news in a sequential way (i.e., instead of processing
n pairs of numbers in one step, the agents would average pairs of numbers one after
another), the algorithm would still converge to the mean exponentially fast. More
precisely, it can be shown that after k iterations of the “averaging operation” the
variance drops to (1−1/n)k of its initial value, thus a single cycle (of n iterations)
reduces it approximately by factor e ≈ 2.71. Let us note that the averaging
operator does not change the mean.

3.2 Systematic Averaging

The BA algorithm has one drawback: the lack of adaptivity. Sometimes we would
like the system to dynamically adjust the output value (in our case: the estimate
of the mean) in response to a changing situation: a modification of agents’ own
values, changes of the number of agents that form the network, temporary faults
in communication channels, etc. The systematic averaging algorithm achieves



adaptivity by constantly propagating agents’ current values and temporal averages
through the news agency. Therefore, any change in the incoming data will quickly
affect the final result.

Let us fix a small positive integer d, e.g., d = 15, that will control the depth
of the propagation process. The SA algorithm works with news items that are
vectors of d + 1 numbers. The first element of a news item x, x0, will always be
an agent’s value (we will call it a 0-order estimate of the mean), x1 will be the
average of two 0-order estimates (we will call it a 1-order estimate), . . . , xd will
be the average of two estimates of order d − 1 (and will be called an estimate of
order d). In this way consecutive elements of x will be “balanced”: they will be
averages of 1, 2, 4, . . . , 2d of original values. Clearly, the result this propagation is
represented by xd.

The systematic averaging algorithm, when applied to news items a[] and b[]
processes the estimates from left to right:

NewsItem NewsUpdate({a[], b[]}){
create a news item c[d];
c[0]= current value of the agent
for (i=1; i<=d; i++)

c[i]+=(a[i-1]+b[i-1])/2;
return c[]; }

Using the same argument as above we can show that the SA algorithm reduces
the variance of the input data exponentially fast. Moreover, the system reacts to
changes in the input data within d iterations.

3.3 Cumulative Averaging

Both algorithms, BA and SA, reduce variance exponentially fast. Unfortunately,
due to randomness that is involved in the sampling mechanism of the newscast
engine, the output values might still be different from the true mean. Our third
algorithm, cumulative averaging, CA, solves this problem by running two processes
in parallel: in one process agents update their local estimates of the mean of
the incoming data, in the other one the mean of these estimates is collectively
calculated (by the BA procedure). More precisely, news items consist of two
numbers: the private value of an agent and the current estimate of the mean.
Each agent is counting and summing up all incoming private values (first process)
and returning the average of the incoming estimates and its own private value. We
will leave further implementation details to the reader. The reader can also verify
that local estimates of means tend to the true mean (with the increasing number
of cycles), so it is guaranteed that the whole algorithm also converges to it.

3.4 Experiments and Results

For the purpose of simulation we used the actual newscast model instead of the
idealized model presented in the introduction. This is very useful in illustrating
that the intuitions and the mathematical analysis based on the idealized model



provide a practical approximation when working in the newscast model. To gain
experimental data on the behavior of our system we performed runs with various
number of agents (10000, 20000, and 50000), and different data sets. For each
case we executed 100 independent runs with cache size 20 and terminated after
100 cycles. The data sets included Gaussian (where the value of each agent is
drawn independently from a Gaussian distribution), half-half (where half of the
agents hold the value 0, the other half has value 1), and peak, where one agent has
value being the number of nodes and all other agents have value 0, so the “correct”
average is 1.

It turned out that with respect to the convergence rate the BA algorithm was
fastest (20-30 iterations were sufficient), the SA algorithm was slower (about 50
iterations were needed) and the slowest was the CA algorithm (about 100 itera-
tions were needed). On the other hand, with respect to accuracy, the situation
was opposite: the BA was worst, CA better, and CA the best. The actual devi-
ation from the “true mean” strongly depended on the initial distribution of the
data. For example, on the “hardest” peak distribution the average output of the
SA algorithm was 0.98, with the standard deviation 0.265, whereas the BA was
producing 0.935, with the standard deviation 0.656. A more extensive survey of
the results is presented in [7].

4 An Illustrative Example: Naive Bayes

A central problem in data mining is classification: given some records x1, . . . ,xr,
represented here by vectors of fixed length p, with their class labels, y1, . . . yr, one
wants to build a classification procedure that assigns labels to new observations
that are not labelled. This classification procedure might have a form of a decision
tree, a regression formula, a description of a joint probability distribution, etc.,
[3]. In this paper we will focus on a very simple, yet powerful, classification
procedure called Naive Bayes. Additionally, we will assume that all attributes
(vector elements) are discrete and take values in V = {v1, . . . , vk}; class labels are
assumed to belong to {c1, . . . , cm}.

The Naive Bayes procedure finds p(y = cl|x) , for l = 1, . . . , m with help of some
probability estimates that are easy to find. The class with the highest probability
is chosen as the label for x. Indeed, if we assume that attributes are conditionally
independent with respect to the class attribute (it is a naive assumption therefore
the name: Naive Bayes), the probabilities p(y = cl|x) can be expressed in terms
of p(xi = vj |y = cl) and p(y = cl), for i = 1, . . . , p, j = 1, . . . , k, and l = 1, . . . , m,
where xi denotes the i-th coordinate of x (the value of the i-th attribute):

p(y = cl|x)p(x) = p(y = cl)
∏

i,j

p(xi = vj |y = cl).

The term p(x) can be eliminated as we know that
∑m

l=1 p(y = cl|x) = 1.
Clearly, given the data, all the probabilities that we need can be expressed by
ratios:

p(y = cl) =
number of observations with label cl

number of all observations
, and



p(xi = vj |y = cl) =
number of observations with label cl s.t. xi = vj

number of all observations with label cl
.

Therefore, to implement the Naive Bayes procedure in the newscast model we
only have to know how to calculate ratios of some counts. More precisely, let
us consider n agents that form a newscast network and let each agent store two
numbers ai and bi, for i = 1, . . . , n. We are interested in estimating the value of
r = (

∑
ai)/(

∑
bi). Once we know how to determine r we know how to calculate

all the conditional probabilities we need. Fortunately, the ratio r can be expressed
as a combination of two means: r = (

∑
ai/n)(n/

∑
bi). Therefore, any algorithm

that was described in the previous section, after a slight modification (we have to
estimate several means at the same time), can be immediately used for finding the
Naive Bayes classifier for data that is arbitrarily distributed among the agents.

Let us note that most statistics that are used by other classification algorithms
are defined in terms of ratios (or probabilities) that have the same form as described
above. For example, information gain, gain ratio, Gini index and χ2 statistics that
are used by decision tree inducers: ID3, C4.5, CART and CHAID, respectively,
[3]. Consequently they can be implemented within the newscast framework.

5 Summary and Conclusions

The main contribution of this paper is the theoretical and experimental evidence
for the feasibility of a novel approach to distributed data mining. The particular
type of distributed data mining task we handle constitutes of seeking a model
for data spread over a number of sites (here, agents). The challenge is twofold.
Firstly, the number of agents can be extremely large (here, up to 50000) and the
amount of data per agent can be very small (here, one single value). Secondly,
the data might change on-the-fly so the system should be able to adjust the model
to these changes automatically. We have reduced the general data mining task to
calculating averages demonstrating that it forms the basis for ”real” data mining
algorithms, such as Naive Bayes or decision trees.

The technical approach we follow is based on the newscast model of com-
putation. We have designed, implemented, and executed algorithms fitting into
this model naturally inheriting its main properties: robustness, scalability, and
efficiency. For some of these algorithms we have proved theoretical properties
on convergence speed and also provided experimental data to show the systems
behavior from various perspectives, such as the “averaging power”, convergence
behavior, and adaptivity in case of changing the data set on-the-fly.

Our current research focuses on the development of other “building blocks”
for data mining algorithms, like quantile estimation or various discretization algo-
rithms. We are also experimenting with newscast implementations of incremental
algorithms for constructing decision trees.
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Abstract 

In the past years the application of agent algorithms based on the natural behaviour of 
ants have shown to be successful in routing data through communication networks. 
Using the trail-laying abilities of ants the mobile agents are able to create well 
performing routing tables. In this paper an Ant Based Control algorithm is applied to 
the routing of road traffic trough a city. The algorithm is tested in a simulation 
environment that makes it possible to show the effect in different cities and 
circumstances. The agents do not move through a real city, but use a model of a city 
map. This model is supplemented with actual data from the traffic in the city. This 
enables the agents to divert traffic from congested routes, which improves travelling-
times. 

1. Introduction 
Road traffic is getting busier and busier each year. Everyone is familiar 
with traffic congestion on highways and in the city. And everyone will 
admit that it is a problem that affects us both economically as well as 
mentally. Furthermore finding your way in an unknown city can be very 
difficult even with a map. Navigation systems like CARiN can help in 
such cases. These systems display the route to be followed when the user 
has entered his destination. The latest versions are also able to use 
congestion information to avoid trouble spots. But such information is 
only available for highways and not in a city. 

This paper addresses the dynamic routing of traffic in a city. We want 
to set up a routing system for motor vehicles that guides them through the 
city using the shortest way in time, taking into account the load on the 
roads. Furthermore we want the routing system to be distributed, for more 
robustness and load distribution. 

The routing system uses a routing algorithm based on earlier versions 
of Ant Based Control-algorithms. Exact routing algorithms like Dijkstra’s 
algorithm only apply to central routing. And ant-based algorithms have 
proven to be superior to other distributed routing algorithms in [1,2]. In 



[2] an ant-based algorithm was used for routing and load balancing in a 
telephony network. In [3] the algorithm is applied to packet switched 
networks with basic ideas taken from [1]. And now we will apply a 
variant of the algorithm to a traffic network in a city.

2. Ant-based control for network management 
We can use the idea of emergent behaviour of natural ants to build 
routing tables in any network. We will apply it in a traffic network in a 
city, i.e. the composition of the roads and their intersections. This 
network is represented by a directed graph. Each node in the graph 
corresponds to an intersection. The links between them are the roads. 
Mobile agents, whose behaviour is modelled on the trail-laying abilities 
of natural ants, replace the ants. The agents move across the network 
between randomly chosen pairs of nodes. As they move, pheromone is 
deposited as a function of the time of their journey. That time is 
influenced by the congestion encountered on their journey. They select 
their path at each intermediate node according to the distribution of the 
simulated pheromone at each node. Each node in the network has a 
probability table for every possible final destination. The tables have 
entries for each neighbouring node that can be reached via one 
connecting link. The probabilities influence the agent’s selection of the 
next node in their journey to the destination node. The probability of the 
agents choosing a certain next node is the same is the probability in the 
table.

The probability tables only contain local information and no global 
information on the best routes. Each time an agent visits a node the next 
step in the route is determined. This process is repeated until the agent 
reaches its destination. Thus, the entire route from a source node to a 
destination node is not determined beforehand. 

Agents are launched at each node with regular time intervals with a 
random destination node. They travel around the network using the 
probabilities in the probability tables. The probabilities per destination 
are all filled with equal values for all nodes before the process begins. 

3. Design 
This section explains the design of the routing system. 



3.1 Dynamic data 
To route the traffic dynamically through a city we need dynamic data 
about the state of the traffic in the city. This can for example be directly 
from sensors in the road-surface. Such sensors can count vehicles and 
measure the speed of the vehicles. That information can be used to 
compute the time it takes to cover a part of the road. Another source can 
be the traffic information services. They can inform the system about 
congestion, diversions of the road, roadblocks and perhaps open bridges. 
And finally the vehicles themselves can provide the system with 
information about the path they followed and the time it took them to 
cover it. The current technology enables to fix the position of a vehicle 
with an accuracy of a few meters. That position can be communicated to 
the system along with the covered route. 

For our routing system we will at first only use the latter type of 
information as dynamic data. But of course the model is open for 
additional types of dynamic data. The information from the vehicles is 
handled by a separate part of the routing system, called the timetable 
updating system. This subsystem takes care that the information is 
processed for use by the ant-based algorithm. This way one vehicle drives 
a certain route and sends its performance to the routing system. Another 
vehicle is able to use that information to choose the shortest route.

3.2 Architecture 
We will now explain the structure of the system from the viewpoint of 

the vehicle and its driver. A vehicle is driving through a city and it wants 
to know the way. The driver enters the address where he wants to go and 
expects a routing system to tell him where to go. Besides the destination 
the routing system needs to know the location where the vehicle is at the 
moment. Therefore the vehicle sends a request to a satellite of the GPS 
(Global Positioning System). This is shown by arrow A in figure 1. GPS 
is a system that can determine a position of the sender with an accuracy 
of a few meters. So the GPS-satellite answers the vehicle with its current 
position (arrow B). This position is measured in latitude/longitude co-
ordinates. In the vehicle these co-ordinates are translated in a position on 
a certain road with the aid of a digital map of the city. Now the vehicle 
has enough information to request the routing system what route to 
follow. The vehicle sends its position and its desired destination along 
with the request for the route to the routing system (arrow D). Arrow E is 
the answer from the routing system that contains the route that the vehicle 



should follow. These steps are pretty obvious, but we have skipped arrow 
C. This arrow indicates that the vehicle provides the routing system with 
information about the route is has followed since the previous time. The 
information consists of (1) the location and time at the moment of the 
previous update, (2) the location and time at this moment and (3) the 
route that the vehicle has followed in between these times and locations. 
Table 1 shows a detailed enumeration of the information that is send 
along the indicated arrows. 

From To Data
A Vehicle GPS-

satellite
REQUEST_POSITION 

B GPS-
satellite

Vehicle ANSWER_POSITION, 
latitude/longitude co-
ordinates 

C Vehicle Routing 
system 

UPDATE, previous 
time/position, covered road 
A, covered road B, covered 
road C, …, current 
time/position 

D Vehicle Routing 
system 

REQUEST_ROUTE, current 
position, destination 

E Routing 
system 

Vehicle ANSWER_ROUTE, road A, 
road B, road C, … 

Figure 1:Communication of the 
vehicle 

Table 1: Communicated data between the different 
objects 

3.3 Routing problem 
The most important problem of this research is solved by the timetable 
updating system and the route finding system. These two subsystems 
together form the routing system. The function of the route finding system
will be clear: we are building a system to route vehicles. The reason why 
we need the timetable updating system is the following. The route finding 
system needs information about the state of the network. A static route 
finding system could use a fixed set of data, but we will use a dynamic 
route finding system that needs dynamic data. Those data are provided by 
the timetable updating system. That information can be for example the 
load of the parts of the network but a more direct and therefore more 
practical type of information is the time it takes to cover a road. Vehicles 
send information about their covered route to the timetable updating 
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system. From that information this system computes the travelling-times 
for all roads and stores it in the timetable in the memory. Besides the 
timetable also a history of measurements is stored in the memory. The 
route finding system uses the information in the timetable to compute the 
shortest routes for the vehicles. When a vehicle requests route 
information, the route finding system sends this information back to the 
vehicle.

3.3.1 Route finding system 
This system uses the earlier mentioned ant-based control algorithm 
(ABC-algorithm). This algorithm makes use of forward and backward 
agents. The forward agents collect the data and the backward agents 
update the corresponding probability tables in the associated direction. 
The algorithm consists of the following steps: 
• At regular time intervals from every network node s, a forward agent 

is launched with a random destination d: Fsd. This agent has a 
memory that is updated with new information at every node k that it 
visits. The identifier k of the visited node and the time it took the 
agent to get from the previous node to this node (according to the 
timetable) is added to the memory. This results in a list of (k, tk)-pairs 
in the memory of the agent. Note that the agent can move faster than 
the time in the timetable. 

• Each travelling agent selects the link to the next node using the 
probabilities in the probability table. The probabilities for the nodes 
that have already been visited by this agent are filtered out for this 
agent. Then a copy of the remaining probabilities is made for this 
agent and these probabilities are normalized to 1. Only this agent uses 
this temporary probability distribution to choose a next node. So the 
probability table is not updated yet. 

• If an agent has no other option than going back to a previously visited 
node, the arising cycle is deleted from the memory of the agent. 

• When the destination node d is reached, the agent Fsd generates a 
backward Bds. The forward agent transfers all its memory to the 
backward agent and then destroys itself. 

• The backward agent travels from destination node d to the source 
node s along the same path as the forward agent, but in the opposite 
direction. It uses its memory instead of the probability tables to find 
its way. 



• The backward agent with previous node f updates the probability 
table in the current node k. The probability pdf associated with node f
and destination node d is incremented. The other probabilities, 
associated with the same destination node d but another neighbouring 
node, are decremented. The used formulas are given below. 

The probability of the entry corresponding to the node f from which 
the backward agent has just arrived is increased using the following 
formula: 

P
PP

P fold
fnew ∆+

∆+
=

1
,

,  (3) 

Here, Pnew,i is the new probability, Pold,i the old probability and ∆P
the probability increase. ∆P should be inversely proportional to the age of 
the forward agent. The formula we use is: 

b
t
aP +=∆  (4) 

Where a and b are constants and t is the trip-time of the forward agent 
from this node to the destination node. This trip-time is the sum of the 
trip-times from this node to the destination node of the forward agent. We 
do not take into account that the conditions of the traffic network can 
change from the moment that the node is visited by the forward agent and 
the updating of the backward agent.  

The other entries in the probability table with the same destination but 
other neighbouring nodes are decreased using the formula: 
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4. Experiments 
As a proof of concept we run an experiment in a traffic network as 
displayed in Figure 4. For vehicles from the road between intersections 5 
and 6 or 6 and 7 there is only one reasonable path to their destination. 
The alternative paths, which go via intersections 3, 4 and 8, will hardly 
ever be more attractive for those vehicles. For the vehicles from the roads 
between intersection 1 and 2 and intersection 9 and 10 there are two 
reasonable options. They can take the northern path via intersections 3, 4 
and 8, or they can take the southern path via intersection 6. The length of 
both routes is different. Taking the length and maximum speed into 



account, the path for a vehicle from 1/2 to 9/10 can be covered in 75 
seconds when passing intersections 2, 6 and 9. The alternative via 
intersections 2, 3, 4, 8 and 9 will cost at least 82 seconds. So all vehicles 
from 1/2 to 9/10 and vice versa will initially take the southern route. But 
intersection 6 of the southern route is a point where many vehicles from 
different roads join and cross each other’s path. Therefore it is controlled 
by traffic lights. These traffic lights make the crossing safer and the 
priority for vehicles from different roads is distributed more fairly. On the 
other hand the traffic might perceive a considerable delay at this 
intersection because of the heavy load and the traffic lights. This will 
cause the northern path to be more attractive for vehicles from 
intersection 1/2 to 9/10 and vice versa. So we expect the vehicles that 
follow the advice of the Routing system to drive via the northern roads, 
where there are no delaying intersections. This should result in faster 
routes for these vehicles as opposed to the vehicles that do not use the 
Routing system. 

4.1.1 Results 
The first run of this experiment provided the following graphs (Figure 2 
and Figure 3). These graphs show the differences in the average travel 
time of standard and smart vehicles over period of 40 minutes (2400 
seconds). The standard vehicles do not use the Routing system, the smart 
vehicles do. The value at the end, after 2400 seconds, is the average of all 
measured travel times since the start of the experiment until the end. 

Number of timesteps
10,0008,0006,0004,0002,0000

Av
er

ag
e 

 s
ta

nd
ar

d 
ro

ut
e 

tim
e

90

80

70

60

50

40

30

20

10

0

Figure 2: Average standard route time 

Number of timesteps
10,0008,0006,0004,0002,0000

Av
er

ag
e 

 s
m

ar
t r

ou
te

 ti
m

e

80

70

60

50

40

30

20

10

0

Figure 3 Average smart route time 

When we zoom in on the graphs (Figure 2 and Figure 3) we see that the 
(rounded) value for the standard vehicles is 88 seconds and the value for 
the smart vehicles is 79 seconds. So the overall profit for the smart 



vehicles is 10 % on average as opposed to the standard vehicles, which 
do not use the Routing system. 

Figure 4: Screenshot of the City program after 2400 second without Routing 
system 
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 Situation recognition as a step to an intelligent 
situation-aware crew assistant system 
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Abstract 

In this paper we present a system that can recognize situations during a flight in real-
time based on data from simulated aircraft systems. The system uses Bayesian belief 
networks to calculate the probabilities of both the start and end of all possible situations 
and from this distillates the most probable situation. The situation recognizer system is 
part of our test environment to create better human-machine interfaces in the cockpit.  

1. Introduction 
Anyone who has seen the cockpit of an F-16 aircraft knows that it is 
stuffed with control buttons, meters, and displays, providing the pilot 
with a wealth of information. Since the F-16 is capable of speeds of over 
2000 Km/h, pilots have very little time to process the large amount of 
available information and make decisions. To help a pilot deal with 
information processing and decision-making and avoid information 
overload, an intelligent pilot-vehicle interface or Crew Assistant System 
(CAS) or has been proposed [1,2]. A typical CAS is shown in Figure 1. 
The idea is that the system presents relevant information to the pilot at the 
right moment and in the appropriate format, depending on the situation, 
the status of the aircraft, and the workload of the pilot. It is even possible 
that the CAS takes over (simple) tasks. Not only military pilots can 
benefit from such a system, it is useful for commercial pilots as well. 

The Intelligent Cockpit Environment (ICE) project is a project of the 
Knowledge Based Systems group of Delft University of Technology. The 
goal of the ICE project is to design, test, and evaluate computational 
techniques that can be used in the development of intelligent situation-
aware CASs. Using methods from artificial intelligence, ICE focuses 
primarily on the data fusion and reasoning part of these systems. Special 
issues addressed in the ICE project are situation recognition, mission or 
flight plan monitoring, pilot workload monitoring, and attack 
management [3,4]. 
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Figure 1: a generic crew assistance system architecture

In this paper we present a system for real-time situation recognition, 
which is an important subsystem for situation assessment in any CAS. 
First, we will describe the design of the recognition system. Then we will 
discuss an example scenario that was used to test our system. Finally, we 
will draw some conclusions about the performance of the system.

2. The design 
The goal of our system is to derive the current situation in real-time from 
available aircraft data. The system receives information from a simulator 
about the state of the airplane (e.g. airspeed, altitude, pitch), the actions of 
the pilot (e.g. lowering the landing gear, changing display settings), and 
the environment (e.g. other planes, or a missile that has been launched). 
Our system will use all this information to determine which situation is 
occurring. For every situation, the actions the pilot is expected to perform 
and typical situation-related events are defined. These events can either 
be changes in the state of the airplane or changes in the environment. 
During a flight the system will compare the received information with the 
stored situations data and it will try to determine which situation is 
occurring.  



2.1. System architecture 
The architecture of the situation recognition system is shown in Figure 2.  

Figure 2: the architecture of the situation recognition system 

The input module receives aircraft data from the flight simulator and 
converts this data to facts that are forwarded to the rule base.  

The knowledge converter converts all the situations knowledge that 
is stored in an XML file to IF-THEN rules and puts them in the rule base. 

The flight plan interpreter converts the information in the flight plan 
to a number of rules that are put in the rule base. These are rules that 
predict which situations will occur in the near future. 

The rule base contains all the rules that have been generated by the 
earlier described modules. When data from the flight simulator is added 
to the rule base, some of the rules will fire and generate probabilities 
concerning the start or end of a situation that are passed to the overall 
controller. 

The overall controller receives situation probabilities from the rule 
base as well as some extra information about the situations. The overall 
controller combines the probabilities and calculates for every situation the 
probability that it has started and the probability that it has ended. It then 
draws a conclusion about the situation that is most likely to be the current 
one. Calculating probabilities is done using Bayesian Belief Networks 
(BBNs), which will be discussed in the next section.  



2.2.  Probability inference using Bayesian belief networks 
We want to calculate two probabilities for every situation: the 

probability that the situation has started and that it has ended. As a first 
order approach we have created two BBNs.  

2.2.1. The start probability calculator 
Figure 3 shows the BBN that is used to calculate the probability that a 
situation has started. 

Figure 3: BBN that calculates the probability that a situation has started 

The start conditions for a situation are conditions that must be satisfied 
before a situation can possibly have started. When the start conditions are 
satisfied, the probability of the start constraints that is specified in the 
situations knowledge will be the output of this node. 

The action probabilities are passed to the BBN by the rules in the rule 
base when the pilot performs a particular situation-related action. These 
probabilities all contribute to the probability that the situation is occurring 
(has been started). 

The additional rules are rules that fire when the state of the aircraft 
changes or when a specific event happens. When they fire they can 
generate a probability that a situation has started or ended. 

The probability calculator (situation started) combines the 
probabilities of the nodes that have been described above using the noisy-
OR model. 



The previous situation influences the start probability of a situation 
because the probability that a situation is occurring should rise when the 
probability increases that one of the previous situations that can lead to 
this situation has ended. 

Based on this BBN the probability that a situation has started and is 
occurring can be calculated with the following formula: 
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In this formula, Psc is the probability of the start conditions, Pend is the 
probability that one of the previous situations has ended, Pcai is the 
probability of the i-th action that should be performed during the situation 
and Pcrj is the probability of the j-th event or change in state that can 
occur during the situation. 

2.2.2. The end probability calculator 
In Figure 4 the BBN is shown that calculates the probability that the 
situation has ended. In this BBN we see a lot of the same nodes as in the 
belief network for the start of the situation. The nodes that are different 
are discussed below. 

Figure 4: BBN that calculates the probability that a situation has ended 



The time window for a situation is the maximum duration of that 
situation. If the start of a situation has been detected the probability that it 
has ended should grow after a certain time. 

The situation started node produces a 1 if the situation has started and 
a 0 if the situation has not yet started. This node is necessary because we 
only want to calculate the probability that the situation has ended, after (a 
probable) start of that situation. 

The probability that the situation is ended can be calculated with the 
following formula: 

∏
=

−−−−=
n

i
itscend PcrPPP
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More information about the design of our system can be found in [5].

3. Experiments and results 
The system was tested using Microsoft’s Flight Simulator 2002. 
Experiments were performed with an F-16 and with a Cessna airplane. 
The results of one of our experiments are presented in Table 1. The first 
column contains the names of the situations (19 different situation were 
defined) that occurred and/or were detected. The second column contains 
the times at which we considered the situations to be started. The third 
column contains the times at which the situations were detected by the 
system. The times are given in seconds from the moment the program 
was started. The particular mission of Table 1 consisted of an attack on a 
ground target in an F-16. During the flight to the target the pilot had to 
check his course twice (navigating). After the attack had been performed 
the pilot returned to the airbase and landed the airplane. 

Table 1: results of an experiment flight 

Situation Time started (s) Time detected (s) 
Startup 0 0 
Taxiing to runway 10 12 
Taking off 14 15 
Normal flight 43 34 
Navigating 83 83 
Normal flight 91 91 
Navigating 123 123 
Normal flight 128 128 
Visual attack 186 193 
Normal flight 221 221 



Landing 361 366 
Aborting a landing - 410 
Taxiing from runway 409 410 
Shutdown 427 427 
Error rate  = 0.06  (26 seconds) 

From the table it is clear that the program is able to recognize most 
situations in a matter of seconds. The error rate was calculated by 
calculating the amount of time that the recogniser was incorrect. The 
program has some difficulty in detecting the situation “normal flight” 
after “taking off” (this problem occurred in other experiments as well and 
has to be looked into). The landing was a normal landing, but as is shown 
in the table the program thought for a moment that the landing was being 
aborted. This happened when the program knew that the landing had been 
finished and looked for the situation with the highest start probability. 
This turned out to be the situation Aborting landing. This is because at 
some point the pilot had moved the throttle to the maximum. This action 
was still in the memory of the program when the landing ended. The fact 
that the landing gear was raised at the start of the landing was also still in 
the memory of the program. Because of this the probability that the 
landing was being aborted was high and the situation Aborting landing
became the current one once the landing had finished. However as soon 
as that happened the program realized that the airplane was actually 
taxiing and it corrected the mistake immediately. 

Our other experiments showed similar results. On average the error 
rate over the performed experiments (4 flights) was 0.08, with 0.05 being 
the lowest recorded error rate and 0.11 being the highest.  

4. Conclusions and future work 
We have created a system that can recognize the current situation 

during a flight with an F16 and with a Cessna. The system is based on a 
probabilistic model. A rule base was created that compares data from a 
flight simulator with the situations knowledge defined in an XML file. 
The rules in the rule base generate a number of probabilities that are 
combined using BBNs to calculate the probabilities that the situations are 
occurring. Based on these probabilities a conclusion is drawn about the 
situation that is most likely to be occurring.  

We did not prove the correctness of the system, but investigating a 
number of test scenarios, the system seems to works fairly well. It makes 



few mistakes and is able to correct them. Furthermore it is able to come 
to a conclusion about the current situation in real-time.  

Future work will consist of solving the “Taking-off/Normal flight”-
transition problem, adjusting the timeframe a particular action or event is 
stored, and adding causality to make the system more reliable. In addition 
we would like to improve the system to include more and synchronous 
situations and compare its results to other approaches such as Dynamic 
network models or production systems. We also plan to use the system in 
conjunction with a workload assessment module that is under 
development to construct a more complete situation awareness module. 
This situation awareness module can be used in an intelligent cockpit 
system that monitors and supports the pilot during a flight. 
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Abstract

Inductive Logic Programming (ILP) is frequently used to data mine in
multi-relational databases. However, most ILP algorithms disregard pri-
mary key information which is often available for such databases. This work
demonstrates several disadvantages of the mode refinement operator that
has been used in many multi-relational data mining algorithms in combi-
nation with both traditional subsumption and subsumption under Object
Identity. We show how primary key information can be incorporated in this
refinement operator and provide evidence that the resulting operator has
several desirable properties in comparison with the traditional approaches.
Especially, we will show that our refinement operator is proper.

1 Introduction

In multi-relational data mining research, much attention has been given to In-
ductive Logic Programming (ILP). A multi-relational database can be mapped
to a Datalog database straightforwardly: relations are mapped to predicates and
attributes to predicate arguments. ILP algorithms can be applied subsequently.

In this database-to-Datalog mapping, some information about databases is of-
ten disregarded: for most databases also primary keys and foreign keys of relations
are defined. These keys describe some restrictions on a database. Our observa-
tion is that it is useless to query databases for information that cannot be stored
according to the primary key information. Primary keys should therefore also be
used to restrict the queries that an ILP algorithm considers. We will formalize
this by defining a downward refinement operator which uses primary keys.

Every ILP algorithm traverses a search space of clauses of a certain language in
some structured way using a so-called refinement operator. A downward refinement
operator ρ is an operator that creates more specific clauses starting from very
general clauses. Given a language of clauses and a quasi-order on these clauses,
several desirable properties for refinement operators have been identified [6]:

(1) ρ should be locally finite: all refinements of a clause should be computable
within finite time;



(2) ρ should be complete: given a clause, every clause in the language which is
more specific according to the quasi-order should be obtainable by (repeat-
edly) applying the refinement operator;

(3) ρ should be proper: after refinement, according to the quasi-order the refined
clause should always be more specific than the original clause (and therefore
never equivalent).

If refinement operator ρ satisfies these properties, then this operator is called ideal.
In most ILP systems, the concepts of “more specific” and “general” are modeled

using a quasi-order called θ-subsumption. This choice has a major drawback: if a
refinement operator is finite and complete under θ-subsumption, it can be shown
that this operator can never be proper; as a result, it is possible that a clause is
infinitely refined without obtaining a more specific clause.

To face this problem, in [3] a different quasi-order based on subsumption was
defined: subsumption under Object Identity. Under Object Identity a clause is
evaluated in a different, more restricted way than is usual. Ideal refinement is
possible under Object Identity. The additional restrictions however appear to be
undesirable in many situations.

In this work, we will concentrate on a special downward refinement algorithm:
refinement using modes. Mode refinement has been applied in several data mining
algorithms [1, 2, 4, 5, 7, 8], and has shown its usefulness in these publications.

Our paper is organized as follows. In the second section, we will review both
traditional subsumption and the concept of Object Identity, and we will introduce
mode refinement. With several examples we will illustrate the problems which
occur when either traditional or OI subsumption is used.

In the third section, we will introduce a new quasi-order and an enhanced mode
refinement algorithm. As our new way of evaluating clauses is somewhere in the
middle between evaluation under Object Identity and ordinary clause evaluation,
we call our evaluation technique evaluation under weak Object Identity. Within our
setup, the weak-OI quasi-order has several parameters, among which the primary
keys. We will show that these parameters can be tuned in such a way that our
quasi-order reduces to full Object Identity; in this way, our setup is a generalization
of full OI. Using examples, we will show that one can also provide parameters for
the refinement algorithm such that the resulting clauses do not suffer from the
restrictions of full OI. Still, we will provide evidence that this refinement algorithm
has exactly the same desirable properties as mode refinement using full Object
Identity; more precisely, the refinement algorithm is finite and proper. Section
four concludes.

2 Prerequisites and problem description

We will briefly review some terminology [6]. A (Datalog) atom p(t1, . . . , tn) consists
of a relation symbol p of arity n followed by n terms ti. A term is either a constant
or a variable. A substitution θ is a set of the form {v1/t1, . . . , vn/tn} where vi is
a variable and ti is a term. One can apply a substitution θ to an expression e,



yielding the expression eθ, by simultaneously replacing all variables vi by their
corresponding terms ti. An atom set is an unordered set of atoms; an ordered set
of atoms is an atom list. A clause is an expression of the form h ← S, where h
is an atom and S is an atom set. In this paper, without loss of generality, we
consider the head h of clauses to be a fixed atom; we only consider the bodies of
clauses. Previously, two kinds of subsumption have been defined:

• Traditional θ-subsumption: an atom set S1 θ-subsumes an atom set S2 (S2 �
S1) if there exists a substitution θ such that S1θ ⊆ S2.

• OI-subsumption: an atom set S1 OI-subsumes an atom set S2 (S2 �OI S1)
if there exists an injective substitution θ such that S1θ ⊆ S2 and θ does not
map any variable to a constant or variable already occurring in S1.

Under traditional θ-subsumption, two atom sets S1 and S2 are considered to be
equivalent (denoted by S1 ∼ S2) iff S1 � S2 and S2 � S1. This is reasonable as one
can show that: (∀S ′(S′ � S1 → S′ � S2) ∧ ∀S′(S′ � S1 → S′ � S2)) ⇔ S1 ∼ S2;
or, in words: if every possible set of atoms either subsumes two atom sets, or does
not subsume any of these two, these atom sets are equivalent and must subsume
each other.

We will illustrate these subsumption operators using predicates that encode
directed, edge labeled graphs. The assumption is that we are interested in clauses
with predicates e(G, V1, V2, L) (which encodes that there is an edge from vertex
V1 to a vertex V2 with label L in graph G) and is(L, K) (which encodes that a
label L is a label in the class K). So, our language consists of the set of predicates
{e/4, is/2}; furthermore, we assume the set of constants {a, b}. The following
clauses can be expressed in this language:

C1 = p(G) ← e(G, V1, V2, L1), is(L1, a), (1)
C2 = p(G) ← e(G, V1, V2, L1), is(L1, a), e(G, V3, V4, L2), (2)
C3 = p(G) ← e(G, V1, V2, L1), is(L1, a), e(G, V3, V4, L2), e(G, V4, V5, L3), (3)
C4 = p(G) ← e(G, V1, V2, L1), is(L1, a), e(G, V4, V5, L3). (4)

Clause C1 states that a graph contains an edge of class a. Clause C3 states that a
graph contains an edge of class a and furthermore contains a vertex with at least
one incoming and one outgoing edge, independent of the label. Under traditional
subsumption, C1 ∼ C2 ∼ C4 and C3 	 C1.

We will now introduce the bias of the (traditional) mode refinement algorithm.

Definition 2.1 A bias B is a tuple (T , C,P,M, h), where T is a finite set of
type symbols, C is a function that defines a finite set of constants for each type in
T ; P is a finite set of declarations of the form p(T1, . . . , Tn), where each Ti ∈ T
and a predicate p occurs at most once. Set M defines mode declarations, which
are declarations of the form p(c1, . . . , cn) and consist of a predicate symbol p with
arguments ci, each of which is either ‘+’ (input), ‘-’ (output) or ‘#’ (constant).
Set M may contain multiple modes for the same predicate symbol. h is an atom.



Note that we use types in our bias; this is not common practice in most pub-
lications. The mode refinement algorithm and the bias define a search space of
clauses, as follows.

Definition 2.2 Given a bias B the mode refinement operator ρ recursively defines
a search space L(B) as follows:

• ‘h ←’ ∈ L(B);

• if C =‘h ← S’ ∈ L(B), then ρ(C) � C ′ =‘h ← S, A’ ∈ L(B), with A =
p(t1, . . . , tn), iff there is a mode M = p(c1, . . . , cn) ∈ M such that for every
1 ≤ i ≤ n:

– ti is a variable in var(C, Ti) and ci =‘+’, or

– ti is a variable not in ∪jvar(C, Tj) and ci=‘-’, or

– ti is a constant in C(Ti) and ci=‘#’.

Here, Ti is the type of argument position i, as given by P; var(C, T ) is the
set of variables in C which occur at argument positions of type T .

An example bias is B = ({G, V, L, K}, {K → {a, b}}, {p(G), e(G, V, V, L), is(L, K)},
{e(+,−,−,−), e(+, +,−,−), is(+, #)}, p(G)), which encodes a search space of la-
beled forests. One can show that {C1, C2, C3, C4} ⊆ L(B).

It is clear that this refinement algorithm does not generate all clauses that
can be expressed using the given predicates and constants. Using traditional sub-
sumption as quasi-order, one can show that the operator is complete within the
sublanguage L(B). As an example, consider clause C3{V2/V3}, which is a spe-
cialization of C3. An equivalent clause, C3 ∪ (C3{Vi/Xi|i �= 2}{V2/X3}), can be
constructed from C3, where Xi are variables not occurring in C3.

It is clear that for traditional subsumption, mode refinement is not proper
either. By adding new atoms in two steps, C3 can be obtained from C1. In
whatever order the last two atoms of C3 are added, however, each intermediate
clause is equivalent with C1: C2 ∼ C1 and C4 ∼ C1. If one would decide not to
allow a refinement from C1 to C2 or C3, the operator would not be complete: one
can show that C1 cannot be refined to C4 in that case.

If one applies OI-subsumption as quasi-order, the relations between clauses are
different: C3 	OI C2 	OI C1 and C3 	OI C4 	OI C1. For example, to C2 one
may not apply θ = {V3/V1, V4/V2, L2/L1} to obtain C1, as it maps variables to
variables already occurring in C2.

Under OI, mode refinement is always proper. This follows from the obser-
vation that under OI sets of atoms are always reduced [3]. Mode refinement is
not complete. With the example bias, clause C1 cannot be refined into C1 ∪
{e(G, V3, V1, L2)} ∈ L(B).

A different way of defining OI is to define it using traditional θ-subsumption.
We will follow this approach in this paper. Given a set of atoms S, we define
constr(S) to be the set of atoms

constr(S) = {(t1 �= t2)|t1 �= t2, t1, t2 ∈ terms(S)},



where �= is a binary predicate denoted in infix notation, and terms(S) is the set
of all terms occurring in atom set S. For example:

constr({is(L1, a), is(L1, K1)}) =
{(L1 �= a), (L1 �= K1), (a �= L1), (a �= K1), (K1 �= L1), (K1 �= a)}.

The OI-subsumption can then equivalently be defined as:

S1 	OI S2 ⇔ S1 ∪ constr(S1) 	 S2 ∪ constr(S2).

When evaluating C3, it is clear now that {(V1 �= V2), (V2 �= V3), (V3 �= V4), (V4 �=
V5)} ⊂ constr(C3) and {(L1 �= L2), (L2 �= L3)} ⊂ constr(C3): the nodes must be
different, and also all labels must be different.

Assume now that one still wishes to find a theory for predicate p that allows
nodes to be equal, then this theory should contain several clauses under OI:

p(G) ← e(G, V1, V2, L1), is(L1, a), e(G, V3, V4, L2), (5)
p(G) ← e(G, V1, V1, L1), is(L1, a), e(G, V3, V4, L2), (6)
p(G) ← e(G, V1, V2, L1), is(L1, a), e(G, V1, V4, L2), (7)
p(G) ← e(G, V1, V2, L1), is(L1, a), e(G, V3, V1, L2), (8)

...

for a total of 15 clauses, each of which reflects some case of variable equality. For
C3 even 52 clauses are required. One can show that the number of clauses grows
exponentially in the number of variables. For theories in which one would like to
allow equality, Object Identity can therefore be very impractical.

In some situations, there are ad-hoc solutions to solve problems caused by OI.
Assume that one would like to express the following theory with only one clause:

p(G) ← e(G, V1, V2, L1), is(L1, a), e(G, V2, V3, L2), (9)
p(G) ← e(G, V1, V2, L1), is(L1, a), e(G, V2, V3, L1), (10)

then one could choose to use another predicate language. Consider a language
with predicate e/4 and a predicate ea(G, V1, V2) which is defined in terms of e and
is to express that there is an edge from V1 to V2 in label class a. The following
clause can then be expressed:

p(G) ← ea(G, V1, V2), e(G, V2, V3, L2);

in this clause L2 can be the same label as the label between nodes V1 and V2.
However, this representation has an unwanted side effect:

p(G) ← ea(G, V1, V2), e(G, V1, V2, L1);

according to OI-subsumption, this clause is not equivalent to any smaller clause,
but by the definition of ea we know that the last atom can be removed. We believe
therefore that this construction is undesirable too.

From our point of view, the best solution would be to force Object Identity
constraints only to some variables in a clause. The question is how this can be
done without loosing the desirable, ideal properties of OI. In the next section we
will provide an answer to this question.



3 Weak Object Identity using Primary Keys

We will first formally define the bias of a language with primary keys. Immediately
after the definitions, we will illustrate their meaning using examples.

Definition 3.1 A bias with primary keys BK is a tuple (T , C,P,M, h,K, OI),
where B = (T , C,P,M, h) is a simple bias as given in Definition 2.1 and K is a
function which defines a set of primary keys for each predicate p ∈ P. A primary
key is a subset of {1, . . . , arity(p)}. Set OI is a subset of the types, OI ⊆ T .

Definition 3.2 An atom set S is constrained by a primary key K ∈ K(p) iff:

∀A1 = p(t11, . . . , t1n), A2 = p(t21, . . . , t2n) ∈ S : (∀i ∈ K : t1i = t2i) ⇒ A1 = A2.

Definition 3.3 A clause C = ‘h ← S’ is part of the language LK(BK) defined by
a bias BK iff:

• C ∈ L(B), where B is the simple part of BK and L(B) is defined according
to Definition 2.2.

• S is constrained by each primary key in K(p)∪Kt(p), for every predicate p.
With Kt(p) we denote the trivial key of a predicate p, {1, . . . , arity(p)}.

Furthermore C ′ is a key mode refinement of C, denoted by C ′ ∈ ρK(C) (for
C ∈ LK(BK)), iff C ′ ∈ ρ(C) and C ′ is constrained by every primary key.

We will continue with our graph example (not restricted to trees). Assume that we
know that in the database under consideration between each pair of nodes there is
at most one edge in each direction, and that an edge always has exactly one label,
then we can express this knowledge using a primary key:

K(e) → {{1, 2, 3}},

as this states that an edge can be identified uniquely by giving a graph and two
vertices. If this primary key is part of a bias BK , then L(BK) does not contain
the following clause in any case:

p(G) ← e(G, V1, V2, a), e(G, V1, V2, b);

this expression can never be true given our knowledge about the graph data. As
we believe that for most relational databases primary key information is available,
we believe that this restriction of a full clausal language is important. Because
it reduces the number of clauses that an Inductive Logic Programming algorithm
has to consider, we believe that this strategy could yield significant efficiency
improvements in many algorithms.

Definition 3.4 Given two clauses C1 = ‘h1 ← S1’ ∈ LK(BK), C2 =‘h2 ←
S2’ ∈ LK(BK), S1 BK-OI-subsumes S2, denoted by S2 �BK−OI S1, iff S2 ∪
constrBK

(S2) � S1 ∪ constrBK
(S1), where constrBK

(S) = {(t1 �= t2)|t1, t2 ∈
OI-termsBK

(S), t1 �= t2} and OI-termsBK
(S) is the set of terms occurring in S at

argument positions i of predicates p for which Ti ∈ OI ∈ BK .



The main difference with traditional OI-subsumption is that using types, OI
constraints are only forced to some variables in a clause. As an example, con-
sider the bias BK = ({G, V, L, K}, {K → {a, b}}, {p(G), e(G, V, V, L), is(L, K)},
{e(+,−,−,−), e(+, +,−,−), e(+,−, +,−), e(+,−,−, +), is(+, #)}, p(G),
{e → {{1, 2, 3}}}, {G, V }). The following clauses are part of LK(BK):

C2 = p(G) ← e(G, V1, V2, L1), is(L1, a), e(G, V3, V4, L2), (11)
C5 = p(G) ← e(G, V1, V2, L1), is(L1, a), e(G, V3, V4, L1), (12)

then C5 	BK−OI C2 while C5 �	OI C2. In comparison with traditional OI, (L1 �=
L2) �∈ constrBK

(C2).
A special case arises when OI = T and K = ∅: all types are subject to

Object Identity constraints such that our weak subsumption operator reduces to
full Object Identity. Furthermore, by the absence of keys, no key constraints are
effective. One can easily see that our refinement operator reduces to a traditional
mode refinement operator with traditional OI as quasi-order. This shows that our
formalism is a generalization of full OI.

Now temporarily assume that is(+,−) would be part of M in BK . The fol-
lowing clauses would both be part of LK(BK):

C6 = p(G) ← e(G, V1, V2, L1), is(L1, K1), (13)
C7 = p(G) ← e(G, V1, V2, L1), is(L1, K1), is(L1, K2); (14)

however, C6 ∼BK−OI C7; our mode refinement operator would not be proper. If
we however assume that {is → {{1}}} ⊆ K ∈ BK , then C7 �∈ LK(BK), as the
unproper refinement is not allowed.

Theorem 3.5 Given a bias BK , mode refinement as given in Definition 3.3 is
proper if for every M = p(c1, . . . , cn) ∈ M ∈ BK there is a key K = {i1, . . . , in} ∈
K(p) ∪ Kt(p) such that for every ij ∈ K one of the following holds:

• Tij
, the type of the ijth argument, is included into OI ∈ BK ;

• cij
=‘+’ or cij

=‘#’.

Proof Outline We will provide a proof by contradiction. Assume that clause
C ∼BK−OI C ′ ∈ ρK(C) and (without loss of generality) that C is not equivalent
with any smaller clause. In this case, there is a weak OI substitution θ which maps
one atom in C ′ onto another atom in C ′, resulting in C. Note that |C ′| = |C|+ 1;
we may therefore assume that θ only affects one atom A ∈ C ′. As a clause must
be key constrained, at least one term in every primary key of this atom is different
from the corresponding term in Aθ. As θ substitutes a variable with a term
already occurring in C ′, each such different term must be a variable of a type not
in OI ∈ BK . We may therefore conclude that a variable not in OI is part of every
key, and that A is the only atom in which these variables occurs. At the other
hand, our theorem states that a variable must be marked with ‘+’ in a mode if it
is not of a type in OI. According to the definition of ‘+’, there must be another
atom which contains this variable, so we derive a contradiction.



4 Conclusions
We have shown that mode refinement in combination with both traditional sub-
sumption and Object Identity subsumption has undesirable properties. While for
traditional subsumption no proper refinement operator exists, Object Identity re-
stricts the expressiveness of single clauses too much to obtain properness. We
propose to reduce the disadvantages of OI by only considering search spaces that
do not violate primary key constraints. In most situations, this is a very desirable
restriction as it restricts the full clausal language to expressions that make sense
from a human user point of view. For these more restricted languages, we have
given an outline of a proof which convinces us that, using a weak subsumption
operator, it is not necessary to force Object Identity to all variables in order to
obtain a proper mode refinement operator; this allows single clauses to express
more interesting patterns.

We have implemented primary keys, weak Object Identity and mode refinement
in our multi-relational data mining algorithm Farmer [8]. In experiments with
a graph database, these features allowed us to restrict the search space to clauses
that represent graphs with single labels on the edges. This reduced the number of
clauses that Farmer had to consider, and resulted in significant speed-ups.

As our restricted language can be as large as a full clausal language —in this
case our weak OI subsumption becomes full OI subsumption— our setup is a
generalization of Object Identity. Weak subsumption is exactly in the middle
between traditional subsumption and OI subsumption.
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Abstract

This paper presents a study to forecast the total production of some wind
parks in The Netherlands. The predictions are based on several forecasts of
the wind speed and wind direction. Two techniques are used: k-nearest
neighbours and Lasso. These techniques are applied to three versions of the
problem. The initial version scales the features. The second version modifies
the wind directions to a more natural data format. The third version incor-
porates lags in the dataset. Each version improves the results somewhat,
with the k-nearest neighbour technique having the lowest errors, yielding a
large improvement over the current model.

1 Introduction to the problem

Nuon is the biggest wind energy producer in The Netherlands. Approximately 50%
of the 600MW installed wind energy in The Netherlands is managed by Nuon. The
produced energy is sold 24 hours in advance on the energy market. It is therefore
important to know the amount of energy that will probably be produced, for
differences between predicted and delivered amounts either cost money or result
in a price that is sub optimal. The cost of power imbalance is around 6 Euro/MWh.
This means that each MW of wind energy is worth 6 Euro less than that produced
by perfectly predictable energy sources.

For a part of the total wind park, hourly data is available for the last two years.
Predictions are based on predicted wind speeds and wind directions for different
locations in the Netherlands. These weather predictions are also available 24 hours
in advance. Because of the inherent error in these data, it will be impossible to
create a perfect forecast.

This paper presents an attempt to improve the current predictions of the energy
amount produced by the wind parks.

2 Previous work

There are not many articles concerning the application of machine learning tech-
niques to the prediction of complete wind farms.



Li et al. [3] use neural networks for the prediction of the energy output for one
turbine. Their results match the actual performance.
Denison et al. [2] predict the wind energy production on the longer term, based on
historical data, by using a Bayesian multivariate adaptive regression spline model.
Nielsen and Nielsen [4] use statistical models to create production forecasts using
meteorological data for wind farms. This led to the creation of the ’Wind Power
Prediction Tool (WPPT)’.
Beyer et al. [1] use the numerical weather prediction model ’High Resolution
Limited Area Model (HIRLAM)’ for wind parks in Germany. Error rates of 12 to
20% are reported.

Unfortunately, because of the lack of articles regarding the same type of prob-
lem, it is hard to compare the results, or to use experience from previous results.
We have been able to measure the error on the same dataset using the current
model in use at Nuon. These results are described in the section on the current
model.

3 Dataset description

The input features are the forecasted wind speed and wind direction of four lo-
cations in the Netherlands (DeKooy, Hoogeveen, Leeuwarden and Schiphol), as
well as an average of the forecasted wind speed and wind direction at fifteen sites.
These values are available 24 hours in advance from the national weather agency.
The dataset consists of 18935 examples of data. This is the data for the period
February 2001 to March 2003. Each example represents one hour of data in that
year. Each example consists of ten input features and one output. The wind
speed is measured in meters per second, discretized to 1 m/s intervals. The wind
direction is measured in degrees. The locations of the forecasts and the locations
of the wind parks are not the same. The output feature is the total energy output
of a set of wind parks in the given hour.

Name Output? min max avg st.dev
Direction NL no 0.00 360.00 188.58 91.83
Direction DeKooy no 0.00 360.00 186.81 95.41
Direction Hoogeveen no 0.00 360.00 184.82 92.07
Direction Leeuwarden no 0.00 360.00 185.79 94.49
Direction Schiphol no 0.00 360.00 184.86 94.60
Speed NL no 0.00 13.00 4.38 1.91
Speed DeKooy no 0.00 15.00 5.73 2.42
Speed Hoogeveen no 0.00 23.00 4.25 1.88
Speed Leeuwarden no 0.00 21.00 4.63 2.01
Speed Schiphol no 0.00 14.00 5.19 2.24
Production yes −72.00 84235.00 18366.91 19524.47

Table 1: Summary of the features in the dataset.



Correlations of the features show that the wind directions as well as speeds are
highly correlated, which was expected, as the Netherlands is not a big country.
The output is highly correlated with the wind speeds, and slightly with the wind
directions.

Plots projecting each of the features against others, show a seasonal pattern
where the wind speed or energy drops during July and August (figure 1). The
wind speed is highest when the direction is around 230 degrees (figure 2 left). The
plots for ’wind speed vs output’ show that the wind speed is only an upper bound
for the production (figure 2 right). For average wind speeds the production varies
between zero and the upper bound. At high wind speeds the turbines have to be
shutdown to prevent them from being damaged.

Figure 1: Distribution of wind speed and production over 2 years.

Figure 2: Left: wind direction vs wind speed, right: speed vs production

4 Our approach

This research was performed using the ’Workbench for Machine Learning Tech-
niques’ [5]. This is a tool that allows the user to easily create test scripts for testing



machine learning techniques and applying these techniques to problems such as
this wind energy prediction problem. These scripts consist of modules placed in a
stackable architecture.

Each of the modules in the script modifies the dataset. The modified dataset is
passed on to subsequent modules, or used to apply a machine learning algorithm to
a train and test set. The user-interface allows the parameters to the modules and
learning techniques to be varied. The execution of the techniques is distributed
over multiple computer systems. After the execution, different error measures are
available. These measures can be set-off against the parameters using visualization
modules. This allows us to quickly find optimal parameters.

Two machine learning techniques are used. The first is the k-nearest neighbour
algorithm for regression problems. This technique was chosen because it is a very
basic technique. The algorithm is initialised with a set of examples xi and their
corresponding output yi. The distance to all examples is calculated for each new
vector:

d(xi, xj) =

√√√√ N∑
m=1

(xim − xjm)2

The examples are ordered according to this distance, and the k examples with the
least distance are selected. The predicted value for the new vector is then either
the average of these points, or a weighed sum where examples with a smaller
distance contribute more to the predicted output.

The second technique is Lasso [6]. This technique was chosen for it’s good
results on other problems, and to see how it would perform on this problem.
Lasso is based on relevance vector machines, which produce sparse models using
kernel functions. It has the advantage that the error distributions for train set
and test set are comparable. Predictions are calculated by

f(x) = α0 +
n∑

i=1

αiK(xi, x)

in which α is a vector weights for each of the examples, and K is the kernel
function. To obtain α, the problem

minimise ||y − 1α0 − Kα||22
subject to ||α||1 ≤ kappa

is solved. Kappa controls the complexity of the solution. Two kernel functions
were used; the radial basis function (RBF) kernel and the polynomial kernel.

Polynomial K(u, v) = (gamma u · v + coef)d

RBF K(u, v) = e−(u−v)2/σ2

Three approaches are taken to improve the predictions that are currently ob-
tained (section 4.1). The first approach is to use scaled data. The second modifies
the wind directions in the dataset to a more natural system. The third approach
extends the dataset even further by adding lags of the input features to the dataset.



The script used in the workbench consists of several modules. The first module
in the script is the ’normalize’ module. This module scales all inputs and the
output to mean 0 and standard deviation 1. This choice stems from the practice
that making the influence of the features comparable is a good first guess. After
this scaling all values lie between −1 and 3.

The second module is a ’random subset’ module. This module picks a random
set of examples from the dataset. The size of this set was set to 30%. The reason
to do so is that the dataset contains a large number of examples, of which many
are similar. This slows down the training while the results are assumed to be
similar when compared to training on the complete dataset. During the tests, this
assumption will be tested.

The third module is a cross-validation module that creates four folds. This
allows us to see if there are large variations in the results. Four folds were chosen
as a trade-off between the number of tests and the inclusion of similar examples
in the train and test sets. With fewer folds, the chance to have similar examples
in both the train set and the test set decreases.

The fourth and final module is the machine learning technique. For the first
attempt, this is initially the k-nearest neighbour module, where k can be varied,
and has two weighing modes. Thereafter the Lasso module is used, which allows
kappa to be varied, as well as choosing a kernel function and its parameters. In
search of a better model, the parameters of the previous test are optimized each
time after the dataset is modified. This optimization consists of varying multiple
parameters together (trying all combinations of values in specified intervals), first
at a coarse scale, and then on a finer scale. This typically results to five to ten
values being tested per parameter per try. And multiple tries (on a finer and finer
scale) to get to an optimum.

4.1 Current model

The current model in use at Nuon is a third order polynomial. This polynomial
is fit on the complete dataset to obtain the least mean squared error solution.

Using this model, predictions for all examples in the dataset were obtained.
This results in a mean absolute error of 0.44 and a mean squared error of 0.36
between the actual and predicted values.

4.2 Basic approach

The first attempt to improve the current model is by using k-nearest neighbours.
The workbench was given a script that modified the dataset (normalize all features
and output), and to search for the best settings. These were determined to be at
k = 6 with the nearest neighbours being weighted by their distance to the given
example and then summed. The mean squared error for these settings was 0.04
and on the test set 0.29. With these settings fixed, the test was repeated with the
complete dataset. The error dropped to the score given for test 1 in table 2.

The next tests are performed using Lasso. They are based on the same script in
the workbench, with the k-nearest neighbour module being replaced by the Lasso



module. Two kernels were tried: the RBF and the polynomial kernel.
The RBF kernel was tried for different values of kappa and sigma. In the

Lasso algorithm, kappa is the upper bound for the L1 norm of the active set. For
different values for kappa, there were always some values of sigma that performed
best. The differences between these pairs however are negligible. For both train
and test set, the MSE varied around 0.31.

The polynomial kernel was tried for different degrees, and different values
for gamma and the coefficient, in addition to kappa. The polynomial of the
fourth degree was the most effective. For parameters kappa=0.7, gamma=0.3
and coefficient=3.0 the best results were obtained (table 2, test 2).

When the amount of examples that is allowed in the dataset is increased, these
values do not change.

4.3 Modified wind directions

The wind directions varied over 0 to 360 (before scaling them around zero). The
jump from 360 to 0 is quite significant, whereas in reality there is no distinction.
To clear this problem, the directions were all mapped onto a circle. That way, the
values become better comparable. The original wind directions are then removed
from the dataset, and sine and cosine values of the mappings are added.

To measure the results, the polynomial kernel was used, again with degree 4.
The initial results (with all settings kept the same) improved over the previous
test.

When the number of examples that was used was increased to 70% the numbers
did not change. By varying the values for kappa, gamma and the coefficient, it
was found that the parameters were still optimal. Results are in table 2, for test
3.

4.4 Adding lags

Because of the discretized wind speed values, we assume that better predictions are
obtained by incorporating lags of previous wind speeds. The script was modified
so that after the mapping of directions onto circles all input features were lagged
for periods 1, 2 and 5 time steps. For lag=5, this resulted in a dataset consisting
of 90 input features (for each of the five locations, the wind speed and the sine
and cosine of the direction are available, and these values are repeated for t-1, t-2,
t-3, t-4 and t-5).

The tests were performed with the same settings as for the previous test. The
results are summarized in table 2, as tests 4, 5 and 6.

Because of the good initial results with k-nearest neighbours and the varying
results with Lasso, an additional test was performed with the kNN module, with
lag=5 on 30% of the examples. This resulted in the measures in table 2, test 7.

As results for kNN improved as more examples were used for training, the
test is repeated with all examples, and a lag of one time step. These results are
summarized in table 2, test 8.



Test Train set Test set
Avg Min Max Avg Min Max

Test 1 MSE 0.03 0.03 0.03 0.23 0.22 0.24
Test 1 MAE 0.11 0.11 0.11 0.32 0.31 0.32
Test 2 MSE 0.29 0.29 0.29 0.30 0.29 0.31
Test 2 MAE 0.39 0.38 0.39 0.39 0.39 0.40
Test 3 MSE 0.26 0.25 0.28 0.27 0.27 0.27
Test 3 MAE 0.37 0.36 0.38 0.37 0.37 0.38
Test 4 MSE 0.25 0.24 0.26 0.29 0.26 0.31
Test 4 MAE 0.36 0.36 0.37 0.39 0.37 0.39
Test 5 MSE 0.26 0.26 0.27 0.31 0.29 0.32
Test 5 MAE 0.37 0.36 0.37 0.39 0.38 0.40
Test 6 MSE 0.25 0.24 0.26 0.30 0.28 0.32
Test 6 MAE 0.36 0.36 0.37 0.39 0.38 0.40
Test 7 MSE 0.05 0.04 0.05 0.24 0.23 0.24
Test 7 MAE 0.14 0.14 0.14 0.34 0.33 0.34
Test 8 MSE 0.03 0.03 0.04 0.20 0.19 0.20
Test 8 MAE 0.12 0.12 0.12 0.29 0.29 0.30
Test 1: kNN, scaled dataset
Test 2: Lasso, polynomial kernel, scaled dataset
Test 3: Lasso, polynomial kernel, modified wind directions
Test 4: Lasso, polynomial kernel, modified wind directions, lag of one time step
Test 5: Lasso, polynomial kernel, modified wind directions, lag of two time steps
Test 6: Lasso, polynomial kernel, modified wind directions, lag of five time steps
Test 7: kNN, modified wind directions, lag of five time steps
Test 8: kNN, modified wind directions, lag of one time step, complete dataset

Table 2: Summary of test results

5 Conclusion

Two techniques were applied to the Nuon wind speed dataset. These techniques
were k-nearest neighbours and Lasso. Successive improvements were made to the
dataset to obtain better results.

The k-nearest neighbour technique was able to obtain very good results. This
is probably due to the huge amount of examples. Good examples are always near
and the pattern is obviously stable.

Lasso is a sophisticated technique. From the comparison with the kNN tech-
nique, it seems that modelling the results of the predictions on the energy output
is hard. Further research is needed to see if other kernels are able to improve the
results.

Conversion of the wind directions to a more natural format improved the pre-
dictions. Results for adding lags vary. Apparently the addition adds less infor-
mation to the data than the increase in complexity is able to justify. Adding a
small amount of lag improves the results (minimum average MSE and MAE drop
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Figure 3: Results of the tests

slightly), but the average errors on the test set increase.
The use of Lasso with a fourth degree polynomial kernel results in average

errors of 9-10%. By using k-nearest neighbours with distance based weighing of
the 6 nearest neighbours the average error is expected to be in the range 3-8%.
When the best average results on a test set are compared to the results of the
currently employed method, a 34% improvement is achieved. With today’s wind
energy volumes this already represents a significant amount of money.
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Abstract
We consider the problem of finding a commonly agreed upon diagnosis for errors

observed in a system monitored by a number of different expert agents, each hav-
ing its own specialized view on the system. That is, the expert agents have to agree
on one or more diagnoses based on their specialized views of the system. Reaching
an agreement is complicated by the two factors: (i) different specialisms need not
distinguish the same fault modes of a component and (ii) knowledge of different spe-
cialisms need not be correct in some cases. This paper analyzes these problems and
presents protocols that enable the agents to deal with these issues.

1 Introduction

A traditional diagnostic tool can be viewed as a single diagnostic agent having a model
of the whole system to be diagnosed. In some applications, however, such a single agent
approach is infeasible or at least undesirable. For example, the integration of knowl-
edge into one model of the system is infeasible if the system is too large, too dynamic
or distributed over different legal entities. Integration is undesirable if it concerns the
combination of knowledge from different fields of expertise. In this latter case, where
knowledge is called to be semantically distributed1 [4], it would be better to introduce
specialized agents communicating about anomalies detected.

The introduction of specialized (expert) agents immediately raises the problem how
to reach an agreement on the cause of observed anomalies. As was pointed out in [7, 8],
assuming a fixed maximum number of broken components, there exists a polynomial time
protocol for reaching an agreement between the agents in case of a semantic knowledge
distribution. This protocol is rather straight forward. A more difficult situation arises if the
knowledge of some agents is incomplete in the sense that the agents have no behavioral
knowledge about some fault modes, or if the knowledge of some agents is incorrect in the
sense that the agents have incompatible knowledge about the behaviors of components.
In this paper, we will address both issues.

This paper is organized as follows. Section 2 specifies the diagnostic setting, which is
extended to multi-agent diagnosis in section 3. Section 4 introduces protocols for multi-
agent diagnosis and section 5 concludes the paper.

1Besides a semantic knowledge distributed, we also distinguish a spatial knowledge distribution: knowledge
of system behavior is distributed over the agents according to the spatial distribution of the system’s components.
The latter has been discussed in [9].



2 The diagnostic setting

A system to be diagnosed is a tuple S = (C,M, Id, Sd, Ctx, Obs) where C is a set
of components, M = {Mc | c ∈ C} is a specification of possible fault modes per
component, Id is a set of identifiers p of connection points between components, Sd
is the system description, Ctx is a specification of input values of the system that are
determined outside the system by the environment and Obs is a set of observed values of
the system. A component in C has a normal mode nor ∈ Mc, one general fault mode
ab ∈ Mc and possibly several specific fault modes. We assume that all components have
in- and outputs.2

The system description Sd = Str ∪ Beh consists of a structural description Str and
a behavioral description Beh of the components. The structural description Str consists
of instances of the form p = in(x, c) or p = out(x, c) where x is an in- or an output
identification of a component c and p ∈ Id is a connection point identifier3. Of course,
a connection point p ∈ Id is connected to at most one output of some component; i.e.
if p = out(x, c) and p = out(y, c′), then x = y and c = c′. A connection point has a
value, which is determined by the output of a component or a system input. The function
value(p) denotes the value of the connection point.

The set Beh =
⋃

c∈C Behc specifies a behavior for each component c ∈ C. The
behavior description Behc of a component describes the component’s behavior for each
(fault) mode in Mc, possibly with the exception of ab ∈ Mc; i.e. mode(c, ab) → �. In
this specification, the predicate mode(c,m) is used to denote the mode m ∈ Mc of a com-
ponent c. For each instance mode(c,m), Behc specifies a behavioral description of the
form: mode(c, m) → Φ where m ∈ Mc.4 The expression Φ describes the component’s
behaviour given its mode m ∈ Mc.

The set Ctx describes the values of system inputs cId = {p ∈ Id | ∀x, c : (p =
out(x, c)) �∈ Str} that are determined by the environment. Ctx consists of instances of
the form value(p) = v where p ∈ cId is a connection point and v is a value.

Finally, the set Obs describes the values of those connection points that are observed
(measured) by the diagnostic agent. It therefore also consists of instances of the form
value(p) = v where p ∈ Id is a connection point and v is a value.

A candidate diagnosis is a set D of instances of the predicate mode(, ) such that for
every component c ∈ C there is exactly one mode in m ∈ Mc such that mode(c,m) ∈ D.
A diagnosis is defined as follows:

Definition 1 Let S = (C, M, Sd,Ctx,Obs) be the system to be diagnosed and let |∼ to
denote the possibly limited reasoning capabilities of a diagnostic system.5 Moreover, let
Obscon, Obsabd ⊆ Obs be subsets of observations and let D be a candidate diagnosis.
Then D is a diagnosis for S iff

D ∪ Sd ∪ Ctx |∼ ∧
ϕ∈Obsabd

ϕ and D ∪ Sd ∪ Ctx ∪ Obscon �|∼⊥.

2This assumption is not valid in every system. We can, however, transform most systems to a system con-
sisting components with only inputs and outputs (see for instance [3]).

3A connection between components is modeled by connection point that is shared by one or more inputs and
an output. Note that a physical connection should be modeled by component.

4Note that we may use a single description for a class of components. Instances of this description must
imply the form of description give here.

5I.e {ϕ | Σ |∼ ϕ} ⊆ {ϕ | Σ |− ϕ}.



Remark In the literature two types of diagnoses are distinguished: consistency based
[5, 6] and abductive [1] diagnosis. Both can be combined into one more general diagnostic
definition [2]. This latter definition is used here.

3 Multi-agent diagnosis

A knowledge distribution over multiple agents induces a division of a system S into sev-
eral subsystems. In the case of a semantical knowledge distribution, each agent Ai makes
diagnosis of a different aspect of the system S. An aspect defines a system Si of S
consisting of a structural description Stri and a behavioral description Behi. A compo-
nent c ∈ C has a specific behavior mode(c,m) → Φi ∈ Behc,i for each fault mode
m ∈ Mc and each aspect i. Of course, given k different aspects, Behc =

⋃k
i=1 Behc,i

and |− (Φ1 ∧ ... ∧Φk) ↔ Φ where Φ is the complete (single agent) behavior of mode m.
Without loss of generality, we may assume that the value of each output of a com-

ponent is completely determined by the behavior with respect to one aspect. Therefore,
also the structural description and the observations are distributed based on the aspect that
determines the value of an output or requires the value of an input: Stri and Obsi.

By distributing knowledge, i.e. Behi and Stri over the agents, we must provide agents
with information about the components’ inputs that (i) are needed for the components’
behavioral description and that (ii) are determined by aspects that do not belong to the
agent’s expertise. Other agents must provide the agent i with the values of these in-
puts. Ini and Outi will be used to denote the connection points the values of which
are provided by other agents, respectively must be passed on to other agents. Hence,
Si = (Ci,M, Id, Sdi, Ctx, Obsi, Ini, Outi) is a subsystem to be diagnosed the agent. A
candidate diagnosis of the subsystem Si is denoted by Di.

The diagnosis of one agent Each agent Ai in the multi-agent system must make a
diagnosis of the subsystem Si = (Ci, M, Id, Sdi, Ctx, Obsi, Ini, Outi). This can be
viewed a single agent diagnosis if values of the inputs and outputs of the subsystem are
known. We use the set Vi to denote value assignments value(p) = v, with p ∈ Ini, to
the inputs. Vi is the local context of the subsystem Si that is determined by the outputs of
other subsystems. We therefore extend Definition 1 to the diagnosis of subsystems.

Definition 2 Let Si = (Ci, M, Id, Sdi, Ctx, Obsi, Ini, Outi) be a subsystem to be di-
agnosed. Let Obscon,i, Obsabd,i ⊆ Obsi be subsets of the observations, and let Vi be
a (partial) descriptions of the values of the connection points Ini. Finally, let Di be a
candidate diagnosis. Then Di is a diagnosis for Si iff

Di∪Sdi∪Ctx∪Vi |∼
∧

ϕ∈Obsabd,i
ϕ and Di∪Sdi∪Ctx∪Vi∪Obscon,i �|∼⊥.

The diagnosis of multiple agents Given multiple diagnostic agents, an important ques-
tion is how the diagnoses of the agents relate to the diagnoses of a single agent that has
complete knowledge of the system description and the observations. To answer this ques-
tions we assume there are no conflicts between the knowledge of the different agents; i.e.
there always exists a diagnosis D such that: D ∪ Sd ∪Cxt ∪Obs is consistent. We need
this assumption because single agent diagnosis requires consistent knowledge.



Proposition 1 6 Let S1, ..., Sk be the subsystems that make up the system S. Moreover,
let D be a single agent diagnosis of S. Then Vi = {(value(p) = v) | p ∈ Ini, D ∪
Sd ∪ Ctx |∼ (value(p) = v)} is the local context of Si that is determined by the other
subsystems Sj , and Di = {mode(c, s) | c ∈ Ci,mode(c, s) ∈ D} is a diagnosis of Si.

Proposition 2 Let S1, ..., Sk be the subsystems that make up the system S. Moreover, let
the local context Vi of Si describe the values of connection points in Ini that must be
determined by the other subsystems Sj , and let Di be a diagnosis of Si determined by
agent Ai given Vi. Then, D =

⋃k
i=1 Di is a single-agent diagnosis if D is a candidate

diagnosis and if for every i = 1, ...k: Di ∪ Sdi ∪ Ctx ∪ Vi |∼ (value(p) = v) for every
p ∈ Outi, p ∈ Inj and (value(p) = v) ∈ Vj .

Note that a global diagnosis D is also a diagnosis of the agent Ai if an aspect i plays a
role in every component c ∈ C.

The above propositions show that multi-agent diagnosis is possible. Note, however,
that given a global candidate diagnosis D, predicting the values of all connection points is
an NP-Hard problem [8]. When knowledge of the system is semantically distributed over
the agents, often there are only a few connection points between the subsystems managed
by different agents. Moreover, if the connections between subsystems do not form cycles,
the distribution of knowledge over the agents does not contribute significantly to the time
complexity of predicting the system’s behavior given a diagnosis. Since usually, there are
not many connections between different behavioral aspects of the system, in the remainder
of this paper, we will assume that the prediction of the system’s behavior is not an issue.

A single agent approach is based on the implicit assumption that an agent has com-
plete and consistent knowledge of a component’s behavior given its known behavioral
modes. Without this assumption, a single agent cannot make a diagnosis using Definition
1. However, when knowledge is semantically distributed, this assumption need not be
valid. Therefore, we must study the consequences of incomplete and incorrect knowledge
on establishing a global diagnosis.

Agents with incomplete knowledge When agents look at different aspects of a com-
ponent, they may not have the same detailed knowledge for every aspect. Concerning
the electrical aspects of an integrated circuit for instance, an agent may distinguish many
specialized fault modes for which knowledge concerning the thermodynamic aspects of
the circuit is lacking. Hence, for a component c an agent Ai may only have behavioral
knowledge for some of the component’s fault modes Mc,i ⊆ Mc.

The lack of knowledge about a component’s behavior for some fault modes raises a
problem: the agents may not be able to reach an agreement. To overcome this problem an
agent Ai may just assume a behavior for each fault mode m ∈ (Mc−Mc,i). The question
is, which behaviors can validly be assumed? If the behavior of a less specific fault mode
would be known, this behavior may be used. Since a set of fault modes Mc,i always
contains the normal mode nor and the least specific fault mode ab (even if no behavior
of ab is known), we may assume the existence of a hierarchy of fault modes ordered with
respect to specificity. We call such a hierarchy and abstraction hierarchy.

6The proofs are omitted because of lack of space.



Definition 3 Let c be a component with Mc as its set of behavior modes. An abstraction
hierarchy on Mc is a strict partial order � defined on Mc − {nor} where the intuitive
meaning of m � m′ is that m is more specific than m′ and ab is the unique least specific
element in the hierarchy, i.e. for all m ∈ Mc − {nor, ab}: m � ab.

A more specific mode implies a more specific description of the faulty behavior of the
component. Therefore, the following requirement must hold.

For every m,m′ ∈ Mc,i: if m � m′, mode(c,m) → Φ ∈ Behc,i and
mode(c,m′) → Φ′ ∈ Behc,i, then |− Φ → Φ′.

Moreover, we assume that for any component c, mode(c, ab) → � holds. That is, there
is no behavioral description for the fault mode ab.

Definition 4 Let Φi,nor be the normal behavior with respect to aspect i of a component c
and let Cst be a set of formulas describing the physical constraints of the world.7

An abstraction hierarchy is complete iff for each a fault mode m0, if m0 is not a most
specific fault mode, then there is a set of fault modes m1, ..., m� such that mj � m0 for
j ≥ 1, mode(c,mj) → Φi,j ∈ Behc,i and Cst |− (Φi,0 ∧¬Φi,nor) ↔ (Φi,1 ∨ ...∨Φi,�).

The abstraction hierarchy on the fault modes defines a similar abstraction hierarchy
on the diagnoses.

Definition 5 Let D,D′ be two candidate diagnoses. D is at least as specific as D′,
D � D′, iff for every mode(c,m) ∈ D there is a mode(c,m′) ∈ D′ such that m � m′.

Note that agents that wish to give a best possible explanation for the observed anomalies,
should focus on the most specific diagnosis. Whether the agents only determine the most
specific diagnoses depends on the type of diagnosis they use; i.e. the choice for the sets
Obsabd and Obscon.

Proposition 3 Pure abductive diagnosis produces only the most specific diagnoses.
Pure consistency based diagnosis also returns every less specific diagnosis.

Proposition 4 Let S1, ..., Sk be the subsystems that make up the system S and let the
abstraction hierarchy of fault modes be complete. Moreover, let D be a most specific di-
agnosis of S. Then there exists a set of most specific diagnoses D1, ..., Dk for respectively
S1, ..., Sk such that D =

⋃k
i=1 Di.

The behavioral description Behc,i of a component with respect to an aspect need not
specify a behavior for each fault mode in Mc. In order for the agent to establish a global
diagnosis, the missing behaviors have to be added. The following assumption serves this
purpose.

Assumption A fault mode m of a component c for which an agent has no behavioral
knowledge, has the same behavior as the most specific mode m′ ∈ Mc,i such that m �
m′.

The assumption extends the behavioral description, making the behavioral knowledge
of every fault mode of every component complete for all aspects. Hence, the results of
propositions 1 and 2 apply.

7Some abnormal behaviors of a component need not be physically possible. For these behaviors, a complete
hierarchy need not contain a fault modes describing them.



Agents with incorrect knowledge Agents lacking knowledge about behavior modes is
not the only problem that may arise in a multi-agent system. Knowledge of agents may
in some situation be incorrect leading to inconsistencies between local diagnoses. Hence,
the agents will not be able to agree on a global diagnosis.

A robust multi agent system should be able to handle situations in which inconsisten-
cies between local diagnoses arise. One possibility, which has been proposed in [10], is
the use of voting. However, if agents look at different aspects of the system, voting offers
no solution. Moreover, voting requires the communication of all local diagnoses of all
agents. The number of these diagnoses may be exponential in the number of components.

The abstraction hierarchy on the fault modes also makes it possible to handle incon-
sistencies. When agents cannot agree on a most specific diagnosis, they may investigate
whether they can resolve the inconsistency by looking at less specific diagnoses. If the
agents apply pure consistency based diagnosis, such a diagnosis always exits since there
is no behavioral description for the fault mode ab. Hence, one or more global diagnoses
always exists but these global diagnoses need not correspond with most specific diagnoses
of individual agents. An agent may determine several more specific diagnoses which can-
not be diagnoses according to other agents. Especially if the abstraction hierarchy of fault
modes is complete, knowledge of the agents must be inconsistent.

Proposition 5 Let S1, ..., Sk be the subsystems that make up the system S and let the
abstraction hierarchy of fault modes be complete. Moreover, let D be a most specific
diagnosis of S. Then, the knowledge of two agents Ai and Aj is inconsistent if agent Ai

has a diagnosis Di � D and for every diagnosis D′
i � D there exist no diagnosis Dj

established by agent Aj such that {mode(c,m) ∈ D′
i | c ∈ Cj} ⊆ Dj .

A difficult issue is comparing the quality of the diagnoses. Clearly, the most specific
diagnoses are preferred. There is, however, another way in which diagnoses can be dis-
tinguished. Assuming that the abstraction hierarchy of fault modes is complete, given
two consistency based diagnoses D and D′, the diagnosis D may abductively explain
an observation ϕ while a diagnosis D′ may not. Clearly, diagnoses that give an better
explanation should be preferred.

Definition 6 A diagnosis D gives a better explanation than diagnosis D′ iff
{ϕ ∈ Obs | D′ ∪ Sd ∪ Cxt |∼ ϕ} ⊆ {ϕ ∈ Obs | D ∪ Sd ∪ Cxt |∼ ϕ}.

4 Protocols for establishing a diagnostic agreement

The agents may determine a global diagnosis by first determining all fault modes Mc =⋃m
i=1 Mc,i as well as the abstraction hierarchy � on Mc for each component c, and sub-

sequently exchanging all their local diagnoses. The first step is straight forward and will
not be discussed here because of space limitations. The second step is more problem-
atic. The number of diagnoses to be exchanged between the agents can be quite high and
can be exponential in the number of component is the worst case. In order to control the
complexity, agents should focus on diagnoses in which a minimal number of components,
with respect to ⊆, are broken.

Since a local minimal diagnosis need not be a global minimum diagnosis, the agent
proposing the diagnosis needs to receive feedback when a proposed diagnosis is rejected



by other agents. Subsequently, the agent can generate a new diagnosis taking into account
the diagnoses that have been rejected.

The generation of new minimal diagnoses can be improved if agents supply the rea-
sons for rejecting a proposed diagnosis. When agent A1 proposes a partial diagnosis D1,
agents A2, ..., Ak might reject the diagnosis because some (combination of) modes is in-
consistent with its observations. Let Ri ⊆ D1 be such (a combination of) modes. Then
Ri is a smallest subset of D1 such that: Ri ∪ Sdi ∪ Ctx ∪ Obsi |∼⊥ for 2 ≤ i ≤ k.

Note that an agent Ai might determine more than one smallest subset Ri. If SRi is
the set of all smallest subsets Ri, agent A1 can use this information TR =

⋃
2≤i≤k SRi

as a set of constraints in its search for a next diagnosis. It may not select a new diagnosis
D′

1 containing any Ri ∈ TR as a subset.
The following simple protocol shows how the agents may proceed. To gain robust-

ness, eventually, always one of the agents takes the initiative to establishes the global
diagnoses. In the protocol, the agent that takes the initiative is agent A1.

Agent Action
A1 TR := ∅;
A1 finished := false;
A1 while not finished do
A1 generate the next most specific minimal diagnosis D1 of S1

such that for no R ∈ TR: R ⊆ D1;
A1 finished := not diagnosis found;
A1 while diagnosis found, for i := 2 to k do
A1 send ‘propose D1’ to Ai;
Ai receive ‘propose D1’ from A1;
Ai determine a most specific local diagnosis Di of Si such that D1 � Di;
Ai if a diagnosis Di exists then;
Ai send ‘accept Di’ to A1;
Ai else
Ai send ‘reject SRi’ to A1;
Ai end;
A1 if received ‘accept Di’ from Ai then
A1 D1 := Di;
A1 else if received ‘reject SRi’ from Ai then
A1 TR := TR ∪ SRi;
A1 diagnosis found := false;
A1 end;
A1 end;
A1 if diagnosis found then
A1 store D1;
A1 end;
A1 end;



5 Conclusion

In this paper, we analyzed the problem of multi-agent diagnosis when knowledge is se-
mantically distributed over the agents. Especially the case that the agents’ knowledge
concerning the faulty behavior of some components, is incorrect has been considered. A
solution based on an abstraction hierarchy on the fault modes has been proposed and a
protocol for determining the global diagnoses with a minimal number of broken compo-
nents has been given.

An important question for further research is how to order the global minimal diag-
noses. A minimal diagnosis in which the knowledge of the agents can be assumed to
be correct gives a better explanation of the observed anomalies than a diagnosis that is
less specific in order to deal with incorrectness in agents’ knowledge. It is not obvious,
however, how to order diagnoses implying that the knowledge of some agent cannot be
correct in the current situation. Should, for instance, a diagnosis in which all agents as-
sume that a component is broken though they do no agree on the fault mode, be better
than a diagnosis in which some agents assume the component to be broken and agree on
th fault mode and the other agent assume the component is not broken?
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Abstract

We propose a new paradigm for solving problems in a computational society
where a computational agent is able to use information about the direct and indi-
rect computational experiences of other agents. We call this framework the history
computing (HC) framework and use it to generalize existing computational frame-
works that might be used in a computational agent society, like relativized or oracle
computing and knowledge compilation (KC). We present a classification of prob-
lems using this framework and give some examples showing that direct compilation
of computational experiences of other agents can be significantly enhanced by adding
meta-information about these experiences. Finally we discuss some relationships with
relativized computing and KC, showing that the HC-framework is able to refine both.

1 Introduction

Traditionally, complexity analysis considers problem solving as an isolated one-shot ac-
tivity, taking into account only time and/or space resources of algorithms needed to solve
a problem. In this paper, we will consider the computational complexity of a problem as
not only dependent upon the time and space resources required but also upon past com-
putational experiences. These computational experiences originate in a computational
environment of computing devices ( a computational society) having solved several in-
stances of problems (cf. [6]). Together, these computational experiences can be conceived
as a collective store of instances of computational problems and their solutions. We will
call the direct results of such computational experiences a computational history. Such
a history H contains a concise description of the instance of some problem solved and
its solution. Further, (meta-)information about the history can be given in the form of a
concise description Φ(H) of the properties of the history. The purpose of this paper is
to show that reasonable amounts of information about such computational experiences
(history and meta-information) can alleviate the computational costs of solving instances
of the same or a related target problem.

The organization of this paper is as follows. First, we present the History Based Com-
puting (HC) framework. Then we present some examples used to give a classification
of the complexity of some problems using the framework. Next, we discuss some re-
lated approaches and we show that it refines relativized computations, and we show that
(i) the HC-framework is equivalent in computational power to a direct generalization
of the Knowledge Compilation (KC)-framework presented by Cadoli et al (cf. [4]), but
(ii) it refines this framework in a considerable way by distinguishing between the direct
computational power of the individual agents in the computational environment and the



meta-information that has to be provided by the collection of agents. Finally, we point
out some directions for future research.

2 History Based Computing: basics

A computational history H is a collection of problem instances (of some not necessarily
identical problems) and their solution produced by a computational agent society. For-
mally, a computational history is a set H = {σ1, σ2, . . . , σn} of tuples σi = (xi, si)
where each xi is an instance of some problem Pi and si is its solution1. The size of a
history ||H|| is the total number of symbols occurring in the history H .

We are especially interested in solving instances of intractable problems using mod-
est, polynomially sized, computational histories. To model efficient computations using
such histories we consider polynomial algorithms that are capable to solve instances x of
a problem P by inspecting a computational history Hx assigned to x. These algorithms
look look for instances xi and their solution si occurring in Hx and use these solutions
to find a solution for x. We assume the retrieval of the answers to xi using H to cost
polynomial time. Since we will not assume Hx to be ordered, we will therefore simply
require ||Hx|| to be polynomially bounded in the length |x| of x.
Except for collecting histories we assume a computational agent society also to be able to
provide agents with relevant meta-information about such histories. Such meta-information
about a history H , given in the form of a sentence Φ(H), often enables us to use more
compact histories and also can be used to guarantee the correctness of the algorithm used
by the agent.
For example, suppose that an agent uses a database D and wants to know whether some
literal2 l ∈ Lit(D) is true given D. Now suppose that in the agent society numerous
literal consequence queries have been posed and only a small fraction S = {l1, . . . , ln}
of the literals turn out to be logical consequences of D. Then, instead of presenting all
positive instances D |= l together with all negative instances D �|= l (a possibly huge set),
the agent society could specify their computational experience in a more succinct way by
presenting the set S together with a sentence Φ(S) ≡ ∀l ∈ Lit(D)[(D |= l) ⇔ (l ∈ S)]
expressing that this set of computational experiences contains all the literals in the set
Lit(D) that are logical consequences of D.

Algorithmically, such a sentence Φ(H) serves as the precondition of an algorithm A
that, given an instance x and a history H as input, computes an answer y. That is, Φ(H) is
the precondition that has to be satisfied to deduce the Hoare triple 〈Φ(H) {A(x, H) } (y =
s(x))〉 , where y = s(x) specifies the postcondition that y is the solution to x. We will
always assume the length |Φ(H)| of Φ(H) to be polynomial in ||H||. If Φ(H) = true,
the meta-information is called trivial and will be omitted.

Note that, without further constraining the use of such histories H , every problem
could be solved in polynomial time using a computational history3. There are, however,

1Although in most cases we will deal with decision problems only, the problems Pi might also be search
problems. In that case, we will always assume that the length |si| of the solution si is polynomially bounded in
the length |xi| of the instance xi.

2Lit(D) denotes the set of all literals over the database D considered as a propositional theory
3For every x, just consider a computational history Hx = {x, sx} and an algorithm inspecting Hx to find



at least two kinds of restrictions that can be used to make history based computing (ab-
breviated by h-computing) non-trivial:

1. Putting restrictions on the computational power of the agents, i.e., restricting the
complexity of the problems whose instances are solved by the agents in the compu-
tational society.

2. Requiring that, given a history H and possibly some meta-information Φ(H), not
just one single instance but a (super-polynomial) subset of instances of the target
problem can be solved efficiently using the same history H .

The first restriction implies imposing restrictions on the class of problems from which
instances occurring in H are selected. Given a history H , we therefore define CH , or just
C, as the complexity class containing all those problems whose instances occur in H . In
this case, H is said to be a history over C. To meet the second requirement, we specify
a partition on DP , the domain (i.e., the set of instances) of P , such that every instance
in a block of this partition uses the same history to find a solution. More precisely, let
h∗ : DP → 2DP be a function that assigns to each instance x ∈ DP a set of instances y
and satisfies the partitioning condition ∀x, y[y ∈ h∗(x) ↔ h∗(x) = h∗(y)]. Intuitively,
if there exists a history H used to solve x in polynomial time, the same history should be
used to solve every y ∈ h∗(x) in polynomial time. We call h∗ super-polynomial if |h∗(x)|
is not polynomially bounded in |x|. We now formally define a pair (P, h∗) consisting of
a problem P and a partitioning function h∗ to be h-computable as follows:

Definition 1 A pair (P, h∗), where h∗ defines a partition on DP , is called h-computable
if there exists a set H of histories, a formula Φ(z) with a free variable z, an algorithm A
and polynomials p(), q() such that for every x ∈ DP

1. there exists a history H ∈ H such that ||H|| + |Φ(H)| ≤ p(|x|);
2. for every y ∈ h∗(x), the algorithm A, taking y and H as input, is a correct algo-

rithm for computing the solution s(y) in q(|y|)-time, using Φ(H) as precondition.

First of all, we want to investigate (new) properties of this framework that enable us
to relate the computational power of individual agents in an agent society, the information
the computational society as a whole can offer and the capabilities of the agent trying to
solve a target problem. In particular, in this paper we will concentrate on (a) the possibil-
ities the individual agent has to (partially) construct and check the history given to it and
(b) the role of the additional meta-information provided.

3 A classification of computational problems

In classifying h-computable problems, first of all we concentrate on the use of histories
where the only trivial meta-information, i.e. Φ(H) = true, is needed. Within this use
of bare histories, a weakest form is the use of the history as an answering mechanism to
queries (problem instances) the agent himself is able to construct. We call such histories
polynomially constructible.

the solution for x.



If an agent is not able to construct the queries, but still does not need (non-trivial)
meta-information to check that the history given provides sufficient information to be used
by its algorithm, we say that the history is polynomially checkable. Clearly, polynomially
checkable histories are also polynomially constructible.

The strongest form of dependency (on the environment) occurs if the agent is depen-
dent upon the environment not only with respect to the history H provided, but also with
respect to additionally provided meta-information Φ(H) about the history such that H
and Φ(H) are both needed to check that the algorithm can be used to solve instances of
the target problem. We call the class of such problems Φ(H)-checkable histories.

Below we present a more precise description of these classes together with some ex-
amples.

Polynomially constructible histories
Suppose an agent wants to solve some instance x of a problem P and is capable to gener-
ate (in polynomial time) a set of instances whose solution would enable it to compute the
solution to x and other instances in polynomial time. Hence, the computational environ-
ment has only to provide the agent with the answers to a polynomial number of queries
and to compose a history H containing the instances and their solutions. There is no need
for the agent society to provide additional information about the properties of H , i.e., the
role of the society as a coordinating entity can be neglected. After receiving the history
H , the agent should be able to compute the solution to x and all y ∈ h∗(x) in polynomial
time. We call such a problem (P, h∗) a strongly h-computable problem. The class of
strongly h-computable problems is denoted by Ps

hist . Likewise, the class Ps
hist [C] is the

class of strongly computable problems using histories over C.

Example 1 The conjunctive literal inference problem (CLC) (cf. [1]) is stated as follows:
Given a theory T and a conjunction φ of literals over atoms(T ) , is φ a logical conse-
quence of T ? To solve an arbitrary φ in polynomial time, the agent has to ask for each
atom a ∈ atoms(T ), whether or not T |= a and/or T |= ¬a. The history consisting of
these (2n) instances together with their answers enables the agent to answer every con-
junctive literal query φ =

∧n
i=1 li in polynomial time by a simple (history) look-up as

T |= ∧n
i=1 li iff T |= li for i = 1, . . . , n.

Note that in this example, the computational environment requires the existence of simple
(co-)NP-oracles (agents) that are able to solve the literal consequence problem4 There is
no need to provide non-trivial meta-information Φ(H) since (assuming the correctness of
the answers) the agent is able to check the completeness of the history. In fact, the agent
is able to specify all the instances (T, l) that have to occur in the history. Finally, note
that a superpolynomial number (O(2n) queries φ can be answered after a history of 2n
queries has been given. Hence, (CLC, h∗) ∈ Ps

hist [NP ] for even superpolynomial h∗.

Polynomially checkable histories
Suppose that an agent is able to solve instances x of some problem P with some history

4Unlike standard oracle-computing, however, the answers of the oracles are stored and used to answer more
than one single query. See also Section 4.



H such that (i) once the history is given, the agent is able to check in an efficient (= poly-
nomial) way that H indeed contains sufficient information to guarantee the correctness of
its algorithm, but (ii) is not able to generate the instances that have to occur in the history.
In this case the agent society has to come up with such a history H . Such a problem is
called simply h-computable. The class of such problems is denoted by Phist . Likewise,
we define Phist [C].

Example 2 Suppose we have an agent society consisting of satisfiability (SAT) oracles
that are able to decide whether or not a propositional theory is satisfiable. Let T be a
given (satisfiable) theory and C a clause (i.e. a disjunction of literals). Furthermore, for
an interpretation I of T , CI is the conjunction of all literals true under I . We have to
decide whether or not T |= C and, if C is not a logical consequence of T , to come
up with a counter-model, The agents in the SAT-society, proceed as follows: Let C =
{CI | I is an interpretation of T and CI has no literal in common with C}. Each agent
takes a (different) clause C ′ from C and tests the satisfiability of T ∧C ′. If an agent finds
its instance to be a yes-instance, the history H = {(T ∧ C ′), yes)} will consist of one
arbitrarily chosen yes-instance. Else, the history H will contain the single no-instance
(T ∧ ¬C, no). Note that T �|= C iff there exists a model M of T that falsifies C, i.e., an
interpretation M such that does M not have any literal with C in common and T ∧ M is
satisfiable. If such a counter model does not exist, T ∧ C must be unsatisfiable. In both
cases, the target agent is able to check in polynomial time that the history H provided
is sufficient to produce the answer that C is a logical consequence of T or to provide a
counter-model M for C.

Φ(H)-checkable histories
Sometimes the agent society has to provide additional information about the history H
given to an agent in order to guarantee that the polynomial algorithm used by the agent to
solve instances of a target problem computes correct results. Such information should be
compact, i.e., polynomial in the length of the history provided. This information might
be the result of difficult and lengthy computing by the agent society, for example, by
investigating an exponential amount of computational experiences, but should be captured
by a succinct statement Φ(H).

Such a problem will be called extended h-computable. We call the class of this prob-
lems PΦ

hist . Likewise, we define PΦ
hist [C] for histories over C.

Example 3 Minimal model reasoning is an important topic in artificial intelligence. We
present an example using the General Closed World Assumption (abbreviated GCWA) (cf.
[3, 5]). Given a theory T , the closure of T under the GCWA-rule equals GCWA(T ) =T∪
{¬p | p ∈ atoms(T ) is false in every minimal model of T}. The GCWA-inference prob-
lem (abbreviated GCWINF) is the problem ”Given T and a formula φ, decide whether
GCWA(T ) |= φ”. The GCWA-model checking problem (GCWMC) is the problem
”Given T and an interpretation M for T , decide whether M |= GCWA(T )”. It is not
difficult to show that an agent having to solve the GCWMC-problem can profit from ac-
cess to GCWINF-agents: just ask these agents to solve GCWINF-instances (T,¬a) for
every a ∈ atoms(T ). Collecting the results, the agent is able to construct GCWA(T )
and then the problem M |= GCWA(T ) is solvable in polynomial time for arbitrary



interpretations5 M . The GCWINF-problem, however, is a rather hard6 problem. So, al-
though there is a complexity class C = Σp

3 such that (GCWMC,h∗) ∈ Ps
hist [C], we

could imagine that there are no GCWINF-agents in the environment and we have only
available very simple agents (but also very many of them) that test whether M is a model
for T . We can solve the GCWMC-problem by using (an exponential) number of sim-
ple model-checking agents: Each agent is given an interpretation I of T such that every
interpretation is checked by at least one agent. The agent society collects all possible
yes-instances (T, M, ”yes”), compares the models and selects the minimal ones. Finally,
for every a ∈ atoms(T ) at most one minimal model Ma is selected verifying a (i.e.
M |= a) and, if such a model exists7, the triple (Ma, T, ”yes”) is added to the history
H . The meta-information about this polynomial history H is expressed by the following
sentence:
Φ(H) ≡ ∀a ∈ atoms(T )[GCWA(T ) �|= ¬a ⇔ ∃M [(T, M, ”yes”) ∈ H & M |= a] ]
Now the target agent can use a simple algorithm to check whether an arbitrary interpreta-
tion I is a GCWA-model of T : first, check (in polynomial time) whether I |= T . If so,
for every atom a occurring in I , check whether the history H contains a verifier Ma for
a. If all tests have been passed, I is a GCWA-model of T , else it is not. Note that Φ(H) is
essential for this testing procedure: it guarantees that if there exists a verifier for an atom
a it does occur in the history.

4 Some comparisons and results

Separation results We present some preliminary results. It should come as no surprise
that in general we have Ps

hist ⊆ Phist ⊆ PΦ
hist . But in fact, we can easily prove the

equality of these classes in their unrestricted versions: Ps
hist = Phist = PΦ

hist .
Only if we relativize the computational powers of the individual agents in the agent

society, we can prove some separation results. To give an example, note that in the last
example (Example 3) in fact we showed that (GCWMC,h∗) ∈ PΦ

hist [P ] since we only
need individual agents to perform propositional model-checking which is in P . The
GCWMC-problem, however, is known to be an NP-Hard problem. Hence, it follows
immediately that (GCWMC,h∗) ∈ Ps

hist [P ] = P implies P = NP . Hence, there are
complexity classes C such that Ps

hist [C] is strictly contained in PΦ
hist [C] unless P = NP .

Unless some major assumption concerning standard complexity classes do not hold,
we can state:

Proposition 1 There exist complexity classes C,C ′ such that Ps
hist [C] ⊂ Phist [C] and

Phist [C ′] ⊂ PΦ
hist [C

′].

Relations with other approaches There are two approaches that are closely related to
history computing. A closer inspection to their relationships with HC-computing also
shows that the latter significantly refines the complexity classes characterizable in both
approaches.

5Note that O(2n) instances (M, T ) can be solved using this computational history.
6It is known to be Πp

2-hard and to be in Σp
3

7Note that such a model indicates that GCWA(T ) �|= ¬a.



Oracle computing Oracle computing or relativized computational complexity addresses
the problem how difficult certain (target) problems would be if other problems could be
solved at O(1)-cost by consulting oracles for these other problems. The class of problems
solvable in polynomial time using oracles for problems in C is denoted by PC . History-
based computing (in the strong computable sense) strictly refines oracle computing8 in
the sense that taking h∗ to be the identity function we have PC = Ps

hist [C], but the
use of history functions allows us to make finer distinctions within this class9. It is only
with respect to superpolynomial partition functions that we can refine PC : For example,
both the conjunctive literal consequence problem and the general formula consequence
problem (Given a theory T and a formula φ, is φ a logical consequence of T ) belong
to PNP , but only the former allows for the existence of super-polynomial partitions in
Phist [NP ]. The general formula consequence problem with a superpolynomial h∗ de-
fined as h∗(T, φ) = {(T, ψ) | ψ ∈ LT }, however, does not occur10 in Phist [NP ] unless
P = NP . Also note that PhistΦ[C] strictly contains PC as in the former the agent itself
does not need to construct the instances of the history.

Secondly, the use of meta-information can greatly enhance the computational power
of relativized history-based computing: There are complexity classes C and formulas
Φ(H) such that PC ⊂ PΦ

hist [C] where the inclusion is strict.

Knowledge compilation Knowledge Compilation (KC) concentrates on the question
how we can reduce computational resources to solve a problem if every instance z of
a problem can be split up in a fixed part x (i.e., that piece of the problem instances that
remains constant considering a set of instances) and a variable part y. Instead of using the
fixed part x directly, x is compiled into a polynomially sized structure d(x) and, instead
of solving instances of the form z = (x, y), instances z′ = (d(x), y) are solved. On-line
computational efforts may be reduced if, after such an off-line compilation phase, a more
efficient algorithm can be used that is able to access the pre-processed information (i.e.,
the common part d(x)) needed to answer future queries for which only the variable part y
is of interest. The computational effort of this algorithm is measured only in terms of the
on-line costs. If F is the set of fixed parts and V the set of variable parts of a problem P ,
this problem is said to be KC-compilable iff for every x ∈ F there exists a polynomially
sized, with respect to |x|, data structure d(x) such that for every variable part y ∈ V , an
instance (x, y) of P can be solved in polynomial time using d(x) instead of x (cf. [2, 1]).

There is a natural embedding of such a fixed-variable part distinction of KC and the
use of our history function h: Let (P, F, V ) be a problem with fixed parts F and variable
parts V . let fP (z) ∈ F denote the fixed part of the instance z ∈ DP . We define the
partition function h∗

kc(·) associated with P as h∗
kc(x) = {y : fP (x) = fP (y)} for

every x ∈ dom(P). It turns out to be easy to prove that KC-compilable problems are also
h-computable: If (P, F, V ) ∈ Pkc then (P, h∗

kc) ∈ Phist .
KC can be easily generalized by using more general partition functions h∗ than h∗

kc .
Let us denote by Pkc∗ the class of KC-compilable problems using general partition func-
tions. The following result states that this generalization exactly equals the class of

8Note that oracle computing in our sense does not allow interaction between the oracles and the computing
agent during the computation of the latter. Therefore, we restrict ourself to non-adaptive queries to oracles.

9In fact, for every polynomial h∗ , we have P ∈ PC iff (P, h∗) ∈ Ps
hist [C] .

10This result follows immediately from the correspondence with KC and occurs in [2].



history-computable functions:

Proposition 2 (P, h∗) ∈ Pkc∗ iff (P, h∗) ∈ Phist .

The previous proposition essentially states that the restriction of the compiled KC datas-
tructure to a history i.e., a set of instances of problems together with their solutions does
not constitute a restriction. In fact this equivalence enables us to claim that the KC-
framework in fact is too general, since it completely neglects the computational resources
needed to construct the datastructure, whereas the HC-framework recognizes these differ-
ences by pointing out (i) the complexity class where the problems whose instances occur
in the history belong to and (ii) distinguishing between these results of individual problem
solving activities and the results of cooperation between the computing agents needed to
provide additional meta-information.

5 Conclusions and further research

This paper is a preliminary investigation into the analysis of multi-agent computing and
a framework for studying the complexity of those computations. Future research should
concentrate on the following themes: (i) the relationship between the problem solving
capacities of the individual agents and properties of the meta-information Φ about the re-
sults of those computations; (ii) the relationship between the problem solving capacities
of the individual agents and the size of the subset of instances of the target problem solv-
able by a polynomial agent; (iii) introduction of (limited) interaction during the problem
solving process and its consequences; for example what happens if we allow adaptive
queries to be raised and how should this influence the problem solving capability of the
agent solving instances of the target problem.
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Abstract

The paper deals with advanced information search within a Dutch, know-
ledge-intensive multinational. Seven challenges to improve the company’s in-
formation search are identified. These challenges are matched with advanced
information search approaches from the literature, ranging from statistical
analysis to culture change. Special attention has been given to automatic
categorization and personalization; solutions that will lead to considerable
better queries. It even reduces the information inconsistency which is a
well-known obstacle in the company’s infrastructure.

1 Introduction
In the last decade, our modern world has experienced a - sometimes fast, some-
times bumpy - transition from an industrial-based economy to a knowledge-based
economy. The transition is now nearly complete1 and irreversible [11]. This de-
velopment has enriched the literature with new many concepts, such as knowledge
management, intellectual capital, learning organizations, the organizational mem-
ory, and electronic document management (e.g., [1, 10, 11]). Digital libraries are
a further advanced example of these concepts. Several issues of the digital li-
braries have been investigated, amongst others user behaviour [7, 8], relevance
from a philosophical standpoint [13], and many technical issues such as suitable
architectures [3].

The article aims at contributing to knowledge management and information
systems research by analysing the empirical company challenges of advanced infor-
mation search. It focuses on the question which challenges the company must take
up so as to improve the efficiency and effectiveness of information search in digi-
tal libraries. The notion of advanced information search is leading in our problem
statement: Which advanced information search approaches are identified in the lit-
erature that have the potential to fulfil the empirical needs of a knowledge-intensive
multinational?

The research is performed in the digital library of a Dutch, research-based and
knowledge-intensive multinational producing life science products, performance

1Meaning that we are acquainted with its concepts, although they are far from solidified.



materials, and chemicals. The method consists of interviews with employees, know-
ledge managers, and ICT experts, all working at the company. The research is
limited to the search engine of the company’s intranet, and to a digital library
system for research articles.

The knowledge produced and stored within the organization’s systems is volu-
minous and has a complex nature. The organization itself is divided into multiple
groups, each having their own domain of expertise. Facilitating co-operation and
knowledge-exchange between these different groups is a research challenge per se.

Several empirical challenges for the company are extracted in section 2. Ad-
vanced approaches from the literature are examined on their usefulness to help
solving the challenges in section 3. Section 4 matches the approaches with the
challenges. Finally, section 5 elaborates on the application of the two most inter-
esting approaches.

2 Challenges
The company under investigation is a large and knowledge-intensive organiza-
tion. Even though the information search system functions satisfactorily, closer
inspections show that nevertheless improvements are needed. Below, we list seven
challenges that are identified within the company.

2.1 Query formulation

Since the way users do formulate queries is rather imperfect for search engines one
challenge is to improve query formulation. The current literature supports this
idea and mentions four topics to be improved upon (adapted from [4, 17]):

• One-term queries: Most users formulate their query using only one word
or one term. Better results are obtained by using multiple relevant terms,
combined with relational statements like ’and’, ’or’, ’not’, and ’near’.

• Bad constituents: Some constituents are not suitable for use in search queries.
Examples are stopwords, verbs, and prepositions.

• Bad terms: Commonly used words and ambiguous words should be avoided
since they would result in too many documents. In multiple-term construc-
tions ’and’ or ’near’ can be used.

• Misspelled words: Users generally are not perfect spellers and sometimes
they also type too hasty.

Imperfect queries generally result in not meeting the user’s information need.
Then there is a risk that the user becomes frustrated by the lack of results, and clas-
sifies the system as being ’bad’ [7]. Some search engines remove bad constituents
and suggest spelling corrections.

2.2 Information overflow

Nowadays information is available in large amounts. The intranet of the company
consists of over 70 websites owned by the different departments and groups. The
digital library application on the date of submission contains some 3.5 million
documents. The challenge is to avoid document overflow after a query that yields
over hundreds of documents, e.g., by additional filtering.



2.3 Document formats

The retrieval of information from web-based collections relies on mainly html-
documents. However, owing to the use of multimedia, many documents are en-
hanced with other document formats (e.g. images, flash animations) and some
documents are not in html-format at all, like PDF-files.2 Moreover, some web
accessible information - or rather: data - is ’hidden’ inside databases, and is only
accessible by means of web forms.

The challenge is to cope with these different formats, for instance by issuing
a standardized workplace so that all users have the same tools, or by applying
converters.

2.4 Information inconsistency

Information is often not formatted in a consistent manner. For instance, every
business group is advised to have a page with employee information. However,
since it is not obligatory and names are not prescribed, department A has as Staff
page, department B has an Employees page, department C has a Who Is Who
page, and, on top of that, department D does not have a page like this at all.

One respondent stated that for the business groups themselves this is not a
problem. They can find everything at their own intranet site. However, on the
site of another group they will be compeltely lost.

The challenge for effective knowledge sharing is to have a company-wide infor-
mation structure and terminology, either by policy or by tools. However, reducing
the webmaster’s freedom will also reduce his/her job satisfaction.

2.5 Meta-data

When users publish information they are not inclined to spend valuable time
adding decent meta-data to their information. Most users consider their name
and department enough information, and do not realize how valuable keywords
and summaries can be to the retrieval of their document.

It is a challenge to have sufficient and consistent meta-data added to docu-
ments. At the company’s digital library this is handled by obtaining meta-data
from specialized suppliers. Even though the quality of this meta-data is high,
inconsistencies between the different suppliers can still trouble the search process.

2.6 Integration

Knowledge sharing within the investigated organization is supported by multiple
software products. Products exist for web meetings, project management, doc-
ument management, intranet and internet publishing, and a search engine for
the intranet and internet. In the ideal situation, one would want these applica-
tions to be seamlessly integrated. For example, final versions of documents in the
project management application will be copied to the document management sys-
tem, the search engine can search the document management system respecting
the searchers access rights, etcetera. In practice, this is a troublesome challenge.

2Even when the search engine is capable of indexing all sorts of exotic document formats, for
the information need to be satisfied the user still needs the right tool to view the document.



Especially without the help of the producers of the software this is almost impos-
sible.

2.7 Presentation

The common presentation of information retrieval results is very primitive and
looks like in the past years no progress at all has been made in this field. Without
exception, all search engines return their results in a long list, ranked at relevancy.
To the user this is not very appealing, and it is hard to find the relevant documents
from the list. Here, the challenge lies in finding a presentation that better suits
the user’s behaviour.

3 Approaches
In this section, approaches from the literature are examined with the aim to im-
prove the information search facilities. We will discuss the seven most promising
ones. These are automatic categorization, conceptualisation, culture change, infor-
mation integration, application integration, personalization, and statistical anal-
ysis. Special attention has been given to the question whether these challenges
are more benificial within the boundaries of a multinational instead of the public
Internet.

3.1 Automatic Categorization

Automatic categorization [5, 14, 18] can be applied in conjunction with a search
engine. The first possibility is the way Google and Yahoo have implemented it:
to provide the user with a classification and the facility to search within a certain
branch of that classification. Also it can be used to narrow down ambiguous
queries. When a term appears often in two different branches of a taxonomy,
probably the same term refers to different concepts. The user can then be asked
to select the desired one. Automatic categorization can also be used to improve the
presentation of large amounts of returned results. Instead of showing everything
in one long ranked list, several groups of related results can be presented [22].

Taxonomies are more easy to produce in a bounded domain. However for a
knowledge intensive multinational of the size of the company in question, this still
is a tremendous effort. And also it is still subject to continuous changes.

3.2 Conceptualisation

A conceptualisation is ’the collection of objects, concepts and other entities that
are assumed to exist in some area of interest and the relationships that hold among
them’ (Free On-line Dictionary of Computing, http://www.foldoc.org). These
concepts can subsequently be used as the basis for classification (the categories),
query recommender systems (suggesting the user to add a concept to the query)
or for visualization techniques [19, 20].

Since conceptualisation also makes use of taxonomies, the same remarks as for
automatic categorization (par. 3.1) apply here.

3.3 Culture change

Not everything can be solved by using the most advanced techniques and tools.
The quality of an information system is for a great part determined by humans



using the system. To achieve optimal performance with an information system,
the user culture has to be taken into account. There are several ways to introduce
a culture change, from policy making to educational courses. For instance, people
can be taught to compose multiple keyword queries, or can be made aware of the
importance of correct meta-data.

Culture change is more easy to be accomplished when learning facilities and
information exchange mechanisms are already present. It requires a good social
infrastructure.

3.4 Information integration

In order to get the message through, information must be integrated. This means
both a common understanding of concepts and a common terminology, as well as a
common structure and layout. For instance, think back at the problems we saw in
section 2.4 with the employee information pages. Or think of researchers talking
about acetylsalicylic acids, to a sales manager who is only familiar with it’s brand
name: aspirin.

Information integration is an effort that is impossible to succeed on the large
scale of the Internet. Certainly not without the help of semantic tools like Word-
Net. On a company scale however, this could provide an adequate solution.

3.5 Application integration

Tools used in an organization often do not all come from the same package or
vendor (like Microsoft Office containing word processing, spreadsheets, presenta-
tion tools, etcetera, and Microsoft operating systems). Integration problems as
discussed in section 2.6 will be eminently present. It is important for the various
applications to be able to share information. Solutions may be found in customiz-
able information schemes like XML, or other shared communication standards.

Application integration is easier to acchieve on a company scale since the num-
ber of applications used is limited, and often good contact with the vendors exist.

3.6 Personalization

Personalization, or customization, allows users to obtain results that match their
personal interest, represented by a profile [2, 9, 16]. Imagine two people search-
ing for information using the following query: church Saint Servais Maastricht.
Obviously, they want information on the church of Saint Servais in the city of
Maastricht. With this query, we cannot distinguish between the information needs
of these people. But suppose that we know that the first person recently visited
a website for booking hotels in the city of Maastricht and the website of the
Maastricht tourist agency. And the other person is searching from an IP address
belonging to the history department of a university. At this point it is easy to
pinpoint the differences in information need: the first person wants touristic in-
formation on the church, while the second one is a researcher interested in its
history.

The field of personalization falls into three categories: rule-based, content-
based, and collaborative filtering (e.g., [6, 15]). Rule-based personalization uses
simple rules to compose a profile. Content-based filtering examines documents one
has taken an interest in previously (e.g., the web browsing history) and constructs



a profile out of that. By using relevance feedback this profile can be improved
more than by simply studying the history, but this will require more user effort
[2, 16]. Collaborative filtering on the other hand compares one user to similar
users (e.g., colleagues with the same research interest, or complete strangers with
a similar browsing history) and composes the profile out of their preferences.

3.7 Statistical Analysis

In the field of knowledge management statistical analysis research applies mostly
to data- and webmining and related techniques [12]. Datamining is the automated
or semi-automated process of pattern discovery in electronic data [21]. Because
of this automation, datamining is suited to analyse large amounts of data, and
supply patterns to get new insights into the data. Webmining applies this to web
documents.

In information retrieval applications, statistical analysis can be used to find
relations between terms and documents, and to calculate the importance of certain
documents (e.g., number of downloads, or number of references to a document).
This can be used to provide the user with additional search terms, additional
relevant documents and a better estimation of the importance of a document,
enabling a smaller result list by chucking out the irrelevant ones.

Statistical analysis is one solution that is harder to achieve on a company scale.
Especially for datamining large data collections are preferred.

4 The matching of challenges and approaches
The challenges from section 2 can be dealt with by one or more of the approaches
discussed in section 3. Therefore, a match between the challenges and the ap-
proaches can be made. This is done in table 1. It shows the challenges on the
left side, and approaches on the top row. The +-signs show which approaches are
suitable for each challenge.

5 Applications
Below we will briefly discuss the fields of automatic categorization and personal-
ization. These are the topics that are selected for a deeper investigation within the
company framework. In particular, the latter is prompted by business interests.

5.1 Automatic categorization

Automatic categorization improves query formulation by allowing the user to limit
the search to certain categories. Also ambiguous queries can be narrowed down.
The addition of meta-information profits from uniform, company-wide taxonomy
and classification rules. It can improve the information inconsistency by identifying
global concepts. Finally, the presentation of search results can be improved by
automatically categorizing them.

5.2 Personalization

Personalization provides three significant improvements related to the challenges
discussed. First, it creates better queries by adding information that the user
would omit unintentionally (e.g., the user’s location, the user’s interest). Second,



categorization conceptualisation culture information
change integration

query formulation + + + +
information overflow
document formats +
information inconsistency + + +
meta-data + + +
integration + +
presentation + +

application personalization statistical
integration analysis

query formulation + +
information overflow + +
document formats +
information inconsistency + +
meta-data
integration +
presentation + +

Table 1: Matching challenges and approaches.
A + indicates that the approach (top row) can be used to tackle the challenge (left column).

large amounts of results can be filtered using a profile. In this way the problem of
information overflow will be reduced. Finally, problems with information incon-
sistency will reduce, too. Similar users can use different terms and still find each
others information, because their profiles match by other terms.

6 Conclusions
The aim of the research was to identify approaches from the literature that can
be applied to solve empirical challenges for a knowledge-intensive multinational.
The discussed approaches are automatic categorization, conceptualisation, culture
change, information integration, application integration, personalization, and sta-
tistical analysis. These approaches are mapped to the challenges they can help
solving. This is presented in table 1.

Based on this research and on business interests, the decision has been made
to investigate the possibilities and effects of automatic categorization and person-
alization on the digital library environment within the company.
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Abstract 

Online learning in commercial computer games allows computer-controlled opponents 
to adapt to human player tactics. For online learning to work in practice, it must be fast, 
effective, robust, and efficient. This paper proposes a technique called “dynamic 
scripting” that meets these requirements. In dynamic scripting an adaptive rule-base is 
used for the generation of intelligent opponents on the fly. The adaptive performance of 
dynamic scripting is evaluated in an experiment in which the adaptive players are 
pitted against a collective of manually designed tactics in a simulated computer 
roleplaying game. The results indicate that dynamic scripting succeeds in endowing 
characters with adaptive performance. We therefore conclude that dynamic scripting 
can be successfully applied to the online adaptation of computer game opponents. 

1 Introduction 
The quality of commercial computer games is directly related to their entertainment 
value [9]. The general dissatisfaction of game players with the current level of artificial 
intelligence for controlling opponents (so-called “opponent AI”) leads to their 
preference for human-controlled opponents [6]. Improving the level of opponent AI 
(while preserving the characteristics associated with the entertainment value [7]) is 
desired in case human-controlled opponents are not available or not feasible. 

For complex games most game AI developers resort to scripts [10]. Controlling 
opponents with complex abilities requires these scripts to be quite long [1]. Two major 
weaknesses of long scripts are that (1) they are prone to containing errors because they 
are complex, and (2) they cannot deal with unforeseen player tactics because they are 
static. As a result, a human player can easily defeat supposedly tough opponents by 
exploiting the “holes” in their scripts. Evidently, easily defeatable opponents hamper the 
entertainment value of commercial computer games. 

In our view, there are two ways to improve the quality of scripted opponent AI. The 
first way is to employ offline learning prior to the release of a game to deal with the 
problem of holes in the scripts that control the opponents. Our earlier work showed 
offline learning techniques to be successful in the identification of holes and even in the 
discovery of novel tactics [8]. The second way of improving the quality of scripted 
opponent AI is to apply online learning after the game has been released. Online 
learning allows the opponents to adapt to changes in human player tactics. Even though 
it has been shown to be feasible for simple games [2], unsupervised online learning is 
widely disregarded by commercial game developers [11] and literature on unsupervised 
online learning in commercial computer games is scarce. However, we believe it to be 



of great potential for improving the entertainment value of commercial computer games.  
Our research question reads: How can unsupervised online learning be incorporated 

in commercial computer games? This paper proposes a novel technique called “dynamic 
scripting”, that realises unsupervised online adaptation of scripted opponents, and 
reports on preliminary experiments performed to assess the adaptive performance 
obtained with dynamic scripting.  

The outline of the remainder of the paper is as follows. Section 2 discusses AI in 
computer roleplaying games. Section 3 describes our dynamic scripting technique. The 
experimental setup for evaluating the adaptive performance of dynamic scripting is 
described in section 4. The results of the experiments are presented and discussed in 
sections 5 and 6, respectively. Finally, section 7 concludes that dynamic scripting has 
the potential to be successfully incorporated in commercial games. 

2 Computer Roleplaying Game AI 
In Computer RolePlaying Games (CRPGs) the human player is situated in a virtual 
world represented by a single character or group of characters called a “party”. Each 
character is of a specific type (e.g., a fighter or a wizard) and has certain characteristics 
(e.g., weak but smart). In most CRPGs, the human player goes on a quest, which 
involves conversing with the world’s inhabitants, solving puzzles, discovering secrets, 
and defeating opponents in combat. During the quest the human-controlled characters 
gather “experience”, thereby gaining more and better abilities, such as advanced spell-
casting powers. Some examples of modern CRPGs are BALDUR’S GATE, NEVERWINTER 
NIGHTS, MORROWIND and EVERQUEST. 

Opponent AI in CRPGs is almost exclusively based on scripts, i.e., lists of rules that 
are executed sequentially. Scripts have four main advantages; they are (1) 
understandable, (2) easy to implement, (3) easily extendable, and (4) useable by 
nonprogrammers [10]. Usually scripts are implemented in a formal language that has 
functions to test environmental conditions, to check a character’s status, and to express 
commands. During the game-development phase scripts are manually adapted to ensure 
they exhibit the desired behaviour. After the game is released the scripts and associated 
behaviours remain unchanged (unless game patches are issued to update the scripts). 

To deal with all possible choices and all possible consequences of actions the scripts 
controlling the opponents are of 
relatively high complexity. In 
contrast to classic CRPGs, such 
as the ULTIMA series, in modern 
CRPGs the human and opponent 
parties are often of similar 
composition (see figure 1 for an 
example), which entails that the 
opponent AI should be able to 
deal with the same kind of 
complexities the human player 
faces. The challenge such an 
encounter offers can be highly 
enjoyable for human players. Figure 1: An encounter between two parties in BALDUR’S GATE. 



However, the scripts controlling the opponents cannot anticipate on all tactics exhibited 
by human players. As a consequence, human players usually have little trouble in 
identifying and exploiting the weaknesses in the opponents. Since these weaknesses 
usually permeate throughout the entire game, this eventually leads to a decrease in 
entertainment value of the game. 

3 Dynamic Scripting 
We introduce dynamic scripting as a technique to overcome the limitations of static 
scripts in CRPGs. In dynamic scripting, the scripts controlling the opponents are 
modified during the game to adapt to the tactics of the human player. For online learning 
to work in practice, it must be fast (computationally cheap), effective (maintain at least 
the quality of the unadapted scripts), robust (able to deal with the inherent randomness 
of computer games), and efficient (require few experiments). 

To achieve the goal of fast, effective, robust and efficient dynamic scripting, we 
need a learning algorithm of high performance. The two main factors of importance 
when attempting to achieve high performance for a learning mechanism are using 
deterministic experiments and adding knowledge [4]. The nature of our environment 
precludes determinism, so in our case it is imperative that the learning process is based 
on knowledge. To this end, our dynamic scripting technique relies on a rulebase that 
contains manually designed rules based on domain-specific knowledge.  

The dynamic-scripting process is illustrated in figure 2. A single rulebase is 
associated with every opponent. Each rule in the rulebase has a weight indicating its 
importance. At the start of an encounter, a new script is generated for each opponent by 
randomly selecting a fixed number of rules from its rulebase. The probability of a rule 
being selected depends on its weight; i.e., rules with larger weights have a higher 
probability of being selected.  

 The learning mechanism in our dynamic scripting technique is inspired by 
reinforcement learning techniques [5]. It has been adapted for use in games because 
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Figure 2: The dynamic-scripting process. For each computer-controlled opponent a rulebase 
generates a new script at the start of an encounter. After an encounter is over, the weights in
the rulebase are adapted to reflect the results of the fight. 



regular reinforcement learning techniques are unsuitable for this purpose, in particular 
since (1) it is difficult to decide what information should be placed in a state vector, and 
(2) reinforcement learning generally adapts too slowly for online use in games [3]. Our 
implementation is as follows. Upon completion of the encounter, the weights of the rules 
employed in the combat are adapted depending on their contribution to the outcome. 
Increasing the weight rewards rules that lead to success, whereas decreasing the weight 
punishes rules that lead to failure. The remaining rules get updated so that the total 
weight of the rules in the rulebase remains unchanged.  

The dynamic-scripting technique meets at least three of the four requirements listed 
above. First, it is fast because it only requires the extraction of rules from a rulebase and 
the updating of weights once per encounter. Second, it is effective because all rules in 
the rulebase are based on domain knowledge (although they may be inappropriate for 
certain situations). Third, it is robust because rules are not removed immediately when 
punished. The dynamic-scripting technique is believed to meet the fourth requirement of 
efficiency because with appropriate weight-updating parameters it can adapt already 
after a few encounters. To determine whether this belief is warranted, we performed an 
experiment with dynamic scripting in a simulated CRPG situation. 

4 Experimental Setup 
This section describes the experimental setup used to test the efficiency of dynamic 
scripting in CRPGs. It describes the problem situation to which dynamic scripting is 
applied (4.1), the scripts and rulebases (4.2), the fitness functions (4.3), the learning 
parameters (4.4) and the actual experiments (4.5). 

4.1 The CRPG Simulation 
The gameplay mechanism in our CRPG simulation was designed to resemble the 
popular BALDUR’S GATE games (see figure 1). These games contain the most complex 
and extensive gameplay system found in modern CRPGs, closely resembling classic 
“pen ’n paper” roleplaying games. Our simulation entails an encounter between player 
and opponent parties of similar composition. Each party consists of two fighters and two 
wizards of equal experience level. The armament and weaponry of the party is static; 
each character is allowed to select two (out of three possible) magic potions; and the 
wizards are allowed to memorise seven (out of 21 possible) spells. The spells 
incorporated in the simulation are of varying types, amongst which damaging spells, 
blessings, curses, charms, area-effect spells and the summoning of allies. 

The choices for potions and spells are made before the encounter starts and depend 
on the (generated) scripts. In the simulation, this is done as follows. Before the 
encounter starts the script is scanned to find rules containing actions that refer to 
drinking potions or casting spells. When such a rule is found, a potion or spell which can 
be used in that action is selected. If the character controlled by the script is allowed to 
possess the potion or spell, it is added to the character’s inventory. 

4.2 Scripts and Rulebases 
The scripting language is designed as to define rules composed of an optional 
conditional statement and a single action. The conditional statement consists of one or 



more conditions combined with logical ANDs and ORs. Conditions can refer to a variety 
of environmental conditions, such as the distances separating characters, the characters’ 
health, and the spells that are suffered or benefited from. There are five basic actions: (1) 
attacking an enemy, (2) drinking a potion, (3) casting a spell, (4) moving, and (5) 
passing. In the scripting language, spells, potions, locations and characters can be 
referred to specifically (e.g., “cast spell ‘magic missile’ at closest enemy wizard”), 
generally (e.g., “cast any offensive spell at a random enemy”) or somewhere in-between 
(e.g., “cast the strongest damaging spell available at the weakest enemy”). 

Scripts are executed in sequential order. For each rule the condition (if present) is 
checked. If the condition is fulfilled (or absent), the action is executed if it is both 
possible and useful in the situation at hand. If no action is selected when the final rule is 
checked, the default action ‘pass’ is used. 

As explained in section 3, the rulebase consists of a list of weighted rules. The 
weight determines the probability that a rule from the rulebase is selected for the script 
that is generated at the start of an encounter. In addition, each rule is assigned a priority. 
The priority determines the position of the rule in the script. If two rules with the same 
priority are selected, the rule with the highest weight value gets precedence over the 
other. If both rules have the same weight value, their ranking is determined randomly. 

4.3 The Fitness Functions 
For the weight adaptation mechanism two fitness functions are used in the CRPG 
simulation: a fitness function for the party as a whole, and a fitness function for each 
individual character. The fitness of a party is a value on the unit interval [0,1]. The 
fitness is defined to be zero if the party has lost the fight, and 0.5 + half the average 
remaining health of all party members if the party has won the fight.  

The fitness of a character is also a value on the unit interval [0,1], that is based on 
four factors, namely (1) the average remaining health of all party members (including 
the character), (2) the average damage done to the opposing party, (3) the remaining 
health of the character (or, if he died, the time of death) and (4) the party fitness. The 
fitness function for individual characters assigns a large reward to a victory of its party 
(even if the individual itself did not survive), a smaller reward to the individual’s own 
survival, and an even smaller reward to the survival of its comrade party members and 
the damage they inflicted on the opposing party. This definition therefore attempts to 
illicit the emergence of successful party behaviour, and in a lesser sense the aim of a 
character to ensure its own survival.  

4.4 The Learning Parameters 
The learning parameters determine how the character fitness of a script is translated into 
adaptations of the weights associated with the rules in the rulebase. For our experiment 
we set the break-even point to 0.3, i.e., with a character fitness lower than 0.3 the 
weights of the rules executed during the encounter were penalised whereas those with a 
fitness higher than 0.3 were rewarded. All weights in the rulebase were initialised with a 
value of 100 and were constrained to values between 0 and 2000.  

The maximum reward (awarded to scripts with the maximum fitness of 1) was set to 
100. The maximum penalty (issued for a minimum fitness of 0) was set to 30. At the 
break-even point the weights are not adapted. For other fitness values the weight 



adaptation is calculated as a linear mapping between the break-even point and the 
maximum, e.g. a fitness of 0.65 was rewarded with 50 points. To keep the sum of all 
weight values in a rulebase constant, weight changes correspond to a redistribution of 
weights in the rulebase. Note that the weight shifts in the rulebase will, if successful, 
generate opponent behaviour that favours winning a fight. Whether or not this is fun for 
the human player is currently not taken into account, although stronger computer-
controlled opponents are usually considered to be more fun for experienced players.  

The size of the script for a fighter was set to five rules, which were selected out of a 
rulebase containing 20 rules. For a wizard, the script size was set to ten rules, which 
were selected out of a rulebase containing 50 rules. One or two default rules were added 
to the end of each script to ensure the execution of an action in case none of the rules 
from the rulebase could be activated. 

4.5 The Experiments 
The experiments aim at assessing the adaptive performance of an opponent party 
controlled by the dynamic scripting technique, against a player party controlled by static 
scripts. To quantify the relative performance of the opponent party against the player 
party, after each encounter for both parties we calculate the average of the fitness over 
the last ten encounters. If for the opponent party this number is higher, the opponent 
party outperforms the player party. We define the average turning point as the encounter 
after which the opponent party first outperforms the player party for at least ten 
consecutive encounters. Furthermore, we define the absolute turning point as the first 
encounter after which a consecutive sequence of encounters in which the opponent party 
wins is never followed by a longer consecutive sequence in which the opponent party 
loses. Low values for the turning points indicate good efficiency of dynamic scripting, 
since they entail that the opponent party, which uses dynamic scripting, needs only a 
few encounters to achieve the goal of outperforming an unchanging tactic, as used by 
the player party.  

Four different static tactics were employed by the player party, namely the 
following: (1) strongly offensive, (2) disabling (freezing the enemies before attacking 
them), (3) cursing (hindering and weakening the enemies), and (4) strongly defensive. 
To assess the ability of the dynamic-scripting technique to cope with sudden changes in 
tactics, we defined three additional composite tactics: (1) random-party (which 
randomly picks one of the four basic tactics for each encounter), (2) random-character 
(whereby each character picks his own tactic independent from his comrades), and (3) 
consecutive-party (whereby a party keeps using one of the four basic tactics until it loses 
a fight, then switches to the next tactic).  

For each of the basic tactics we ran 21 tests, and for each of the composite tactics we 
ran 11 tests. The results of these experiments are presented in the next section. 

5 Results 
Table 1 presents the results of the experiments described in section 4. We make the 
following three observations. The first observation is that the disabling tactic is easily 
defeated. Apparently the disabling tactic is not a good tactic, because it does not require 
adaptation of the rulebase to be dealt with. The second striking observation is that for 



 Average Turning Point Absolute Turning Point 
Tactic Low High Avg. Med. Low High Avg. Med.
Offensive 27 164 57 54 27 159 53 45 
Disabling 11 14 11 11 1 10 3 
Cursing 13 1784 150 31 4 1778 144 31 
Defensive 11 93 31 23 1 87 27 
Random Party 13 256 56 29 5 251 50 26 
Random Char. 11 263 53 30 1 249 47 33 
Consecutive 11 160 61 50 3 152 55 48 

Table 1: Results of the experiments described in section 4. For each tactic the lowest,
highest, average and median average and absolute turning points are shown. 
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both turning points the average is (in most cases) significantly higher than the median. 
The explanation is found in the rare occurrence of extremely high turning points. During 
early encounters chance can cause potentially successful rules to get a low rating or 
unsuccessful rules to get a high rating. As a result, the rulebase diverges from a good 
weight distribution to which it has trouble to return. Our technique has no mechanism to 
reduce the effect of early divergence, but it is clear that such a mechanism is needed to 
make dynamic scripting a useful technique. Third, the consecutive tactic, which is 
closest to human player behaviour, is overall the most difficult to defeat with dynamic 
scripting. Nevertheless, our dynamic-scripting technique is capable of defeating this 
tactic rather quickly.  

6 Discussion 
Our experimental results show that dynamic scripting is capable of adapting rapidly to 
static or changing tactics. Hence, dynamic scripting is efficient and fulfils the fourth 
requirement stated in section 3.  

Although dynamic scripting turns out to be surprisingly efficient, the question 
remains whether it is sufficiently efficient for application in commercial games. For 
action CRPGs, such as DIABLO, the answer would be an unequivocal yes, because action 
CRPGs typically pit the player against hundreds of similar opponents. For more strategic 
CRPGs, such as BALDUR’S GATE, it depends on the definition of “similar opponents”. 
While each opponent wizard in the game might be different, overall successful tactics 
for one wizard will also work for most other wizards. Furthermore, in our experiments 
we started our rulebase from scratch with identical weights for all rules. In a commercial 
release the rulebase would have been trained offline against pre-programmed scripts (cf. 
our experiments with the consecutive-party tactic). Confronted with standard tactics 
such a rulebase would adapt very quickly, while it still would have the ability to learn to 
generate good scripts to deal with novel tactics. 

Finally, it should be noted that while our fitness criterion relied heavily on winning 
and losing encounters, in commercial games the fitness criterion should be different. In 
commercial games, the human player should (because of entertainment purposes) and 
will (because of saving and reloading functionalities) always win an encounter. In an 
actual commercial game fitness should rely more on the length of a fight and the amount 
of damage done. It might even be useful to punish a rulebase for winning a fight, so that 
the entertainment value of the game for weaker players is assured. 



7 Conclusions 
In this paper we proposed dynamic scripting as a technique to deal with online 
adaptation of opponent AI, suitable for complex commercial computer games such as 
CRPGs. Dynamic scripting is based on the automatic online generation of AI scripts for 
computer-game opponents by means of an adaptive rulebase. From our experimental 
results, we conclude that that dynamic scripting is fast, effective, robust, and efficient 
and therefore has the potential to be successfully incorporated in commercial games, 
although some more work must be done before the technique is ready to be implemented 
in actual commercial games. 
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Abstract 

An application was developed with which one can create and test simulations of 
reactive robots in simple environments. By means of this application we investigated 
the development of apparently plan-like collective behavior that originated out of 
simple behavioral structures without involving central plans or strategies. Under the 
appropriate circumstances seemingly cooperative and strategic behavior emerged.  

1. Introduction 
One of us (Willems, [8]) developed a Java/XML based application for constructing 
simulated robots and environments. This application allows the user to create different 
kinds of robots and environments and is available for use over the internet 
(http://enterprise2.cogsci.kun.nl/robotics/). In this paper we will examine the interaction 
between two kinds of simulated robots, the Unies and the Wumpii, in different 
environments. Unies are autonomous robots that the Wumpus can eat. A Wumpus 
remains near the food sources which the Unies need to sustain themselves. The Wumpus 
is faster than the Unies, and thus it seems that one of the few ways for the Unies to get 
access to the food is by means of some sort of cooperation, e.g. decoy behavior, in 
which one of the Unies entices the Wumpus away from the food, so that the others can 
eat (see figure 1).  

 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 1: Decoy Behavior 
These diagrams show the expected decoy behavior of the Unies and a Wumpus near
a Unie-food source. a) The Unies approach a food source but hold back because the
Wumpus is near the food, b) The hungriest Unie comes near enough to the Wumpus
for it to start the chase. c) The Unie senses that the Wumpus comes too near and
reverses its direction. The Wumpus gets nearer to the Unie. d) The Wumpus chases
one of the Unies. Because the Wumpus is farther away from the food, the Unies that
are not being chased can approach and eat the food.



  

This type of behavior is interesting in that it seems to require collective plan 
formation and role taking. Thus, representational resources and communicative abilities 
seem to be needed. However, we aimed at implementing a non-representational 
approach to the design of the two kinds of robots using the subsumption architecture put 
forward by Brooks [1].  

Our goal in this paper is to show that apparent cooperative behavior can be the result 
of the complexity of the environment. In this we attempt to follow Herbert Simon who 
claimed that the complexity of the behavior of the system (e.g. an ant on a beach) need 
not result from the complexity of the system, but rather can be a reflection of the 
complexity of its environment [6]. 

 
2. The simulation 
In this section we will give a description of the application with which we created our 
simulations. A more exhaustive description is given in the user manual [7]. The 
application generates simulations of variable duration. It calculates the  position of every 
object per time step. The result of this process is a simulation of the movement of 
objects in the environment. The simulation is rendered in two dimensions, but the 
simulation is actually three dimensional, objects do have height. Output of the 
application is in the form of a movie-like animation that can be viewed with the Play 
Back Panel (see figure 2). 

The Play Back Panel has a complex user interface. The top part shows the 
environment containing obstacles, robots and food. Below the environment are the three 
time controlling buttons, the Start, Pause, and Stop buttons. At the top right of these 
buttons is a slider controlling the magnification of the environment. Below these 
controls is the time line that shows the camera events (zooming and moving), 
annotations, and movies. The application provides the possibility of annotating the 
simulation (providing time-dependent remarks) and of extracting movies in QuickTime 
format, as well as cartoon-like illustrations (such as figure 5 in this paper) that can be 
used in web sites, presentations and papers.  

2.1. Robots and environments in XML and Java 
The robots and environments are defined in XML files that can be created and modified 
by the user. The properties of the robots that can be defined in the definition file are for 
instance the size and height of the robot, their sensors and effectors, the color with 
which the robot is represented in the simulation, and most importantly the structure of 
the behavioral control system.  

When a definition file is imported into the application the behavioral elements are 
first constructed out of the attributes that are indicated in the file, and then these 
elements are connected to each other as prescribed. The different behavioral elements 
are defined in Java. The behavior of separate behavioral elements cannot be changed 
within the definition file. If the user wants to add new behavioral elements such as new 
finite state machines, then he has to define these himself by implementing a new Java 
class that extends the abstract FiniteStateMachine class. For a more exhaustive 
explanation see the user manual of the application [7]. Environments are characterized 
in terms of kind and amount of obstacles, and amount of food. 



  

Obstacles may vary in size from a bit smaller than a robot to much larger than a 
robot. The user can define multiple sets of obstacles with specific locations and standard 
deviations in the environment. The object definitions have to be written in Java and 
extend (subclass) the Java class Obstacle.  

2.2. Simulations of reactive (subsumption architecture based) 
robots 

For the control of the robot’s behavior, we used the subsumption architecture as 
developed by Brooks [1, 2], the basic features of which we assume to be well known. 
We will limit ourselves here to a brief presentation of the control architecture of the 
Unies that we used in our simulations. 

Four sensors were implemented for our simulations: a smell sensor to locate food 
and robots, a sonar sensor for avoiding obstacles, a touch sensor, and an energy sensor, 

to measure how much energy is available to the robot. The robots have an energy depot 
which determines how much energy they have left. If the robot is eating food, the 
energy level will increase; when the energy is depleted the robot dies. The robots have 
three types of effectors; a speed effector for forward motion, a rotational effector for 
changing direction, and a feeding effector.  

Figure 2: The Play Back Panel 

The Unie consists of behavioral layers that are constructed out of interconnected 
finite state machines. Interesting in this particular design is the finite state machine that 
is able to decide when the feeling of hunger takes precedence over the need to flee from 
the Wumpus (in the ‘Wumpus’ layer, see figure 3). 



  

Figure 3: The Unie architecture 

It makes this decision on the basis of the strength of the smell of the Wumpus and its 
relative energy level (relative to its maximum energy). The messages from the Evaluate 
Extreme Hunger machine are added to the messages from the Wumpus Direction 
machine. Both messages are then received by the Evaluate Need for Food machine that 
determines whether the original message from the Wumpus Direction machine gets 
passed on to the Patrol layer (see figure 3). 

3. Types of behavior measured 
To count a situation as a decoy situation, the following two conditions must be met. 
First, the Wumpus must be lured away from the food source. This implies that the 
Wumpus must be close to the food source when starting to chase a Unie. Second, at least 
one of the other Unies should be able to eat while the Wumpus is chasing a Unie. The 
decoy Unie may be caught by the Wumpus or it may escape. The first of these situations 
(when the Unie is caught) was described as sacrifice behavior and the second as escape 
behavior. Both of these situations were evaluated as an instance of decoy behavior, but 
they were counted individually. We also measured the relative occurrences of useless 
deaths; the number of times a Unie lured the Wumpus away from the food source and 
was caught, but no Unies were able to eat. Thus, we have three situations for which we 
specifically searched in the test simulations (see figure 4). Moreover, we measured the 
times of death of each robot and the type of death of each robot (random death, hunger 
or as a decoy Unie). Actions such as the Wumpus chasing a Unie, or a Unie eating a 
food source were automatically noted by the simulation application. 



  

Figure 4: Types of behaviors 
 

4. The simulations 
Five simulations were run per simulated environment, each with six Unies and one 
Wumpus. We simulated four different environments, differing in number of objects and 
food sources (see table 1). In the remainder of this paper we will limit our presentation 
to the rain-forest and desert environments. 
 
 Number of objects  
 Food Sources Obstacles Surface-Type 
Environment    
Desert 1 0 normal 
Plains 2 0 normal 
Forest 5 40 normal 
Rain Forest 10 150 normal 
 
Table 1: The properties of the simulated environments 
 

Before going on to the quantitative analyses of the results, we will present a 
representative case of a simulation in some detail (see figure 5).  

The Unies in figure 5 show the sacrifice type of decoy behavior in a desert 
environment. In the first frame you can see the Wumpus circling the food source. The 
top left Unie is hungry and will approach the food source close enough for the Wumpus 
to detect the Unie (frame 2). The Wumpus will start to chase the Unie which will try to 
escape. It will eventually catch the Unie because the Wumpus is faster (frame 4). The 
Unie is caught far away from the food source, thus the other Unies can approach the 
food. Only one of the three Unies gets a chance to eat because it blocks the food source 
for the other Unies (frame 5). When the Wumpus has finished eating it will return to the 
food source chasing the Unies away. The Wumpus will then resume its circling behavior 
around the food source until one of the Unies is again hungry enough to approach the 
food (frame 9). 



  

 

Figure 5: Behavior of the Decoy Unie 

4.1. Results 
The rain forest environment is the most complex of all tested environments because it 
has many obstacles and food sources. This had major consequences on the behavior of 
the robots. Because of the very large number of obstacles the Wumpus was not able to 
catch any of the Unies in any of the simulations except when it was placed near to the 
Unie at the start of the simulations (random deaths). The Unies were not very successful 
either, as they were constantly hindered by the obstacles when approaching the food 
sources.  

In the desert environment, the number of Unies dying of hunger increases with 
simulation time because more time has passed for the Unies to completely deplete their 
energy (see table 2). Unies mainly die of hunger when they are too far away from a food 
source to smell it. The Wumpus always dies of hunger after having eaten all the Unies. 
Most Unies die after being chased away from the food. This may or may not give other 
Unies the opportunity to eat (which is another defining feature of decoy behavior).  



  

Table 3 presents the absolute and relative occurrences of escape and sacrifice 
behavior (being the two variants of decoy behavior) in both the desert and rain forest 
environments. The number of times we saw escape behavior is zero. This is not 
completely surprising because the Wumpus is much faster than the Unies. Unless it is 
hindered by an obstacle, it will always catch the Unie. Although there would have been 
chances for a Unie to escape in the rain forest, a chase never occurred due to the 
richness of the food and the many obstacles preventing the Wumpus to detect a Unie 
near the food source it was guarding. In the desert environment we did see a number of 
chases, resulting sometimes in decoy behavior of the sacrifice type. Still, in many 
instances the Unies simply do not get enough time to eat the food. It is likely that the 
amount of escape and sacrifice behaviors would grow considerably once the speed of 
the Wumpus is decreased. At this point in time, however, this has not been simulated 
and tested yet.  
  
 Time of death [s]  Type of death [%] 
 Average Standard 

deviation 
 Random Hunger Chased 

Unie       
  First 34.0 33.8  40 0 60 
  Second 94.6 15.2  0 0 100 
  Third 201.0 73.1  0 20 80 
  Fourth 242.8 57.3  0 20 80 
  Fifth 350.5 81.2  0 40 60 
  Sixth 450.5 69.1  0 40 60 
Wumpus 737.5 126.6  0 100 0 

 
Table 2: Time and type of death in the desert environment 
Presented are the times of death (in seconds after the start of the simulation) and the 
type of death of each Unie and of the Wumpus. The labels first, second, etc. do not 
denote a specific Unie, just the sequence in which they died. One of the death types is 
labeled ‘Chased’, indicating that the Unie dies after being chased and caught by the 
Wumpus after it tried to approach the food. 

 
 
 Occurrence 
 Desert environment  Rain forest environment 
 Absolute Relative [%]  Absolute Relative [%] 
Escape 0 0  0 0 
Sacrifice 6 25  0 0 
Useless Death  18 75  0 0 
Total 24 100  0 100 
 
Table 3: Decoy behavior in the desert and rain forest environment 



  

                                                

5. Conclusion 
This research project indicates that behavior that appears to be based on plan-related, 
central or global representations can actually be the result of the interaction of 
(cognitively) simple systems with each other and their environment. 

The apparent cooperative behavior we observed in 6 simulations is not the result of 
some collective plan formation or role-division. The Unies do not use a representation of 
their world to guide their actions nor do they actively communicate with each other to 
determine the role each one has to play. They only react to the input from their senses. 
Yet, apparently cooperative behavior did occur. Interestingly, it seems that scarcity 
leads to cooperation. In the rain forest, Unies were not as much pressed to ‘cooperate’ in 
order to get to the food, as they were in the desert environment. In this sense, then, it is 
the nature of the environment that shapes the overall behavior of the simulated robots. 
This is in line with current ideas [3, 4] in cognitive science that emphasizes the 
importance of the embodied embeddedness of creatures for understanding their 
behavior. 
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i The names are mainly based on the Wumpus world, a simple environment used by 
Russell and Norvig [5] for demonstrating the virtues of logical reasoning in artificial 
agen ts. 
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Abstract 

Intracoronary ultrasound (ICUS) provides high-resolution tomographic images of 
selected segments of coronary arteries. Series of cross-sectional images are acquired 
with motorized pullback imaging catheters and used for quantitative analysis in 
intracoronary ultrasound studies (ICUS). Due to catheter displacement in the vascular 
lumen during the cardiac cycle the images that are typically acquired at 0.5 mm/s are 
anatomically shuffled. This results in a saw-tooth shaped appearance of the coronary 
segment in longitudinal reconstructed views (L-views) used frequently in quantitative 
coronary ultrasound (QCU) software. This paper describes a novel image-based 
selection method (signal gating) called “Intelligate”, which overcomes this problem by 
automatic retrospective selection of end-diastolic frames from pre-recorded ICUS 
studies. Our evaluation shows that there are no quantitative differences between 
analysis results of hardware ECG-gated and intelligated ICUS studies.  

1. Introduction 
Intracoronary ultrasound (ICUS) gives insight into the composition and extent of 
atherosclerotic plaque[1]. Previous studies have shown that ICUS may visualize 
atherosclerotic plaques in angiographically normal coronary arteries[2]. ICUS is used in 
clinical trials to evaluate the results of novel catheter-based interventional techniques as 
well as pharmaceutical treatments.  

Cross-sectional ICUS images are acquired during a continuous speed pullback of the 
catheter in the coronary artery. In quantitative analysis procedures vessel wall borders 
are traced in a consecutive number of images. To assess vessel wall morphology and to 
facilitate quantitative analysis, three-dimensional (3D) reconstruction is performed using 
quantitative coronary ultrasound (QCU) software that visualizes segments by 
longitudinal cut-planes (L-views)[5]. This procedure avoids the time-consuming manual 
tracing of a series of individual cross-sections. However, cyclic systolic-diastolic 
changes of vascular dimensions and catheter motion result in saw-tooth shaped image 



artifacts in the L-views that significantly hamper the quantitative analysis. (Semi-
)automatic contour detection is interfered, the analysis process becomes time-consuming 
and the procedure may produce inaccurate results.  

Most QCU analysis software packages acquire ICUS images stored on videotape at a 
rate of 1 frame per two seconds, randomly within the cardiac cycle, resulting in 1 mm 
intervals between the frames (assuming the catheter is pulled back with 0.5 mm/s), for 
use in area measurement and subsequent calculation of volumetric quantitative 
parameters. However, it has been reported that longitudinal catheter motion of more 
than 5 mm may occur during the cardiac cycle[3]. 

If a smart selection procedure is used to reduce the number of images, referred to as 
gating, the amount of artifacts can be reduced. Previous studies have shown that an on-
line ECG-gated pullback procedure overcomes this motion problem and allows more 
accurate and reproducible measurements[3, 4]. However, the technology requires 
expensive hardware, long setup times and considerably prolongs the acquisition 
procedure. Most laboratories still use non-gated acquisition and most existing image 
databases lack ECG-gated-data. Therefore, we developed the fully automated 
retrospective image-based gating method “Intelligate”, that can select end-diastolic 
ICUS frames enabling fast and accurate analysis of ICUS studies. In this paper we 
describe this new method and its validation. 

2. The IntelliGate Method 
The Intelligate method selects ICUS images recorded in the end-diastolic phase. The 
rationale for selecting this phase is the mutual comparability of the images as the heart is 
relatively motionless here and blood flow has ceased. This means that forces originating 
from cardiac motion and the blood flow are no longer acting on the catheter. In the end-
diastolic phase an imaging catheter that is not pulled back always resumes the same 
position in the lumen. During other phases in the cardiac cycle, the catheter position in 
the coronary artery may be different, which makes it difficult to determine the absolute 
distances between the consecutive ICUS frames in a non-ECG-gated study. 
Nevertheless, currently all QCU software packages neglect the catheter motion induced 
by the cardiac motion. 

The Intelligate method is based on identification of the near end-diastolic images 
from information that is present in the images, and analyzes the changes of this 
information over time. The method does not need a simultaneously recorded ECG- or 
any other physiological reference trace. 

2.1.  The IntelliGate Algorithm 
The Intelligate algorithm can be subdivided into three main steps: Pre-processing, 

Frame Classification and Final Selection. The processes can be interpreted as solving a 
classification problem having two disjunct classes with a discriminating property of 
association with the end-diastolic phase or not.  

Pre-processing mostly focuses on extracting information from the image series that 
is used to construct feature vectors describing individual frames and sequences of 
frames. For some features, filtering operations such as binarization based on edge 



gradients are performed to enhance important image characteristics before calculation. 
One of the most prominent metrics is the similarity between images, in Intelligate 
expressed by the normalized 2D cross-correlation having the form: 
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for MxN sized images A and B having pixels aij and bij on an 8-bit greyscale and mean 
grey level   and   as the mean grey level. Analogous, many other image metrics are 
calculated and both time-domain and frequency domain properties after application of 
the fast Fourier transformation (FFT) to the feature signal are used to construct the 
feature vector. All attributes are normalized to remove biases associated with different 
scales using: 
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with                 the i-th feature and  and  the sampling mean and sampling variance 
respectively. From all features a best classifying feature vector is selected to reduce the 
number of attributes and hence the dimensionality of the problem. 

iσµif i

Frame Classification handles the non-trivial task of judging whether the given 
feature vector is candidate for the end-diastolic class. Since Intelligate does not have to 
be trained before usage as in traditional machine learning, classification cannot be done 
by pattern matching using comparison to known vector patterns. Instead, relational 
properties and the degree of agreement between feature attributes are used in a statistical 
framework to quantify the confidence for a possible selection of an end-diastolic frame. 
This decision is strongly dependent on the a priori knowledge of general motion 
dynamics of the human heart and its related periodic behaviour. Classification is carried 
out with Nearest neighbour search based on a weighted Euclidean distance metric: 
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for k features with v1 and v2 feature vectors and ωi the weight factor. 
The Final Selection step searches the time-domain of the candidate feature vectors in 

boxed intervals determined by the periodic properties of the heart cycle to select the 
actual end-diastolic frames from the candidate set. 
 

2.1.1. Internal Validation Process 
To validate the internal consistency of the method for each individually 

processed ICUS study, the mean heartbeat frequencies before (pre-Intelligate) and after 
gating are calculated for comparison. The rationale for this is the fact that the heart rate 



of a patient as embedded in the image sequence is an independent property and may not 
change after application of Intelligate. The pre-Intelligate phase examines the values of 
different features as found in the individual ICUS images with spectrum analysis 
techniques. This allows for the identification of repetition frequencies of the appearance 
of these image features. Peaks in the power spectrum of the feature indicate large 
contributions from those periodic components corresponding to the repetition frequency 
of the original feature. The average period corresponds to the mean heart rate. The left 
image of figure 1 shows that the mean heart rate is approximately 73 bpm.   

The Intelligate method selects the end-diastolic frames from the non-gated ICUS 
study and therefore the mean heart rate can be determined from the time distances 
between the selected frames as well (the right image in figure 1). If this post-Intelligate 
value resembles the pre-Intelligate heart rate, the image selection is valid in the sense 
that it is able to preserve the patient’s heart rate. Conversely, inconsistent selection of 
frames inevitably leads to different frame time distances and the mean heart rate will 
diverge from the pre-Intelligate heart rate. Observation of the differences between both 
values gives an indication of the accuracy of the Intelligate process. If a difference is 
found, the ICUS study is not further processed and the observer is notified. 
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Figure 1. The left image shows a typical power spectrum derived from the ICUS study before 
gating. In this example, a strong peak is found at 73 bpm. On the right the distribution of the 
Intelligated frame rates converted to heartbeat are shown.  

2.1.2. IntelliGate implementation 
 Intelligate was initially executed unsupervised on a dedicated SGI Octane 
R12000 workstation (Silicon Graphics Inc., Mountain View, CA, USA) with 1.2 GB 
memory running the 64-bit IRIX operating system. The method is implemented in 
software and operates fully automatically. Currently, the software has been ported to an 
array of more commonly available Intel Pentium™ IV based computer systems in a 
parallel multi-processor architecture (see figure 2), which can handle large volumes of 
ICUS studies by the parallel processing principle. Average gating speed is now less than 
5,5 minutes per 1000 frames for a single processing unit. 



 
 

Figure 2. Multiple Processor Architecture, implemented by n identical Pentium™ IV based 
processing workstations (center). The systems are controlled by a process manager (left) that 
received study data from video acquisition stations. Results are stored in a central database (right). 

2.2. Validation Study 

2.2.1. Data acquisition 
Fifteen randomly selected patients from the ITALICS trial - 6 months after 

implantation of a self-expanding coronary Wallstent (Schneider AB, Bülach, 
Switzerland) - were studied with ICUS. The ICUS studies were performed using 
mechanical sheath-based Boston Scientific Corporation ICUS catheters (BSC, Santa 
Clara, CA, USA) incorporating a 30 MHz beveled single-element transducer rotating at 
1800 rpm. The sheath prevents direct contact of the imaging core with the vessel wall 
and increases catheter stability within the coronary artery. The ICUS studies were 
acquired in two passes: 1) the catheter was withdrawn at a continuous speed of 0.5 mm/s 
using a motorized pullback system, 2) after this, the catheter was advanced to the distal 
position again and an ECG-gated pullback was performed with 0.2 mm discrete 
intervals. The non-gated studies were stored on S-VHS videotape at a rate of 25 
images/s and the ECG-gated studies digitally on Magneto-Optical disks. 

2.2.2. ICUS analysis 
All ICUS studies, hardware ECG-gated and non-gated after application of 

Intelligate (see figure 3, panel B and C), were analyzed with the CURAD (Curad BV, 
Wijk bij Duurstede, Netherlands) QCU analysis software[5] by 3 independent observers 
with comparable experience. To reduce inter-observer variability, the mean value of the 
quantities measured by the observers was used for comparison between the two gating 
techniques. The CURAD software focuses on detecting contours in L-views. In most 
cases 4 L-views (containing 2 contours per view) are used to complete the analysis, in 
case of extreme vessel eccentricity a 5th L-view (containing a 9th contour) is added. The 
number of L-view contours is independent of the number of included individual cross-



sections in the ICUS study. Consequently, all available cross-sectional images are used 
in the analysis since they all contribute to the construction of the L-view. The contours 
traced correspond to lumen, stent and total vessel structures. Parameters for comparison 
between methods were lumen, stent, total vessel volumes, stent lengths and analysis 
times. 

2.2.3. Statistical analysis 
Quantitative data are presented as mean±standard deviation. Association 

between continuous variables was assessed by the Pearson correlation coefficient. 
Comparison of continuous variables was performed by the Student’s two-tailed paired t-
test. A p-value < 0.05 was considered statistically significant. Relationship between two 
variables was analyzed by linear regression where applicable. Agreement of two 
methods was expressed as the mean difference±standard deviation between the two 
methods as proposed by Bland and Altman[6]. For the internal validation of the 
Intelligate method the relationship between the found pre-processing and post-
processing heart rates is analyzed with linear regression and Bland and Altman analysis. 
 

 
 
Figure 3. In panel A, a reconstructed longitudinal view (L-view) of a non-gated intracoronary 
ultrasound (ICUS) study is presented. Panel B shows an ICUS study of the same coronary 
segment but now acquired hardware ECG-gated. Finally, in panel C a L-view of the Intelligated 
data set is shown, that was extracted from images in the study shown in panel A.  

3. Results 
Stent-, lumen- and vessel volumes were not significantly different between methods 
(ECG-gated vs. Intelligated) and were 225±86 vs. 231±90, 159±69 vs. 160±74 and 



515±248 vs. 495±245 mm3 respectively. The difference in measured stent lengths was 
28±9 vs. 27±8 mm, which was not statistically significant. There was no systematic 
difference for larger stents or their measured volumes. Relative differences were all 
within the 3,5% deviation. The Bland-Altman analysis is presented in figure 4. The 
required time to perform the QCU analysis was 17±4 minutes for hardware ECG-gated 
sets and 17±4 minutes for sets processed with Intelligate.  

The internal validation of the Intelligate method for each individual processed ICUS 
study showed a correlation of the mean heartbeat frequencies of 0.997. Agreement 
between the values is expressed in a Bland-Altman analysis. Differences were calculated 
relative to the mean value of the two obtained values for the R-R interval time. 
Variability, expressed as percentage of difference between methods, was 0±1.2 %. Mean 
absolute difference was –4±10 ms with a standard error of the differences of 3 ms. 
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Figure 4. Bland and Altman plots for the comparison between hardware ECG-gated and 
Intelligated analysis results for lumen and vessel volumes. 

4. Discussion 
The described Intelligate method can be applied retrospectively to existing non-ECG 
gated ICUS studies and no additional equipment is needed in the catheterization 
laboratory. The current study shows that there are no statistically significant differences 
between the hardware ECG-gated method and the Intelligate method. One outlier in the 
stent length differences and one in the total vessel volume differences correspond to the 
same patient. In this patient, two stents have been implanted directly behind each other 
and the most distal stent was located in a strongly curved vessel causing difficulties in 
the stent length and in stent border detection. 

This study also shows that QCU analysis after application of Intelligate is performed 
within a reasonable time as a result of the smooth appearance of the vessel wall 
morphology, which results in a much better performance of the applied automated 
contour detection algorithms. Observer interaction necessary to correct falsely detected 



contours, which is usually the case in non-gated studies, is significantly reduced, saving 
time and reducing intra- and inter-observer variability as a consequence.  

The hardware image acquisition and selection process differs in important ways from 
that in Intelligate. Hardware ECG-gating acquires images at 0.2 mm discrete intervals, 
while continuous speed pullbacks are performed at 0.5 mm/s. The average heart rate of 
most patients is around and slightly above approximately 60 bpm. Assuming the heart 
rate is 60 bpm and the pullback speed is 0.5 mm/s, Intelligate will then select end-
diastolic ICUS images at 0.5 mm intervals. The longitudinal resolution of Intelligate is 
thus approximately half that of hardware ECG-gated studies. This did not result in any 
measurable difference of analysis results.  

Since Intelligate can be applied retrospectively off-line, it will be possible to re-
analyze ICUS studies from previous trials that have been performed with non-gated 
datasets. 

5. Conclusion 
Fully automatic retrospective image-based ICUS end-diastolic gating is feasible, 
resulting in similar quantitative results as hardware based ECG-gated ICUS studies. 
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Figure 2: a) The layout of the 10 camera network, used for simulation. b) the
matching accuracy of the mixture model (tGMM) and MCMC based method with
different number of samples. The horizontal axis is the changing variance in the
simulated noise. The experiment involved 13 objects, and a total of 52 observa-
tions.

4.2 Experiments with real data

We also test our method on real object observations, that were obtained at seven
disjoint locations at the ground and first floor of the university building as in
Fig. 3. In total we gathered 70 observations of 5 persons, with an equal number of
observations per person.The appearance description oi was a 9D vector containing
3D color means (RGB) computed over three regions heuristically selected3 in the
object’s image. To suppress the effect of illumination on the object’s observed
color the original RGB representation was transformed to a normalized RGB space
as proposed in [5]. The dynamic part of an observation included the time of
appearance ti, the entry and departure sides to the camera viewing fields ei, di

and the discrete position in the building pi.
For this set we manually resolved the data association to have the ’ground

truth’ association. In the building we set a distribution p(pi, ei|pi−1, di−1) giving
the probability of arriving at location pi at the side ei when an object departs
from position pi−1 through side di−1. In the building we also set manually the
probability p(p1, e1) of entering the building at location l1 from side e1. The
travel times between any two locations in the building were initialized randomly
and estimated together with the mixture parameters.

We observed that a variant of the EM method, called Deterministic Annealing
EM [10] (DAEM) improves tracking results for this setting. Figure 4 shows a
table with the result of association after learning the parameters of mixture with
DAEM. In the table, the ith column presents the posterior probability on the
switch variable p(xi|y0:N) (the darker the highest probability). Below we have
included the recovered sequence of observations assigned with the first object. On

3The regions were three horizontal stripes of equal height going through the blob of an object.
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Figure 4: Posterior distribution on the hidden assignment variable xi obtained
from the set of observations. A single column is the marginal distribution
p(xi|y0:N ) shown in gray scale (dark - high probability).

average, 90% of the observations are correctly associated.

5 Conclusions

The paper proposes an alternative method for tracking multiple objects with mul-
tiple sensors. The method is based on a Gaussian mixture model for probabilistic
assignment of observed data into classes, each meant to represent an individual
physical object. The GMM originally developed for assignment of independent
data points has been extended to handle also data connected by Markov depen-
dencies.
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Extended Abstract

Decommitment [1, 2] is the action of foregoing of a contract for another
(superior) offer. It has been shown that, using decommitment, agents can
reach higher utility levels in case of negotiations with uncertainty about future
prospects. In this paper, we study the decommitment concept for the novel
setting of a large-scale logistics setting with multiple, competing companies.
Orders for transportation of loads are acquired by agents of the (competing)
companies by bidding in online auctions. Using computational experiments,
we find significant increases in profit that scale with the size of operations and
uncertainty of future prospects when computerized agents can decommit and
postpone the transportation of a load to a more suitable time . The observed
profit margins in the experiments are significant from the perspective of the
transportation sector where a 4% profit is considered exceptional. For example,
the average profit margin before taxes for the Dutch road transport sector (from
1989 to 1999) was only 1.6%.

We observed in the computational experiments that decommitment of a load
occurs predominantly when trucks are close to filling their maximum capacity.
When few loads are available, the loads are almost all picked up and transported.
If the availability increases, the (positive) effect of decommitment then increases,
until the trucks reach their capacity limits. In the case of an excess of cargo,
the added value of decommitment decreases as the tasks which are needed to
fully utilize the remaining capacity of an agent are often available. Hence, we
hypothesize a decommitment strategy is most beneficial when a truck is close
to reaching its maximum capacity and has a limited number of extra tasks to
choose from. We believe this is a general result for an agent capable of doing

∗This paper is originally published at AAMAS-03 Workshop on Agent-Mediated Electronic
Commerce V (AMEC-V), 2003 Melbourne, Australia
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multiple tasks in parallel. This hypothesis must be kept in mind when evaluating
whether to apply a decommitment strategy.

Figure 1 shows the profits made by a company (with and without the use
of a decommitment strategy) as a function of the number of depots on the grid
where loads stochastically appear in the course of a day of operations. The
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Figure 1: Profits made by a company (with and without decommitment) as a
function of the number of depots on the grid.

positive effect of decommitment on a company’s profit increases as the grid
becomes more densely filled and the world becomes more difficult for agents
to accurately predict. Results for more complex scenarios (more competing
companies, more trucks per depot, prices more dependent on weight of the
load, etc . . . ) show similar trends such that impact of a decommitment strategy
increases in importance with the complexity of the world.

It is also important to note that the use of decommitment by one company
can decrease the performance of the non-decommitting companies. This loss
can amount up to half the increase in profit of the company who uses a decom-
mitment strategy. This effect is of importance when the margin for survival is
small and under-performing companies may be removed from the field.

For specific applications beyond that of our model and for novel areas, the
added value of decommitment, and the circumstances where it can be applied
successfully should be studied further. However, based upon our computational
experiments, we hypothesize that the positive impact of a decommitment strat-
egy increases with the complexity of the operating domain, as it then becomes of
greater importance to have the opportunity to roll-back a previous sub optimal
decision [2].
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aggregation of functionalities (Figure 2): ‘Agent Manager’loaded with a 
‘basic agent management set of rules’; interface for communication
infrastructure; the event scheduler; the Agents created dynamically
during system lifetime.

Fig. 2. System Architecture 

The Container architecture allows us to create one single application with 
multiple agents in it.  In our tests, we could create a ‘knowledgeable’
Container with 100 rules loaded using around 82Kb. The final conclusion 
is that it would be possible to create a multi-agent system with 10 
‘knowledgeable’ agents using 166Kb of memory and a single-agent 
system with identical features using 82Kb. 

Fig. 3. Memory usage for multi-agents results
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